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 Abstract 
Semantic Relevancy Maps are a visual analytic 
technique for representing the distribution of semantic 
relevancy across an information display. The maps 
highlight the text areas of the display corresponding to 
the relevance of that text to user goals, with stronger 
highlights indicating higher degrees of relevance. 
Semantic Relevancy Maps were developed as a tool for 
high-fidelity computational cognitive models that search 
complex information displays in the same manner as 
humans. However, they offer the potential to be a 
standalone tool for quickly evaluating the spatial layout 
of information for designers or, more simply, for 
identifying the spatial location of sought-for information 
by any computer user. 
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Introduction 
Traditional text (e.g., this proceedings paper) is 
designed to be read left-right, top-down. In contrast, 
consider the homepages of online newspapers (e.g., 
bbc.com), universities (e.g., www.rpi.edu), and 
consumer rating rating sites (e.g., 
www.consumerreports.org). Although these pages are 
text-heavy, it is not the case that the developer intends 
each user to read each word. Rather, it is expected that 
the user will search these pages with different needs or 
queries in mind and only read the information relevant 
to their query (e.g., who won the game last night?). An 
interesting feature of such sites is that the content of 
the page may change frequently (daily for newspapers 
or by semester for universities) as may the spatial 
location of a given category of information (e.g., 
location of the baseball information during the World 
Series versus during the middle of a dull season). 

An interesting feature of such pages is that the eye is 
naturally drawn to certain visually salient areas of the 
page. Indeed, it is possible to process the page by 
applying one of several measures of visual saliency to 
produce a visual saliency map of the page based on 
physical characteristics of a screen such as clutter, 
color, and orientation of objects [15]. The prediction is 
that the more visually salient areas are easier to find in 
a visual search of the screen.  

A goal of our research is to predict where on the display 
the user will find relevant information. We want to go 
beyond the predictions of visual saliency maps – where 
the eyes want to look; and try to construct Semantic 
Relevancy Maps – predictions of where the user could 
find an answer to their query. In relating these two 
concepts we are combining and contrasting stimulus-

driven processes with goal-driven attention shifts 
during information search on a given display. 
Presumably, a well-designed interface will have a high 
overlap between its visual saliency map and its 
Semantic Relevancy Map; that is, the design and layout 
of information should draw the eyes to relevant areas. 

Semantic Relevancy Maps 
Spatial distribution and relevance of text-based 
information in displays are important factors in the 
success of a user’s search. Evaluating these factors 
requires tools for thinking spatially about the meaning 
of text. We can establish the relevance of any text 
string to user queries by using automatic measures of 
semantic similarity such as LSA [1, 3, 8], PMI-IR [7, 
17], Normalized Google Distance [2], and so on [see, 
10, for a quick overview]. We can begin to parse out 
the location and size of text from interfaces using tools 
such as VIA [16]. Combining the location, size, and 
relevance of text that is displayed by a given interface 
at a given snapshot in time, we are able to construct 
analysis-friendly and visually appealing Semantic 
Relevancy Maps.  

As shown in Figure 1, the same query, using the same 
measure of semantic similarity, yields very different 
Semantic Relevancy Maps for different interface 
snapshots. Likewise, as shown in Figure 2, the same 
snapshot, using the same measure of semantic 
similarity, yields very different Semantic Relevancy 
Maps for different queries. 

From a design and evaluation perspective, Semantic 
Relevancy Maps may prove useful in answering key 
usability questions: Is there predictability as to the 
location of relevant information? Is information of each 
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type consistently found in the same locations on the 
screen? Given that users rarely read all of the provided 
text, how likely are they to come across relevant 
content? Is visual attention likely to be drawn to areas 
of semantic relevance? 

HOW it works 
The core of Semantic Relevancy Maps consists of two 
elements: statistical measures of semantic similarity 
and information concerning the position and size (x, y, 
width, height) of each text string. 

Measures of Semantic Similarity 
There are many statistical measures of semantic 
similarity. Simple but amazingly accurate similarity 
scores can be computed with the information returned 
by search engines such as Google™. For example, 
Normalized Google Distance and PMI-IR are two 
search-engine-based measures of semantic similarity 
that estimate the relevance of one word to another as a 
function of hits that each of the words receives by itself 
and hits that the two words receive together. More 
intricate measures, like LSA and GLSA [11], can 
calculate the similarity of long sentences, paragraphs, 
or entire documents. Our technique for assessing the 
semantic relevancy between a query and the words on 
the screen relies on real-time accesses to publicly 
available web resources (e.g. google.com for PMI and 
Normalized Google Distance; lsa.colorado.edu for LSA; 
and glsa.parc.com for GLSA). Different measures of 
semantic similarity may produce different predictions in 
the distribution of relevance given the same snapshot 
and the same search string (see Figure 3). Much 
ongoing research is targeted at understanding which 
measures produce better similarity scores [1, 7, 18], 
and how these measures can be improved [10, 11].  

 
Figure 1. Sample Semantic Relevancy Maps of different 
websites using the same query (“politics”) and the same 
measure (Normalized Google Distance). Top to bottom the 
websites are: nytimes.com, bbc.com, and wikipedia.com. 
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Position and Size of Text 
Location and size of text on display are necessary 
features for Semantic Relevancy Maps. These are not 
ordinarily available, and extracting such features from 
third party applications is no trivial matter. The 
software used to parse out the text, size, and location 
from all snapshots provided in this paper is VIA [16]. 
VIA is a research platform for recording all system 
events and user data (including eye and mouse data). 
Although all the examples provided here are of a VIA-
parsed web browser, we have also used VIA to parse 
other third party software [e.g., see 9].  

Why we did it 
We view Semantic Relevancy Maps as a tool for 
developers and usability assessment. However, this 
was not our original motivation for developing the 
maps. 

We developed Semantic Relevancy Maps to support the 
development of high-fidelity computational cognitive 
models that would surf the web the same way that 
people do. The long-term goal of this effort is to 
develop families of models that can be used as 
simulated users in the development and evaluation of 
interactive software [4, 5]. Before our models could 
develop human-like search strategies, they had to 
know what was located where [5] and they had to 
‘understand’ what they were reading. Turning text 
strings into x, y locations allows us to simulate search 
time and turning meaning into relevancy numbers 
allows us to simulate understanding. 

We follow in the footsteps of researchers who have 
used measures of semantic similarity for predicting 
user decisions to click or not to click on individual links 

[1, 6, 14] and for modeling information foraging 
behavior on the web [12, 13]. We extend this work to a 
concern with the relevancy and spatial distribution of all 
text on the interface (not just links). 

 
Figure 2. Sample Semantic Relevancy Maps for different user 
queries, “technology” (top) and “sports” (bottom), using the 
same measure (Normalized Google Distance). The snapshot is 
taken from a local newspaper website (timesunion.com). 
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Figure 3. For the same query (“politics”) and same website 
(wikipedia.com), different measures of semantic similarity 
produce different Semantic Relevancy Maps. Top to bottom the 
measures used are: PMI, LSA, and Normalized Google 
Distance. 

Summary and future work 
Semantic Relevancy Maps represent the application of 
Cognitive Science theory to Human Factors practice. As 
such, they provide a theory-based methodology for 
mapping the relevance of text onto its location on 
screen, creating easily interpretable and visually 
appealing maps.  

This way of thinking spatially about meaning is useful 
for developing predictive user models in which 
computational agents ‘see’ the text in terms of uni-
dimensional numbers and shift attention in the same 
manner as human users. Semantic Relevancy Maps are 
also useful for relating goal-driven attention shifts to 
the stimulus-driven visual processes predicted by visual 
saliency maps. 

Future work will concentrate on writing computational 
models that use Semantic Relevancy Maps to predict 
user behavior; developing a metric that could explicitly 
measure the ‘goodness’ of a visual layout based on the 
overlay of Semantic Relevancy Maps with the 
corresponding visual saliency maps; finding out how 
best to cluster text (e.g. word, sentence, paragraph); 
and determining which measure of semantic similarity 
best fits human data and in what circumstances. 
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