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How a specific piece of 
information spreads?

Viral Marketing

Although message infection and propagation can be
quite involved processes, population-level analyses de-
scribe viral propagation as a function of the basic repro-
ductive number R0, i.e., the average number of secondary
cases generated by each informed individual [11,14]. If
R0 > 1, propagation reaches the tipping point where infor-
mation reaches a significant fraction of the target popula-
tion, but if R0 < 1, propagation dies quickly. Secondary
spreaders passed the message to !r ! 2:96 individuals on
average. Just a fraction ! ! 0:0879 of those receiving it
were infected by the viral process and forwarded the mes-
sage again. Thus, the average of secondary cases per
infected individual R0 ! !!r ’ 0:26 is below the tipping
point. While R0 is small, the large heterogeneity in the
individual values of r and ! (see Fig. 2) led to a big
variation in the cascade sizes found in our experiments
[20]. Such heterogeneity was not enough to sustain the
spreading, and all cascades stopped propagating after a
finite number of recommendation steps. The campaign
was a viral success [11], nevertheless, as the number of
individuals virally reached was 4 times that of seeds.

A striking feature of the viral cascades found was the
scarcity of loops, triangles, or closed paths (Fig. 1). Email
redundancy (i.e., the fraction of emails sent to already
informed individuals) was just 0.74% as cascades were
mostly treelike shaped. This fact has also been found in
recommendation cascades of online retailers [21] or infor-
mation cascades in the blogosphere [13]. However, social
networks are locally dense, and a large fraction of links
connects members of communities or groups internally
[22] anticipating a larger email redundancy. A possible
explanation is that viral spreaders assume that the group
from whence a message came knows it already and avoid
that community, as suggested in Ref. [10] for chain letters.
This self-avoiding feature may reduce the impact on infor-
mation diffusion of the social network local structure [2] in
favor of midrange to global topology properties.

In line with the studies mentioned in the introduction,
our viral marketing campaigns show also high heteroge-

neity in the response time "R at the individual level:
Participants forward the message after !"R ! 1:5 days on
average, with a large standard deviation of#"R ! 5:5 days.
Some participants resend the invitation email as much as
"R ! 69 days after receiving it. Our data are fully consis-
tent with a log-normal distribution for the distribution of
response times P""R#. Power-law distributions or exponen-
tial distributions systematically over- and underestimate
(respectively) the frequency of large response times (see
Fig. 2). Moreover, response time does not show statistical
correlation with the number of recommendations made by
participants (see Fig. 2). Thus, the delay "R in forwarding a
message and the number of recommendations sent r result
from seemingly independent decisions.
At the collective level, we find an extraordinary behavior

of information diffusion: If i"t# is the average fraction (over
all cascades) of informed individuals forwarding the mes-
sage at time t, its dynamics follows an unexpectedly slow
pace (see Fig. 3). This is in striking contrast with tradi-
tional epidemic models [14] where the dynamics of i"t# in
the cascades is modeled by the growth equation

di

dt
! $0i"t# ) i"t# $ i"0#e$0t; (1)

where $0 ! "R0 % 1#= !"R is the naive approximation to the
Malthusian rate parameter of the population. Equation (1)
is the simplest version of more complicated models such as
the Bass model of innovations diffusion [5] or the
susceptible-infected-removed (SIR) epidemic model [14]
used to model information propagation in social networks
[1,3]. Equation (1) is based on the assumption that infec-
tion, or information diffusion, happens mostly around time
"R ’ !"R and that new infections by individuals that have
already infected others are very unlikely for "R & !"R.
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FIG. 2 (color online). Complementary cumulative distribution
of the response time "R in the viral marketing campaigns
(circles). The solid line shows fits to a log-normal distribution
with %̂ ! 5:547 and #̂2 ! 4:519 (black) and to an exponential
distribution (red) and a power-law distribution (blue) with exp-
onent %1:48. Inset: Scatter plot of the number of recommenda-
tions sent by each participant ri vs her response time "R;i (dots).
The red solid line is a running average of r as a function of "R.

FIG. 1. Cascade with 122 nodes and 6 propagation steps found
in the experiments. It starts out of a seed in the center (black) and
grows by propagation through viral nodes (gray).
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and those runs in which the tree fails to reach this size are omitted.
Omitting simulated trees that fail to grow large enough is consistent
with our goal of studying properties of information diffusion
conditional on reaching a large population; in real life, most
circulated e-mail messages never spread widely, but we are inter-
ested in the structure of those that do.

Our models all incorporate the following two principles: Many
recipients may choose not to forward the letter at all, and only a few
recipients will choose to post the letter publicly. Thus, we introduce
a discard-rate parameter !, specifying the probability that a given
recipient discards the message and takes no further action on it, and
a post-rate parameter ", specifying the probability that each
recipient publicly posts his or her copy of the letter. In keeping with
findings from earlier experiments based on e-mail forwarding (27),
we set the discard-rate to the default value 0.65, although we find
that reasonable variations do not qualitatively change the findings.
The post-rate is a parameter that we will more explicitly vary. Public
posting is the only means by which portions of the tree become
observable: When a recipient posts the letter, his or her full path
from the root becomes visible, and hence in general a node on the
tree is observable at the end of the process if and only if one of its
descendants posted a copy of the letter. We will be studying the
structure of the observable portions of the trees produced by our
models, as we do with real chain letters.

We first consider a model based on a direct application of these
probabilistic ingredients. We choose a random root node and
construct a tree in unit time steps. In each step, each new recipient
of the letter discards it independently with probability ! and
otherwise forwards it to all neighbors (posting with probability ").
Any neighbor w that has not received the letter previously becomes
a new recipient in the next time step; if w receives the letter from
multiple senders, it chooses one of these senders arbitrarily as its
parent in the tree. Finally, once the process terminates, we look at
the observable portion of the tree, consisting of the union of all
paths from the root to the nodes that posted their copy of the letter.

Although such a model is very natural, it produces trees that
compare poorly to the real chain-letter data. Simulating this model
on the LJ network, the observable portion of the tree has a median
depth 5.0, width 9,625, and single-child fraction 19.04% (averaged
over 10 independent runs) with " ! 0.10, and very similar prop-
erties for other small values of ". This wide divergence from the real
data cannot be remedied simply by having recipients send to a
smaller set of neighbors; if each recipient who forwards does so to
a random subset of 4 or 5 of his or her neighbors, then the width
remains in the thousands, the median depth remains "50, and the
single-child fraction remains"70%. The central problem is that this
style of random epidemic process seems unable to produce trees
whose observable portions are very large, yet with a number of
children per node so highly concentrated around 1.

Fig. 3. Close-up of a portion of the tree in Fig. 2.

4636 ! www.pnas.org"cgi"doi"10.1073"pnas.0708471105 Liben-Nowell and Kleinberg
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of the response time "R in the viral marketing campaigns
(circles). The solid line shows fits to a log-normal distribution
with %̂ ! 5:547 and #̂2 ! 4:519 (black) and to an exponential
distribution (red) and a power-law distribution (blue) with exp-
onent %1:48. Inset: Scatter plot of the number of recommenda-
tions sent by each participant ri vs her response time "R;i (dots).
The red solid line is a running average of r as a function of "R.

FIG. 1. Cascade with 122 nodes and 6 propagation steps found
in the experiments. It starts out of a seed in the center (black) and
grows by propagation through viral nodes (gray).
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We first consider a model based on a direct application of these
probabilistic ingredients. We choose a random root node and
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Any neighbor w that has not received the letter previously becomes
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multiple senders, it chooses one of these senders arbitrarily as its
parent in the tree. Finally, once the process terminates, we look at
the observable portion of the tree, consisting of the union of all
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Although such a model is very natural, it produces trees that
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What affects information 
spreading processes?



•Promote strategies to achieve expected 
coverage

Information Spreading in Context

•Prediction models for information flow

•Protect digital information leakage

•Assisting users to disseminate 
information more efficiently



Data

Detailed traces of social interactions

Forwarded Emails

Spreading Processes
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Data
• Emails from 8000+ Employees

• 2000+ Fw threads

• Information about the individuals

e.g.: performance, dept, job role

• Content of the emails

social network

ensemble of trees

individual characteristics

what the information is 
about

A B C
Aug 5, 09:30:12 “data request” Aug 5, 09:53:00 “Fw: data request”

Spreader ReceiverInitiator



Research Focus
• To Whom one spreads the 
information
• Waiting time 

Microscopic Level

Macroscopic Level

A B C
Aug 5, 09:30:12 “data request” Aug 5, 09:53:00 “Fw: data request”

Spreader ReceiverInitiator

Aug 5, 09:30:12 "data request"

Aug 5, 09:53:00 "Fw: data request"

Aug 6, 14:21:53 "Fw: Fw: data request"

• To how many people
• Overall coverage 



Microscopic Level

A B C
Aug 5, 09:30:12 “data request” Aug 5, 09:53:00 “Fw: data request”

Spreader ReceiverInitiator

•The Underlying Social Network
•Information Content and Expertise
•Organizational Context
•Individual Characteristics

PFw(q)/P rand(q)Probability Ratio:

P rand(q)

PFw(q) Probability of having q in forwarded emails

Same probability in normal emails
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Figure 2: An illustrative example of an information
pathway.

experts to experts. The e!ciency of the spreading process is
a"ected by departmental structure, but little by individual
performance. These findings can guide us to build better
social and collaborative environments, design applications
assisting users to disseminate information more e!ciently,
and develop strategies to protect digital information leakage
and predictive tools for recommendation systems.

4.1 The Underlying Social Networks
How information spreads may be influenced by the un-

derlying social network, and understanding the interplay
between the social network and spreading process is very
important. First, it has a number of implications in various
social systems, such as promoting new strategies in viral
marketing by taking into account the e"ect of the network
topology. Second, it plays an important role in assessing
the choice of models, arguing whether a flu-like epidemi-
ology model, which directly relies on the topology of the
network, is suitable for modeling the information flow, (see
Section 5).

We start by building a social network among our users
by aggregating email communications over a one year pe-
riod. We add a link between two users if there has been at
least one email communication between them. The weight
of the link, w(i ! j), is asymmetric, defined as the number
of emails sent from user i to j. As we are mostly inter-
ested in the connectivity between individuals, we focus on
the static picture of the network rather than the dynamics
of the network evolution.

We show in Fig. 3 the probability ratio of email forward-
ing activity2 as a function of the weight of the links between
initiators and spreaders, w(A ! B), and spreaders and re-
ceivers, w(B ! C), defined in the information pathways in
Fig. 2. A positive slope would indicate that information is
more likely to flow through strong ties, whereas a negative
slope shows that weaker connections are more favorable for
the spreading processes. Surprisingly, we observe that the
information is more likely to spread initially via weak ties
and then gets passed through strong connections, strong ev-
idence of information routing by spreaders choosing social
neighbors of di"erent closeness.

This raises an interesting question: how well are the in-
formation spreaders connected in the network? Are they a
random sample of individuals or are they a biased sample
of more central social hubs? We show in Fig. 4 the degree
distribution P (k) of nodes in the whole social network as
grey circles and the sample of spreaders as orange crosses.
Interestingly, we find that spreaders show nearly the same

2the probability ratio of email forwarding as a function of
quantity q is obtained by PFw(q)/P rand(q), where PFw(q)
is the probability of having q in forwarded emails, while
P rand(q) is the same probability for overall emails. A value
equals to 1 would indicate PFw(q) is about what you would
expect normally.
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Figure 3: The probability ratio of email forwarding
as a function of the weight of links between A and B
and B and C respectively in the information path-
ways. Information spreading undergoes an interest-
ing re-routing process, from weak links to strong
ties.
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Figure 4: The degree distribution of the whole net-
work and the group of the spreaders. The spreaders
have comparable connectivity to randomly sampled
individuals in the network.

distribution of connectivity as a random sample of individ-
uals from the network.

4.2 Information Content and Expertise
An important question about information spreading is

how the process depends on the relevance of the content of
the information to the individual’s expertise. Here, we ex-
plore this issue using the available message content. As men-
tioned previously, the content of each email in our dataset
is represented as term frequencies. We build a vocabulary
vector !vi = "s1, s2, ..., sn# for each user i by looking at the
content of all the emails sent by i, where the length of !vi is
the total number of meaningful words that have appeared
in all emails for all users, thus is the same length for every
user. The j-th element sj is the score of the j-th word cal-
culated by TF-IDF. The vector !vi will provide a measure
of ranked “buzzwords” for user i, which serves as an indica-
tor of the individual’s expertise, since previous studies have
shown emails are a primary form of communication within
big corporations [36, 6]. Next, we build a vector !vl for each
email l following the same procedure, where sj is the TF-
IDF score of the j-th word in !vl. Therefore, !vl will give us
a measure of the content of email l, accounting for overly
common words and overly rare words. Then the similarity
between the content of the information l and the individual
i’s expertise is defined as the cosine similarity of the two
vectors, Si,l = !vi · !vl/($!vi$ $!vl$). We show in Fig. 5, how
the probability ratio of information spreading changes in
function of Si,l for user i as (a) spreaders and (b) receivers,
respectively. The probability ratio anti-correlates with Si,l,

�vi

�vl

Information Content and Expertise
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how the process depends on the relevance of the content of
the information to the individual’s expertise. Here, we ex-
plore this issue using the available message content. As men-
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is represented as term frequencies. We build a vocabulary
vector !vi = "s1, s2, ..., sn# for each user i by looking at the
content of all the emails sent by i, where the length of !vi is
the total number of meaningful words that have appeared
in all emails for all users, thus is the same length for every
user. The j-th element sj is the score of the j-th word cal-
culated by TF-IDF. The vector !vi will provide a measure
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email l following the same procedure, where sj is the TF-
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a measure of the content of email l, accounting for overly
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Galton-Watson Branching Process

and those runs in which the tree fails to reach this size are omitted.
Omitting simulated trees that fail to grow large enough is consistent
with our goal of studying properties of information diffusion
conditional on reaching a large population; in real life, most
circulated e-mail messages never spread widely, but we are inter-
ested in the structure of those that do.

Our models all incorporate the following two principles: Many
recipients may choose not to forward the letter at all, and only a few
recipients will choose to post the letter publicly. Thus, we introduce
a discard-rate parameter !, specifying the probability that a given
recipient discards the message and takes no further action on it, and
a post-rate parameter ", specifying the probability that each
recipient publicly posts his or her copy of the letter. In keeping with
findings from earlier experiments based on e-mail forwarding (27),
we set the discard-rate to the default value 0.65, although we find
that reasonable variations do not qualitatively change the findings.
The post-rate is a parameter that we will more explicitly vary. Public
posting is the only means by which portions of the tree become
observable: When a recipient posts the letter, his or her full path
from the root becomes visible, and hence in general a node on the
tree is observable at the end of the process if and only if one of its
descendants posted a copy of the letter. We will be studying the
structure of the observable portions of the trees produced by our
models, as we do with real chain letters.

We first consider a model based on a direct application of these
probabilistic ingredients. We choose a random root node and
construct a tree in unit time steps. In each step, each new recipient
of the letter discards it independently with probability ! and
otherwise forwards it to all neighbors (posting with probability ").
Any neighbor w that has not received the letter previously becomes
a new recipient in the next time step; if w receives the letter from
multiple senders, it chooses one of these senders arbitrarily as its
parent in the tree. Finally, once the process terminates, we look at
the observable portion of the tree, consisting of the union of all
paths from the root to the nodes that posted their copy of the letter.

Although such a model is very natural, it produces trees that
compare poorly to the real chain-letter data. Simulating this model
on the LJ network, the observable portion of the tree has a median
depth 5.0, width 9,625, and single-child fraction 19.04% (averaged
over 10 independent runs) with " ! 0.10, and very similar prop-
erties for other small values of ". This wide divergence from the real
data cannot be remedied simply by having recipients send to a
smaller set of neighbors; if each recipient who forwards does so to
a random subset of 4 or 5 of his or her neighbors, then the width
remains in the thousands, the median depth remains "50, and the
single-child fraction remains"70%. The central problem is that this
style of random epidemic process seems unable to produce trees
whose observable portions are very large, yet with a number of
children per node so highly concentrated around 1.

Fig. 3. Close-up of a portion of the tree in Fig. 2.

4636 ! www.pnas.org"cgi"doi"10.1073"pnas.0708471105 Liben-Nowell and Kleinberg

the regimes of the Galton–Watson process seems to fit when we
look at the unconditional distribution—is overcome by condition-
ing our subcritical process on the rare event of growing large, as
Liben-Nowell and Kleinberg also do in their model. The main
difference between their approach and ours is that we do not
explicitly model the network or detailed mechanics of the distri-
bution process. We focus only on the random variable describing
how many children each node has and on the selection bias.
Those two ingredients alone suffice to produce a conditional
distribution concentrated on trees with the right shapes.

Whereas the specifics of the model and analysis that follow are
particular to the Galton–Watson process, the broader point is
worth emphasizing. Large-scale network phenomena that we ob-
serve may not be typical instances of the processes that generated
them but instead exceptional realizations. Although implications
of selection bias are well understood in some settings, they have
not traditionally played a significant role at the dataset level in
social network analysis. Our study of the chain letters provides
a particularly stark example of how this perspective can, in a
simple model, explain a great deal about the observations. This
points to the need for a richer theoretical understanding of how
selection modifies the structure of important classical processes.

Model
We begin by stating our formal model of chain letter propagation
and discussing the fitting of its key parameters. Let X be a
Galton–Watson random tree generated by the branching process
starting at one root where the probability of any node having k
children is p!k" and the distribution is identical across nodes. This
distribution is the fundamental parameter in the model. It is a
simple matter to fit it by using maximum-likelihood estimation
given an observed tree. The key fact is that, because the number
of children is conditionally independent and identically distribu-
ted across nodes (given the past), this fitting goes through even
when there is a size selection bias in the trees that are observed.

Let L!p; x" be the probability of observing a specific tree x
under the model—that is, the probability that X # x. For any
rooted tree x, let f !k; x" refer to the total number of nodes in
x with k children. It follows directly that L!p; x" #

Q
kp!k"f !k;x",

and so the log-likelihood function is

!!p; x" # f !0; x" log
!
1 !

!

k>0

p!k"
"
$
!

k>0

f !k; x" log p!k":

Maximizing the log-likelihood with respect to p and denoting the
maximizer p̂, we see that if f !k; x" # 0, then p̂!k" # 0; otherwise,
setting the derivative with respect to p!k" to be equal to 0 implies
that, for every k,

f !k; x"
f !0; x"

# p̂!k"
p̂!0"

[noting that f !0; x" > 0 for any finite tree]. Therefore, for every
k " 1,

p̂!k" # f !k; x"#
!

k

f !k; x":

In other words, the estimated probability of having k children is
just the fraction of nodes with k children in the data. It is straight-
forward to verify that p̂!k" yields a global maximum of the like-
lihood function. The same procedure can be carried out on many
trees at once.

It is worth noting that we did not explicitly model the observa-
tion process here—as Liben-Nowell and Kleinberg did—in which
some but not all nodes post the chain letter on the Internet where
it can then be found and its propagation traced back to the root. It
turns out that this aspect of the process can be omitted without
loss of generality. Formally, our approach corresponds to defin-

ing a node as an observable node—that is, a node that forwarded
the letter and one of whose descendants posted a later version. As
long as the number of children and the decision of whether to
post are independent of each other and identically distributed
across nodes, then the random variables describing how many
observable children each node has also satisfy the assumptions
of the simple Galton–Watson process, albeit with a different
distribution.

We also did not explicitly include a model of the network over
which the diffusion is happening. The reason is that the only thing
that matters for the Galton–Watson process is the number of
observable children that each node has, and our reduced-form
approach focuses on this process rather than on the network.
Although the network structure will certainly influence the off-
spring randomvariable, themechanismsof that can be complicated.
What kinds of network processes underlie p is an interesting ques-
tion whose analysis is the focus of Liben-Nowell and Kleinberg’s
work mentioned earlier. In the Discussion and SI Text, we propose
one micromodel that can generate our Galton–Watson process
with an offspring distribution matching the data.

Results
We applied this fitting procedure to an example from the
SI Appendix of ref. 6. Specifically, we used the National Public
Radio (NPR) petition, whose observed portion had three compo-
nents and used the function f for the component with 2,442
observed nodes. Of course, the real NPR dissemination tree pre-
sumably had only one component and the pieces in the recon-
struction arose from an inability to reconstruct the tree all the
way to its origin. We simply take one of the subtrees as a single
instance of the diffusion process.

The distribution p̂ that was estimated is reported in Table 1. Its
expectation is 2;441#2;442 $ 0.9996. Indeed, it is immediate to
verify on the basis of the formulas above that the estimated dis-
tribution p̂ will have expectation !n ! 1"#n in any tree of n nodes.
The implications of this rather simple fact deserve some com-
ment. It entails that maximum-likelihood estimation of the kind
we perform above, on the basis of a finite tree, will always infer
the process to be subcritical. The extent of subcriticality (the gap
between the expected number of children and 1) will depend on
the size of the observed tree. On the other hand, a confidence
interval for the expected number of children per node would
include values exceeding unity. In any case, this feature of the
estimator—always estimating !n ! 1"#n as the expected number
of children—is an artifact of using a very simple time-homoge-
neous branching process. Including realistic features that limit
the spread of a chain letter once it reaches a large size would,
we conjecture, lead to a different maximum-likelihood estimator
of this quantity, which could exceed unity even for finite trees.

After estimating the distribution, we simulated the branching
process with this distribution and analyzed only realizations
whose sizes were between those of the largest and smallest
observed components in the NPR data—between 2,442 and
3,250 nodes. We generated 10,000 of these realizations. The most
relevant histograms from the analysis are shown in Fig. 1. The
statistics we compute for each tree are the median node depth
(distance from the origin) as well as the width (maximum number
of nodes at the same depth).

Table 1. The distribution of the number of children per node,
estimated from the data

k p̂!k"

0 0.0246
1 0.9525
2 0.0217
3 0.0012
"4 0
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the regimes of the Galton–Watson process seems to fit when we
look at the unconditional distribution—is overcome by condition-
ing our subcritical process on the rare event of growing large, as
Liben-Nowell and Kleinberg also do in their model. The main
difference between their approach and ours is that we do not
explicitly model the network or detailed mechanics of the distri-
bution process. We focus only on the random variable describing
how many children each node has and on the selection bias.
Those two ingredients alone suffice to produce a conditional
distribution concentrated on trees with the right shapes.

Whereas the specifics of the model and analysis that follow are
particular to the Galton–Watson process, the broader point is
worth emphasizing. Large-scale network phenomena that we ob-
serve may not be typical instances of the processes that generated
them but instead exceptional realizations. Although implications
of selection bias are well understood in some settings, they have
not traditionally played a significant role at the dataset level in
social network analysis. Our study of the chain letters provides
a particularly stark example of how this perspective can, in a
simple model, explain a great deal about the observations. This
points to the need for a richer theoretical understanding of how
selection modifies the structure of important classical processes.

Model
We begin by stating our formal model of chain letter propagation
and discussing the fitting of its key parameters. Let X be a
Galton–Watson random tree generated by the branching process
starting at one root where the probability of any node having k
children is p!k" and the distribution is identical across nodes. This
distribution is the fundamental parameter in the model. It is a
simple matter to fit it by using maximum-likelihood estimation
given an observed tree. The key fact is that, because the number
of children is conditionally independent and identically distribu-
ted across nodes (given the past), this fitting goes through even
when there is a size selection bias in the trees that are observed.

Let L!p; x" be the probability of observing a specific tree x
under the model—that is, the probability that X # x. For any
rooted tree x, let f !k; x" refer to the total number of nodes in
x with k children. It follows directly that L!p; x" #
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Maximizing the log-likelihood with respect to p and denoting the
maximizer p̂, we see that if f !k; x" # 0, then p̂!k" # 0; otherwise,
setting the derivative with respect to p!k" to be equal to 0 implies
that, for every k,
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p̂!0"

[noting that f !0; x" > 0 for any finite tree]. Therefore, for every
k " 1,
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In other words, the estimated probability of having k children is
just the fraction of nodes with k children in the data. It is straight-
forward to verify that p̂!k" yields a global maximum of the like-
lihood function. The same procedure can be carried out on many
trees at once.

It is worth noting that we did not explicitly model the observa-
tion process here—as Liben-Nowell and Kleinberg did—in which
some but not all nodes post the chain letter on the Internet where
it can then be found and its propagation traced back to the root. It
turns out that this aspect of the process can be omitted without
loss of generality. Formally, our approach corresponds to defin-

ing a node as an observable node—that is, a node that forwarded
the letter and one of whose descendants posted a later version. As
long as the number of children and the decision of whether to
post are independent of each other and identically distributed
across nodes, then the random variables describing how many
observable children each node has also satisfy the assumptions
of the simple Galton–Watson process, albeit with a different
distribution.

We also did not explicitly include a model of the network over
which the diffusion is happening. The reason is that the only thing
that matters for the Galton–Watson process is the number of
observable children that each node has, and our reduced-form
approach focuses on this process rather than on the network.
Although the network structure will certainly influence the off-
spring randomvariable, themechanismsof that can be complicated.
What kinds of network processes underlie p is an interesting ques-
tion whose analysis is the focus of Liben-Nowell and Kleinberg’s
work mentioned earlier. In the Discussion and SI Text, we propose
one micromodel that can generate our Galton–Watson process
with an offspring distribution matching the data.

Results
We applied this fitting procedure to an example from the
SI Appendix of ref. 6. Specifically, we used the National Public
Radio (NPR) petition, whose observed portion had three compo-
nents and used the function f for the component with 2,442
observed nodes. Of course, the real NPR dissemination tree pre-
sumably had only one component and the pieces in the recon-
struction arose from an inability to reconstruct the tree all the
way to its origin. We simply take one of the subtrees as a single
instance of the diffusion process.

The distribution p̂ that was estimated is reported in Table 1. Its
expectation is 2;441#2;442 $ 0.9996. Indeed, it is immediate to
verify on the basis of the formulas above that the estimated dis-
tribution p̂ will have expectation !n ! 1"#n in any tree of n nodes.
The implications of this rather simple fact deserve some com-
ment. It entails that maximum-likelihood estimation of the kind
we perform above, on the basis of a finite tree, will always infer
the process to be subcritical. The extent of subcriticality (the gap
between the expected number of children and 1) will depend on
the size of the observed tree. On the other hand, a confidence
interval for the expected number of children per node would
include values exceeding unity. In any case, this feature of the
estimator—always estimating !n ! 1"#n as the expected number
of children—is an artifact of using a very simple time-homoge-
neous branching process. Including realistic features that limit
the spread of a chain letter once it reaches a large size would,
we conjecture, lead to a different maximum-likelihood estimator
of this quantity, which could exceed unity even for finite trees.

After estimating the distribution, we simulated the branching
process with this distribution and analyzed only realizations
whose sizes were between those of the largest and smallest
observed components in the NPR data—between 2,442 and
3,250 nodes. We generated 10,000 of these realizations. The most
relevant histograms from the analysis are shown in Fig. 1. The
statistics we compute for each tree are the median node depth
(distance from the origin) as well as the width (maximum number
of nodes at the same depth).

Table 1. The distribution of the number of children per node,
estimated from the data
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2 0.0217
3 0.0012
"4 0
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and those runs in which the tree fails to reach this size are omitted.
Omitting simulated trees that fail to grow large enough is consistent
with our goal of studying properties of information diffusion
conditional on reaching a large population; in real life, most
circulated e-mail messages never spread widely, but we are inter-
ested in the structure of those that do.

Our models all incorporate the following two principles: Many
recipients may choose not to forward the letter at all, and only a few
recipients will choose to post the letter publicly. Thus, we introduce
a discard-rate parameter !, specifying the probability that a given
recipient discards the message and takes no further action on it, and
a post-rate parameter ", specifying the probability that each
recipient publicly posts his or her copy of the letter. In keeping with
findings from earlier experiments based on e-mail forwarding (27),
we set the discard-rate to the default value 0.65, although we find
that reasonable variations do not qualitatively change the findings.
The post-rate is a parameter that we will more explicitly vary. Public
posting is the only means by which portions of the tree become
observable: When a recipient posts the letter, his or her full path
from the root becomes visible, and hence in general a node on the
tree is observable at the end of the process if and only if one of its
descendants posted a copy of the letter. We will be studying the
structure of the observable portions of the trees produced by our
models, as we do with real chain letters.

We first consider a model based on a direct application of these
probabilistic ingredients. We choose a random root node and
construct a tree in unit time steps. In each step, each new recipient
of the letter discards it independently with probability ! and
otherwise forwards it to all neighbors (posting with probability ").
Any neighbor w that has not received the letter previously becomes
a new recipient in the next time step; if w receives the letter from
multiple senders, it chooses one of these senders arbitrarily as its
parent in the tree. Finally, once the process terminates, we look at
the observable portion of the tree, consisting of the union of all
paths from the root to the nodes that posted their copy of the letter.

Although such a model is very natural, it produces trees that
compare poorly to the real chain-letter data. Simulating this model
on the LJ network, the observable portion of the tree has a median
depth 5.0, width 9,625, and single-child fraction 19.04% (averaged
over 10 independent runs) with " ! 0.10, and very similar prop-
erties for other small values of ". This wide divergence from the real
data cannot be remedied simply by having recipients send to a
smaller set of neighbors; if each recipient who forwards does so to
a random subset of 4 or 5 of his or her neighbors, then the width
remains in the thousands, the median depth remains "50, and the
single-child fraction remains"70%. The central problem is that this
style of random epidemic process seems unable to produce trees
whose observable portions are very large, yet with a number of
children per node so highly concentrated around 1.

Fig. 3. Close-up of a portion of the tree in Fig. 2.
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the regimes of the Galton–Watson process seems to fit when we
look at the unconditional distribution—is overcome by condition-
ing our subcritical process on the rare event of growing large, as
Liben-Nowell and Kleinberg also do in their model. The main
difference between their approach and ours is that we do not
explicitly model the network or detailed mechanics of the distri-
bution process. We focus only on the random variable describing
how many children each node has and on the selection bias.
Those two ingredients alone suffice to produce a conditional
distribution concentrated on trees with the right shapes.

Whereas the specifics of the model and analysis that follow are
particular to the Galton–Watson process, the broader point is
worth emphasizing. Large-scale network phenomena that we ob-
serve may not be typical instances of the processes that generated
them but instead exceptional realizations. Although implications
of selection bias are well understood in some settings, they have
not traditionally played a significant role at the dataset level in
social network analysis. Our study of the chain letters provides
a particularly stark example of how this perspective can, in a
simple model, explain a great deal about the observations. This
points to the need for a richer theoretical understanding of how
selection modifies the structure of important classical processes.

Model
We begin by stating our formal model of chain letter propagation
and discussing the fitting of its key parameters. Let X be a
Galton–Watson random tree generated by the branching process
starting at one root where the probability of any node having k
children is p!k" and the distribution is identical across nodes. This
distribution is the fundamental parameter in the model. It is a
simple matter to fit it by using maximum-likelihood estimation
given an observed tree. The key fact is that, because the number
of children is conditionally independent and identically distribu-
ted across nodes (given the past), this fitting goes through even
when there is a size selection bias in the trees that are observed.

Let L!p; x" be the probability of observing a specific tree x
under the model—that is, the probability that X # x. For any
rooted tree x, let f !k; x" refer to the total number of nodes in
x with k children. It follows directly that L!p; x" #

Q
kp!k"f !k;x",

and so the log-likelihood function is

!!p; x" # f !0; x" log
!
1 !

!

k>0

p!k"
"
$
!

k>0

f !k; x" log p!k":

Maximizing the log-likelihood with respect to p and denoting the
maximizer p̂, we see that if f !k; x" # 0, then p̂!k" # 0; otherwise,
setting the derivative with respect to p!k" to be equal to 0 implies
that, for every k,

f !k; x"
f !0; x"

# p̂!k"
p̂!0"

[noting that f !0; x" > 0 for any finite tree]. Therefore, for every
k " 1,

p̂!k" # f !k; x"#
!

k

f !k; x":

In other words, the estimated probability of having k children is
just the fraction of nodes with k children in the data. It is straight-
forward to verify that p̂!k" yields a global maximum of the like-
lihood function. The same procedure can be carried out on many
trees at once.

It is worth noting that we did not explicitly model the observa-
tion process here—as Liben-Nowell and Kleinberg did—in which
some but not all nodes post the chain letter on the Internet where
it can then be found and its propagation traced back to the root. It
turns out that this aspect of the process can be omitted without
loss of generality. Formally, our approach corresponds to defin-

ing a node as an observable node—that is, a node that forwarded
the letter and one of whose descendants posted a later version. As
long as the number of children and the decision of whether to
post are independent of each other and identically distributed
across nodes, then the random variables describing how many
observable children each node has also satisfy the assumptions
of the simple Galton–Watson process, albeit with a different
distribution.

We also did not explicitly include a model of the network over
which the diffusion is happening. The reason is that the only thing
that matters for the Galton–Watson process is the number of
observable children that each node has, and our reduced-form
approach focuses on this process rather than on the network.
Although the network structure will certainly influence the off-
spring randomvariable, themechanismsof that can be complicated.
What kinds of network processes underlie p is an interesting ques-
tion whose analysis is the focus of Liben-Nowell and Kleinberg’s
work mentioned earlier. In the Discussion and SI Text, we propose
one micromodel that can generate our Galton–Watson process
with an offspring distribution matching the data.

Results
We applied this fitting procedure to an example from the
SI Appendix of ref. 6. Specifically, we used the National Public
Radio (NPR) petition, whose observed portion had three compo-
nents and used the function f for the component with 2,442
observed nodes. Of course, the real NPR dissemination tree pre-
sumably had only one component and the pieces in the recon-
struction arose from an inability to reconstruct the tree all the
way to its origin. We simply take one of the subtrees as a single
instance of the diffusion process.

The distribution p̂ that was estimated is reported in Table 1. Its
expectation is 2;441#2;442 $ 0.9996. Indeed, it is immediate to
verify on the basis of the formulas above that the estimated dis-
tribution p̂ will have expectation !n ! 1"#n in any tree of n nodes.
The implications of this rather simple fact deserve some com-
ment. It entails that maximum-likelihood estimation of the kind
we perform above, on the basis of a finite tree, will always infer
the process to be subcritical. The extent of subcriticality (the gap
between the expected number of children and 1) will depend on
the size of the observed tree. On the other hand, a confidence
interval for the expected number of children per node would
include values exceeding unity. In any case, this feature of the
estimator—always estimating !n ! 1"#n as the expected number
of children—is an artifact of using a very simple time-homoge-
neous branching process. Including realistic features that limit
the spread of a chain letter once it reaches a large size would,
we conjecture, lead to a different maximum-likelihood estimator
of this quantity, which could exceed unity even for finite trees.

After estimating the distribution, we simulated the branching
process with this distribution and analyzed only realizations
whose sizes were between those of the largest and smallest
observed components in the NPR data—between 2,442 and
3,250 nodes. We generated 10,000 of these realizations. The most
relevant histograms from the analysis are shown in Fig. 1. The
statistics we compute for each tree are the median node depth
(distance from the origin) as well as the width (maximum number
of nodes at the same depth).

Table 1. The distribution of the number of children per node,
estimated from the data

k p̂!k"

0 0.0246
1 0.9525
2 0.0217
3 0.0012
"4 0
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the regimes of the Galton–Watson process seems to fit when we
look at the unconditional distribution—is overcome by condition-
ing our subcritical process on the rare event of growing large, as
Liben-Nowell and Kleinberg also do in their model. The main
difference between their approach and ours is that we do not
explicitly model the network or detailed mechanics of the distri-
bution process. We focus only on the random variable describing
how many children each node has and on the selection bias.
Those two ingredients alone suffice to produce a conditional
distribution concentrated on trees with the right shapes.

Whereas the specifics of the model and analysis that follow are
particular to the Galton–Watson process, the broader point is
worth emphasizing. Large-scale network phenomena that we ob-
serve may not be typical instances of the processes that generated
them but instead exceptional realizations. Although implications
of selection bias are well understood in some settings, they have
not traditionally played a significant role at the dataset level in
social network analysis. Our study of the chain letters provides
a particularly stark example of how this perspective can, in a
simple model, explain a great deal about the observations. This
points to the need for a richer theoretical understanding of how
selection modifies the structure of important classical processes.

Model
We begin by stating our formal model of chain letter propagation
and discussing the fitting of its key parameters. Let X be a
Galton–Watson random tree generated by the branching process
starting at one root where the probability of any node having k
children is p!k" and the distribution is identical across nodes. This
distribution is the fundamental parameter in the model. It is a
simple matter to fit it by using maximum-likelihood estimation
given an observed tree. The key fact is that, because the number
of children is conditionally independent and identically distribu-
ted across nodes (given the past), this fitting goes through even
when there is a size selection bias in the trees that are observed.

Let L!p; x" be the probability of observing a specific tree x
under the model—that is, the probability that X # x. For any
rooted tree x, let f !k; x" refer to the total number of nodes in
x with k children. It follows directly that L!p; x" #

Q
kp!k"f !k;x",

and so the log-likelihood function is

!!p; x" # f !0; x" log
!
1 !

!

k>0

p!k"
"
$
!

k>0

f !k; x" log p!k":

Maximizing the log-likelihood with respect to p and denoting the
maximizer p̂, we see that if f !k; x" # 0, then p̂!k" # 0; otherwise,
setting the derivative with respect to p!k" to be equal to 0 implies
that, for every k,

f !k; x"
f !0; x"

# p̂!k"
p̂!0"

[noting that f !0; x" > 0 for any finite tree]. Therefore, for every
k " 1,

p̂!k" # f !k; x"#
!

k

f !k; x":

In other words, the estimated probability of having k children is
just the fraction of nodes with k children in the data. It is straight-
forward to verify that p̂!k" yields a global maximum of the like-
lihood function. The same procedure can be carried out on many
trees at once.

It is worth noting that we did not explicitly model the observa-
tion process here—as Liben-Nowell and Kleinberg did—in which
some but not all nodes post the chain letter on the Internet where
it can then be found and its propagation traced back to the root. It
turns out that this aspect of the process can be omitted without
loss of generality. Formally, our approach corresponds to defin-

ing a node as an observable node—that is, a node that forwarded
the letter and one of whose descendants posted a later version. As
long as the number of children and the decision of whether to
post are independent of each other and identically distributed
across nodes, then the random variables describing how many
observable children each node has also satisfy the assumptions
of the simple Galton–Watson process, albeit with a different
distribution.

We also did not explicitly include a model of the network over
which the diffusion is happening. The reason is that the only thing
that matters for the Galton–Watson process is the number of
observable children that each node has, and our reduced-form
approach focuses on this process rather than on the network.
Although the network structure will certainly influence the off-
spring randomvariable, themechanismsof that can be complicated.
What kinds of network processes underlie p is an interesting ques-
tion whose analysis is the focus of Liben-Nowell and Kleinberg’s
work mentioned earlier. In the Discussion and SI Text, we propose
one micromodel that can generate our Galton–Watson process
with an offspring distribution matching the data.

Results
We applied this fitting procedure to an example from the
SI Appendix of ref. 6. Specifically, we used the National Public
Radio (NPR) petition, whose observed portion had three compo-
nents and used the function f for the component with 2,442
observed nodes. Of course, the real NPR dissemination tree pre-
sumably had only one component and the pieces in the recon-
struction arose from an inability to reconstruct the tree all the
way to its origin. We simply take one of the subtrees as a single
instance of the diffusion process.

The distribution p̂ that was estimated is reported in Table 1. Its
expectation is 2;441#2;442 $ 0.9996. Indeed, it is immediate to
verify on the basis of the formulas above that the estimated dis-
tribution p̂ will have expectation !n ! 1"#n in any tree of n nodes.
The implications of this rather simple fact deserve some com-
ment. It entails that maximum-likelihood estimation of the kind
we perform above, on the basis of a finite tree, will always infer
the process to be subcritical. The extent of subcriticality (the gap
between the expected number of children and 1) will depend on
the size of the observed tree. On the other hand, a confidence
interval for the expected number of children per node would
include values exceeding unity. In any case, this feature of the
estimator—always estimating !n ! 1"#n as the expected number
of children—is an artifact of using a very simple time-homoge-
neous branching process. Including realistic features that limit
the spread of a chain letter once it reaches a large size would,
we conjecture, lead to a different maximum-likelihood estimator
of this quantity, which could exceed unity even for finite trees.

After estimating the distribution, we simulated the branching
process with this distribution and analyzed only realizations
whose sizes were between those of the largest and smallest
observed components in the NPR data—between 2,442 and
3,250 nodes. We generated 10,000 of these realizations. The most
relevant histograms from the analysis are shown in Fig. 1. The
statistics we compute for each tree are the median node depth
(distance from the origin) as well as the width (maximum number
of nodes at the same depth).

Table 1. The distribution of the number of children per node,
estimated from the data

k p̂!k"

0 0.0246
1 0.9525
2 0.0217
3 0.0012
"4 0
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a number of children from 

a given distribution

Is there a model that could fit the structures 
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and those runs in which the tree fails to reach this size are omitted.
Omitting simulated trees that fail to grow large enough is consistent
with our goal of studying properties of information diffusion
conditional on reaching a large population; in real life, most
circulated e-mail messages never spread widely, but we are inter-
ested in the structure of those that do.

Our models all incorporate the following two principles: Many
recipients may choose not to forward the letter at all, and only a few
recipients will choose to post the letter publicly. Thus, we introduce
a discard-rate parameter !, specifying the probability that a given
recipient discards the message and takes no further action on it, and
a post-rate parameter ", specifying the probability that each
recipient publicly posts his or her copy of the letter. In keeping with
findings from earlier experiments based on e-mail forwarding (27),
we set the discard-rate to the default value 0.65, although we find
that reasonable variations do not qualitatively change the findings.
The post-rate is a parameter that we will more explicitly vary. Public
posting is the only means by which portions of the tree become
observable: When a recipient posts the letter, his or her full path
from the root becomes visible, and hence in general a node on the
tree is observable at the end of the process if and only if one of its
descendants posted a copy of the letter. We will be studying the
structure of the observable portions of the trees produced by our
models, as we do with real chain letters.

We first consider a model based on a direct application of these
probabilistic ingredients. We choose a random root node and
construct a tree in unit time steps. In each step, each new recipient
of the letter discards it independently with probability ! and
otherwise forwards it to all neighbors (posting with probability ").
Any neighbor w that has not received the letter previously becomes
a new recipient in the next time step; if w receives the letter from
multiple senders, it chooses one of these senders arbitrarily as its
parent in the tree. Finally, once the process terminates, we look at
the observable portion of the tree, consisting of the union of all
paths from the root to the nodes that posted their copy of the letter.

Although such a model is very natural, it produces trees that
compare poorly to the real chain-letter data. Simulating this model
on the LJ network, the observable portion of the tree has a median
depth 5.0, width 9,625, and single-child fraction 19.04% (averaged
over 10 independent runs) with " ! 0.10, and very similar prop-
erties for other small values of ". This wide divergence from the real
data cannot be remedied simply by having recipients send to a
smaller set of neighbors; if each recipient who forwards does so to
a random subset of 4 or 5 of his or her neighbors, then the width
remains in the thousands, the median depth remains "50, and the
single-child fraction remains"70%. The central problem is that this
style of random epidemic process seems unable to produce trees
whose observable portions are very large, yet with a number of
children per node so highly concentrated around 1.

Fig. 3. Close-up of a portion of the tree in Fig. 2.

4636 ! www.pnas.org"cgi"doi"10.1073"pnas.0708471105 Liben-Nowell and Kleinberg

Aug 5, 09:30:12 "data request"

Aug 5, 09:53:00 "Fw: data request"

Aug 6, 14:21:53 "Fw: Fw: data request"

P (κ | d)

Galton-Watson Branching Process

the regimes of the Galton–Watson process seems to fit when we
look at the unconditional distribution—is overcome by condition-
ing our subcritical process on the rare event of growing large, as
Liben-Nowell and Kleinberg also do in their model. The main
difference between their approach and ours is that we do not
explicitly model the network or detailed mechanics of the distri-
bution process. We focus only on the random variable describing
how many children each node has and on the selection bias.
Those two ingredients alone suffice to produce a conditional
distribution concentrated on trees with the right shapes.

Whereas the specifics of the model and analysis that follow are
particular to the Galton–Watson process, the broader point is
worth emphasizing. Large-scale network phenomena that we ob-
serve may not be typical instances of the processes that generated
them but instead exceptional realizations. Although implications
of selection bias are well understood in some settings, they have
not traditionally played a significant role at the dataset level in
social network analysis. Our study of the chain letters provides
a particularly stark example of how this perspective can, in a
simple model, explain a great deal about the observations. This
points to the need for a richer theoretical understanding of how
selection modifies the structure of important classical processes.

Model
We begin by stating our formal model of chain letter propagation
and discussing the fitting of its key parameters. Let X be a
Galton–Watson random tree generated by the branching process
starting at one root where the probability of any node having k
children is p!k" and the distribution is identical across nodes. This
distribution is the fundamental parameter in the model. It is a
simple matter to fit it by using maximum-likelihood estimation
given an observed tree. The key fact is that, because the number
of children is conditionally independent and identically distribu-
ted across nodes (given the past), this fitting goes through even
when there is a size selection bias in the trees that are observed.

Let L!p; x" be the probability of observing a specific tree x
under the model—that is, the probability that X # x. For any
rooted tree x, let f !k; x" refer to the total number of nodes in
x with k children. It follows directly that L!p; x" #

Q
kp!k"f !k;x",

and so the log-likelihood function is

!!p; x" # f !0; x" log
!
1 !

!

k>0

p!k"
"
$
!

k>0

f !k; x" log p!k":

Maximizing the log-likelihood with respect to p and denoting the
maximizer p̂, we see that if f !k; x" # 0, then p̂!k" # 0; otherwise,
setting the derivative with respect to p!k" to be equal to 0 implies
that, for every k,

f !k; x"
f !0; x"

# p̂!k"
p̂!0"

[noting that f !0; x" > 0 for any finite tree]. Therefore, for every
k " 1,

p̂!k" # f !k; x"#
!

k

f !k; x":

In other words, the estimated probability of having k children is
just the fraction of nodes with k children in the data. It is straight-
forward to verify that p̂!k" yields a global maximum of the like-
lihood function. The same procedure can be carried out on many
trees at once.

It is worth noting that we did not explicitly model the observa-
tion process here—as Liben-Nowell and Kleinberg did—in which
some but not all nodes post the chain letter on the Internet where
it can then be found and its propagation traced back to the root. It
turns out that this aspect of the process can be omitted without
loss of generality. Formally, our approach corresponds to defin-

ing a node as an observable node—that is, a node that forwarded
the letter and one of whose descendants posted a later version. As
long as the number of children and the decision of whether to
post are independent of each other and identically distributed
across nodes, then the random variables describing how many
observable children each node has also satisfy the assumptions
of the simple Galton–Watson process, albeit with a different
distribution.

We also did not explicitly include a model of the network over
which the diffusion is happening. The reason is that the only thing
that matters for the Galton–Watson process is the number of
observable children that each node has, and our reduced-form
approach focuses on this process rather than on the network.
Although the network structure will certainly influence the off-
spring randomvariable, themechanismsof that can be complicated.
What kinds of network processes underlie p is an interesting ques-
tion whose analysis is the focus of Liben-Nowell and Kleinberg’s
work mentioned earlier. In the Discussion and SI Text, we propose
one micromodel that can generate our Galton–Watson process
with an offspring distribution matching the data.

Results
We applied this fitting procedure to an example from the
SI Appendix of ref. 6. Specifically, we used the National Public
Radio (NPR) petition, whose observed portion had three compo-
nents and used the function f for the component with 2,442
observed nodes. Of course, the real NPR dissemination tree pre-
sumably had only one component and the pieces in the recon-
struction arose from an inability to reconstruct the tree all the
way to its origin. We simply take one of the subtrees as a single
instance of the diffusion process.

The distribution p̂ that was estimated is reported in Table 1. Its
expectation is 2;441#2;442 $ 0.9996. Indeed, it is immediate to
verify on the basis of the formulas above that the estimated dis-
tribution p̂ will have expectation !n ! 1"#n in any tree of n nodes.
The implications of this rather simple fact deserve some com-
ment. It entails that maximum-likelihood estimation of the kind
we perform above, on the basis of a finite tree, will always infer
the process to be subcritical. The extent of subcriticality (the gap
between the expected number of children and 1) will depend on
the size of the observed tree. On the other hand, a confidence
interval for the expected number of children per node would
include values exceeding unity. In any case, this feature of the
estimator—always estimating !n ! 1"#n as the expected number
of children—is an artifact of using a very simple time-homoge-
neous branching process. Including realistic features that limit
the spread of a chain letter once it reaches a large size would,
we conjecture, lead to a different maximum-likelihood estimator
of this quantity, which could exceed unity even for finite trees.

After estimating the distribution, we simulated the branching
process with this distribution and analyzed only realizations
whose sizes were between those of the largest and smallest
observed components in the NPR data—between 2,442 and
3,250 nodes. We generated 10,000 of these realizations. The most
relevant histograms from the analysis are shown in Fig. 1. The
statistics we compute for each tree are the median node depth
(distance from the origin) as well as the width (maximum number
of nodes at the same depth).

Table 1. The distribution of the number of children per node,
estimated from the data

k p̂!k"

0 0.0246
1 0.9525
2 0.0217
3 0.0012
"4 0
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the regimes of the Galton–Watson process seems to fit when we
look at the unconditional distribution—is overcome by condition-
ing our subcritical process on the rare event of growing large, as
Liben-Nowell and Kleinberg also do in their model. The main
difference between their approach and ours is that we do not
explicitly model the network or detailed mechanics of the distri-
bution process. We focus only on the random variable describing
how many children each node has and on the selection bias.
Those two ingredients alone suffice to produce a conditional
distribution concentrated on trees with the right shapes.

Whereas the specifics of the model and analysis that follow are
particular to the Galton–Watson process, the broader point is
worth emphasizing. Large-scale network phenomena that we ob-
serve may not be typical instances of the processes that generated
them but instead exceptional realizations. Although implications
of selection bias are well understood in some settings, they have
not traditionally played a significant role at the dataset level in
social network analysis. Our study of the chain letters provides
a particularly stark example of how this perspective can, in a
simple model, explain a great deal about the observations. This
points to the need for a richer theoretical understanding of how
selection modifies the structure of important classical processes.

Model
We begin by stating our formal model of chain letter propagation
and discussing the fitting of its key parameters. Let X be a
Galton–Watson random tree generated by the branching process
starting at one root where the probability of any node having k
children is p!k" and the distribution is identical across nodes. This
distribution is the fundamental parameter in the model. It is a
simple matter to fit it by using maximum-likelihood estimation
given an observed tree. The key fact is that, because the number
of children is conditionally independent and identically distribu-
ted across nodes (given the past), this fitting goes through even
when there is a size selection bias in the trees that are observed.

Let L!p; x" be the probability of observing a specific tree x
under the model—that is, the probability that X # x. For any
rooted tree x, let f !k; x" refer to the total number of nodes in
x with k children. It follows directly that L!p; x" #

Q
kp!k"f !k;x",

and so the log-likelihood function is

!!p; x" # f !0; x" log
!
1 !

!

k>0

p!k"
"
$
!

k>0

f !k; x" log p!k":

Maximizing the log-likelihood with respect to p and denoting the
maximizer p̂, we see that if f !k; x" # 0, then p̂!k" # 0; otherwise,
setting the derivative with respect to p!k" to be equal to 0 implies
that, for every k,

f !k; x"
f !0; x"

# p̂!k"
p̂!0"

[noting that f !0; x" > 0 for any finite tree]. Therefore, for every
k " 1,

p̂!k" # f !k; x"#
!

k

f !k; x":

In other words, the estimated probability of having k children is
just the fraction of nodes with k children in the data. It is straight-
forward to verify that p̂!k" yields a global maximum of the like-
lihood function. The same procedure can be carried out on many
trees at once.

It is worth noting that we did not explicitly model the observa-
tion process here—as Liben-Nowell and Kleinberg did—in which
some but not all nodes post the chain letter on the Internet where
it can then be found and its propagation traced back to the root. It
turns out that this aspect of the process can be omitted without
loss of generality. Formally, our approach corresponds to defin-

ing a node as an observable node—that is, a node that forwarded
the letter and one of whose descendants posted a later version. As
long as the number of children and the decision of whether to
post are independent of each other and identically distributed
across nodes, then the random variables describing how many
observable children each node has also satisfy the assumptions
of the simple Galton–Watson process, albeit with a different
distribution.

We also did not explicitly include a model of the network over
which the diffusion is happening. The reason is that the only thing
that matters for the Galton–Watson process is the number of
observable children that each node has, and our reduced-form
approach focuses on this process rather than on the network.
Although the network structure will certainly influence the off-
spring randomvariable, themechanismsof that can be complicated.
What kinds of network processes underlie p is an interesting ques-
tion whose analysis is the focus of Liben-Nowell and Kleinberg’s
work mentioned earlier. In the Discussion and SI Text, we propose
one micromodel that can generate our Galton–Watson process
with an offspring distribution matching the data.

Results
We applied this fitting procedure to an example from the
SI Appendix of ref. 6. Specifically, we used the National Public
Radio (NPR) petition, whose observed portion had three compo-
nents and used the function f for the component with 2,442
observed nodes. Of course, the real NPR dissemination tree pre-
sumably had only one component and the pieces in the recon-
struction arose from an inability to reconstruct the tree all the
way to its origin. We simply take one of the subtrees as a single
instance of the diffusion process.

The distribution p̂ that was estimated is reported in Table 1. Its
expectation is 2;441#2;442 $ 0.9996. Indeed, it is immediate to
verify on the basis of the formulas above that the estimated dis-
tribution p̂ will have expectation !n ! 1"#n in any tree of n nodes.
The implications of this rather simple fact deserve some com-
ment. It entails that maximum-likelihood estimation of the kind
we perform above, on the basis of a finite tree, will always infer
the process to be subcritical. The extent of subcriticality (the gap
between the expected number of children and 1) will depend on
the size of the observed tree. On the other hand, a confidence
interval for the expected number of children per node would
include values exceeding unity. In any case, this feature of the
estimator—always estimating !n ! 1"#n as the expected number
of children—is an artifact of using a very simple time-homoge-
neous branching process. Including realistic features that limit
the spread of a chain letter once it reaches a large size would,
we conjecture, lead to a different maximum-likelihood estimator
of this quantity, which could exceed unity even for finite trees.

After estimating the distribution, we simulated the branching
process with this distribution and analyzed only realizations
whose sizes were between those of the largest and smallest
observed components in the NPR data—between 2,442 and
3,250 nodes. We generated 10,000 of these realizations. The most
relevant histograms from the analysis are shown in Fig. 1. The
statistics we compute for each tree are the median node depth
(distance from the origin) as well as the width (maximum number
of nodes at the same depth).
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and those runs in which the tree fails to reach this size are omitted.
Omitting simulated trees that fail to grow large enough is consistent
with our goal of studying properties of information diffusion
conditional on reaching a large population; in real life, most
circulated e-mail messages never spread widely, but we are inter-
ested in the structure of those that do.

Our models all incorporate the following two principles: Many
recipients may choose not to forward the letter at all, and only a few
recipients will choose to post the letter publicly. Thus, we introduce
a discard-rate parameter !, specifying the probability that a given
recipient discards the message and takes no further action on it, and
a post-rate parameter ", specifying the probability that each
recipient publicly posts his or her copy of the letter. In keeping with
findings from earlier experiments based on e-mail forwarding (27),
we set the discard-rate to the default value 0.65, although we find
that reasonable variations do not qualitatively change the findings.
The post-rate is a parameter that we will more explicitly vary. Public
posting is the only means by which portions of the tree become
observable: When a recipient posts the letter, his or her full path
from the root becomes visible, and hence in general a node on the
tree is observable at the end of the process if and only if one of its
descendants posted a copy of the letter. We will be studying the
structure of the observable portions of the trees produced by our
models, as we do with real chain letters.

We first consider a model based on a direct application of these
probabilistic ingredients. We choose a random root node and
construct a tree in unit time steps. In each step, each new recipient
of the letter discards it independently with probability ! and
otherwise forwards it to all neighbors (posting with probability ").
Any neighbor w that has not received the letter previously becomes
a new recipient in the next time step; if w receives the letter from
multiple senders, it chooses one of these senders arbitrarily as its
parent in the tree. Finally, once the process terminates, we look at
the observable portion of the tree, consisting of the union of all
paths from the root to the nodes that posted their copy of the letter.

Although such a model is very natural, it produces trees that
compare poorly to the real chain-letter data. Simulating this model
on the LJ network, the observable portion of the tree has a median
depth 5.0, width 9,625, and single-child fraction 19.04% (averaged
over 10 independent runs) with " ! 0.10, and very similar prop-
erties for other small values of ". This wide divergence from the real
data cannot be remedied simply by having recipients send to a
smaller set of neighbors; if each recipient who forwards does so to
a random subset of 4 or 5 of his or her neighbors, then the width
remains in the thousands, the median depth remains "50, and the
single-child fraction remains"70%. The central problem is that this
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children per node so highly concentrated around 1.

Fig. 3. Close-up of a portion of the tree in Fig. 2.
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Galton-Watson Branching Process

the regimes of the Galton–Watson process seems to fit when we
look at the unconditional distribution—is overcome by condition-
ing our subcritical process on the rare event of growing large, as
Liben-Nowell and Kleinberg also do in their model. The main
difference between their approach and ours is that we do not
explicitly model the network or detailed mechanics of the distri-
bution process. We focus only on the random variable describing
how many children each node has and on the selection bias.
Those two ingredients alone suffice to produce a conditional
distribution concentrated on trees with the right shapes.

Whereas the specifics of the model and analysis that follow are
particular to the Galton–Watson process, the broader point is
worth emphasizing. Large-scale network phenomena that we ob-
serve may not be typical instances of the processes that generated
them but instead exceptional realizations. Although implications
of selection bias are well understood in some settings, they have
not traditionally played a significant role at the dataset level in
social network analysis. Our study of the chain letters provides
a particularly stark example of how this perspective can, in a
simple model, explain a great deal about the observations. This
points to the need for a richer theoretical understanding of how
selection modifies the structure of important classical processes.

Model
We begin by stating our formal model of chain letter propagation
and discussing the fitting of its key parameters. Let X be a
Galton–Watson random tree generated by the branching process
starting at one root where the probability of any node having k
children is p!k" and the distribution is identical across nodes. This
distribution is the fundamental parameter in the model. It is a
simple matter to fit it by using maximum-likelihood estimation
given an observed tree. The key fact is that, because the number
of children is conditionally independent and identically distribu-
ted across nodes (given the past), this fitting goes through even
when there is a size selection bias in the trees that are observed.

Let L!p; x" be the probability of observing a specific tree x
under the model—that is, the probability that X # x. For any
rooted tree x, let f !k; x" refer to the total number of nodes in
x with k children. It follows directly that L!p; x" #

Q
kp!k"f !k;x",

and so the log-likelihood function is

!!p; x" # f !0; x" log
!
1 !

!

k>0

p!k"
"
$
!

k>0

f !k; x" log p!k":

Maximizing the log-likelihood with respect to p and denoting the
maximizer p̂, we see that if f !k; x" # 0, then p̂!k" # 0; otherwise,
setting the derivative with respect to p!k" to be equal to 0 implies
that, for every k,

f !k; x"
f !0; x"

# p̂!k"
p̂!0"

[noting that f !0; x" > 0 for any finite tree]. Therefore, for every
k " 1,

p̂!k" # f !k; x"#
!

k

f !k; x":

In other words, the estimated probability of having k children is
just the fraction of nodes with k children in the data. It is straight-
forward to verify that p̂!k" yields a global maximum of the like-
lihood function. The same procedure can be carried out on many
trees at once.

It is worth noting that we did not explicitly model the observa-
tion process here—as Liben-Nowell and Kleinberg did—in which
some but not all nodes post the chain letter on the Internet where
it can then be found and its propagation traced back to the root. It
turns out that this aspect of the process can be omitted without
loss of generality. Formally, our approach corresponds to defin-

ing a node as an observable node—that is, a node that forwarded
the letter and one of whose descendants posted a later version. As
long as the number of children and the decision of whether to
post are independent of each other and identically distributed
across nodes, then the random variables describing how many
observable children each node has also satisfy the assumptions
of the simple Galton–Watson process, albeit with a different
distribution.

We also did not explicitly include a model of the network over
which the diffusion is happening. The reason is that the only thing
that matters for the Galton–Watson process is the number of
observable children that each node has, and our reduced-form
approach focuses on this process rather than on the network.
Although the network structure will certainly influence the off-
spring randomvariable, themechanismsof that can be complicated.
What kinds of network processes underlie p is an interesting ques-
tion whose analysis is the focus of Liben-Nowell and Kleinberg’s
work mentioned earlier. In the Discussion and SI Text, we propose
one micromodel that can generate our Galton–Watson process
with an offspring distribution matching the data.

Results
We applied this fitting procedure to an example from the
SI Appendix of ref. 6. Specifically, we used the National Public
Radio (NPR) petition, whose observed portion had three compo-
nents and used the function f for the component with 2,442
observed nodes. Of course, the real NPR dissemination tree pre-
sumably had only one component and the pieces in the recon-
struction arose from an inability to reconstruct the tree all the
way to its origin. We simply take one of the subtrees as a single
instance of the diffusion process.

The distribution p̂ that was estimated is reported in Table 1. Its
expectation is 2;441#2;442 $ 0.9996. Indeed, it is immediate to
verify on the basis of the formulas above that the estimated dis-
tribution p̂ will have expectation !n ! 1"#n in any tree of n nodes.
The implications of this rather simple fact deserve some com-
ment. It entails that maximum-likelihood estimation of the kind
we perform above, on the basis of a finite tree, will always infer
the process to be subcritical. The extent of subcriticality (the gap
between the expected number of children and 1) will depend on
the size of the observed tree. On the other hand, a confidence
interval for the expected number of children per node would
include values exceeding unity. In any case, this feature of the
estimator—always estimating !n ! 1"#n as the expected number
of children—is an artifact of using a very simple time-homoge-
neous branching process. Including realistic features that limit
the spread of a chain letter once it reaches a large size would,
we conjecture, lead to a different maximum-likelihood estimator
of this quantity, which could exceed unity even for finite trees.

After estimating the distribution, we simulated the branching
process with this distribution and analyzed only realizations
whose sizes were between those of the largest and smallest
observed components in the NPR data—between 2,442 and
3,250 nodes. We generated 10,000 of these realizations. The most
relevant histograms from the analysis are shown in Fig. 1. The
statistics we compute for each tree are the median node depth
(distance from the origin) as well as the width (maximum number
of nodes at the same depth).

Table 1. The distribution of the number of children per node,
estimated from the data

k p̂!k"

0 0.0246
1 0.9525
2 0.0217
3 0.0012
"4 0
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look at the unconditional distribution—is overcome by condition-
ing our subcritical process on the rare event of growing large, as
Liben-Nowell and Kleinberg also do in their model. The main
difference between their approach and ours is that we do not
explicitly model the network or detailed mechanics of the distri-
bution process. We focus only on the random variable describing
how many children each node has and on the selection bias.
Those two ingredients alone suffice to produce a conditional
distribution concentrated on trees with the right shapes.

Whereas the specifics of the model and analysis that follow are
particular to the Galton–Watson process, the broader point is
worth emphasizing. Large-scale network phenomena that we ob-
serve may not be typical instances of the processes that generated
them but instead exceptional realizations. Although implications
of selection bias are well understood in some settings, they have
not traditionally played a significant role at the dataset level in
social network analysis. Our study of the chain letters provides
a particularly stark example of how this perspective can, in a
simple model, explain a great deal about the observations. This
points to the need for a richer theoretical understanding of how
selection modifies the structure of important classical processes.

Model
We begin by stating our formal model of chain letter propagation
and discussing the fitting of its key parameters. Let X be a
Galton–Watson random tree generated by the branching process
starting at one root where the probability of any node having k
children is p!k" and the distribution is identical across nodes. This
distribution is the fundamental parameter in the model. It is a
simple matter to fit it by using maximum-likelihood estimation
given an observed tree. The key fact is that, because the number
of children is conditionally independent and identically distribu-
ted across nodes (given the past), this fitting goes through even
when there is a size selection bias in the trees that are observed.

Let L!p; x" be the probability of observing a specific tree x
under the model—that is, the probability that X # x. For any
rooted tree x, let f !k; x" refer to the total number of nodes in
x with k children. It follows directly that L!p; x" #
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and so the log-likelihood function is
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Maximizing the log-likelihood with respect to p and denoting the
maximizer p̂, we see that if f !k; x" # 0, then p̂!k" # 0; otherwise,
setting the derivative with respect to p!k" to be equal to 0 implies
that, for every k,

f !k; x"
f !0; x"

# p̂!k"
p̂!0"

[noting that f !0; x" > 0 for any finite tree]. Therefore, for every
k " 1,
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In other words, the estimated probability of having k children is
just the fraction of nodes with k children in the data. It is straight-
forward to verify that p̂!k" yields a global maximum of the like-
lihood function. The same procedure can be carried out on many
trees at once.

It is worth noting that we did not explicitly model the observa-
tion process here—as Liben-Nowell and Kleinberg did—in which
some but not all nodes post the chain letter on the Internet where
it can then be found and its propagation traced back to the root. It
turns out that this aspect of the process can be omitted without
loss of generality. Formally, our approach corresponds to defin-

ing a node as an observable node—that is, a node that forwarded
the letter and one of whose descendants posted a later version. As
long as the number of children and the decision of whether to
post are independent of each other and identically distributed
across nodes, then the random variables describing how many
observable children each node has also satisfy the assumptions
of the simple Galton–Watson process, albeit with a different
distribution.

We also did not explicitly include a model of the network over
which the diffusion is happening. The reason is that the only thing
that matters for the Galton–Watson process is the number of
observable children that each node has, and our reduced-form
approach focuses on this process rather than on the network.
Although the network structure will certainly influence the off-
spring randomvariable, themechanismsof that can be complicated.
What kinds of network processes underlie p is an interesting ques-
tion whose analysis is the focus of Liben-Nowell and Kleinberg’s
work mentioned earlier. In the Discussion and SI Text, we propose
one micromodel that can generate our Galton–Watson process
with an offspring distribution matching the data.

Results
We applied this fitting procedure to an example from the
SI Appendix of ref. 6. Specifically, we used the National Public
Radio (NPR) petition, whose observed portion had three compo-
nents and used the function f for the component with 2,442
observed nodes. Of course, the real NPR dissemination tree pre-
sumably had only one component and the pieces in the recon-
struction arose from an inability to reconstruct the tree all the
way to its origin. We simply take one of the subtrees as a single
instance of the diffusion process.

The distribution p̂ that was estimated is reported in Table 1. Its
expectation is 2;441#2;442 $ 0.9996. Indeed, it is immediate to
verify on the basis of the formulas above that the estimated dis-
tribution p̂ will have expectation !n ! 1"#n in any tree of n nodes.
The implications of this rather simple fact deserve some com-
ment. It entails that maximum-likelihood estimation of the kind
we perform above, on the basis of a finite tree, will always infer
the process to be subcritical. The extent of subcriticality (the gap
between the expected number of children and 1) will depend on
the size of the observed tree. On the other hand, a confidence
interval for the expected number of children per node would
include values exceeding unity. In any case, this feature of the
estimator—always estimating !n ! 1"#n as the expected number
of children—is an artifact of using a very simple time-homoge-
neous branching process. Including realistic features that limit
the spread of a chain letter once it reaches a large size would,
we conjecture, lead to a different maximum-likelihood estimator
of this quantity, which could exceed unity even for finite trees.

After estimating the distribution, we simulated the branching
process with this distribution and analyzed only realizations
whose sizes were between those of the largest and smallest
observed components in the NPR data—between 2,442 and
3,250 nodes. We generated 10,000 of these realizations. The most
relevant histograms from the analysis are shown in Fig. 1. The
statistics we compute for each tree are the median node depth
(distance from the origin) as well as the width (maximum number
of nodes at the same depth).
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Figure 13: Distribution of branching factors ! con-
ditioned on the degree of the node k. The branching
factors are independent on the degree connectivity.

underlying social network. As shown in Fig. 4, the degree
distribution, P (k), is also fat tailed [5, 3, 8]. Indeed, in-
dividuals are connected di!erently in the network. While
most people have only a few connections, there are a no-
table number of individuals who have many social neigh-
bors. This raises an important question: to what extent
does the information spreading process depend on the un-
derlying social network? First o!, the branching factor ! for
an individual in the spreading process is upper-bounded by
the total number of connections s/he has. Yet beyond that,
it is important to inspect whether there is a correlation be-
tween k and !. This question has a number of important
implications. In the viral marketing case for example, where
the underlying social network is usually not visible, the cor-
relation between k and ! will tell us whether it is a good
marketing strategy to carefully choose the seed populations
to spread an advertisement. A positive correlation suggests
that it does matter who you choose to start the spreading,
as social hubs would tend to send the information to more
people. Yet if the correlation is not so strong, one could
argue that perhaps it is not so important how one chooses
the seed population. Another example comes from the dif-
ference between the spreading of information and diseases.
Indeed, diseases spread from a seed to many others through
networks, bearing high level similarity to the spreading of
information. The models of epidemics commonly rely on
infection rates, where better connected nodes infect more
neighbors, corresponding to a strong correlation between k
and !. Therefore, understanding to what extent informa-
tion spreading relies on the context of underlying network
would quantitatively assess the di!erence between these two
spreading processes, arguing whether the existing epidemic
models are applicable to the spreading of information.

The correlation between k and ! can be examined by em-
pirically measuring the conditional probability P (! | k). In-
deed, as P (!) =

!
P (! | k)P (k)dk, if ! is largely uncorre-

lated with k, P (! | k) can therefore be factored out of the
integral, giving P (!) = P (! | k), leading to a data collapse
when plotting P (!) in di!erent curves by grouping individ-
uals of similar k. We show in Fig. 13 the conditional prob-
ability P (! | k) for two di!erent stages of spreading (d = 0
vs. d = 1), respectively. Surprisingly, we observe very good
collapse for di!erent k in both figures, which indicates that
there is no direct correlation between k and !. The breadth
of the dissemination of information is independent of the
connectivity k of individuals. This indicates, while to whom
a user forwards the information indeed depends on the un-
derlying social network (as shown in Sec. 4.1), to how many
people (!) one would forward the information does not.
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Figure 14: The distribution of the number of recip-
ients for each email Pn(n) is fat-tailed.
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Figure 15: P (!) for d = 0 and d = 1, model pre-
diction (solid lines) vs. experiment measure (scat-
tered squares and circles). Our model well captures
the stage dependence phenomenon of information
spreading.

The surprising independence of node properties of the in-
formation spreading process leads us to question its depen-
dence on the media properties of email systems. There-
fore, we model the spreading processes by mimicking the
way emails are sent. Indeed, an important feature of email
communication, distinguishing it from other forms of com-
munication, like cell phones, is the ability to send a message
to multiple recipients at the same time.

Therefore, the distribution of the number of recipients for
all the emails being sent should follow some non-trivial form,
other than "(1) in cell phones, i.e., each phone call is made to
one recipient only. Let us denote the distribution for emails
system as Pn(n) for now, where n represents the number of
recipients in each email. While some emails are forwarded,
many more are not. The easiest way to look at email for-
warding is to treat it as an independent decision making
process, where each recipient with probability p forwards
the information, or probability 1!p does nothing. As email
forwarding represents a small fraction of overall email traf-
fic, p should be a small number. When a recipient decides
to forward the email, s/he draws a random number from
the distribution Pn to decide how many people to send the
emails. So the distribution of branching factors should fol-
low the same distribution as Pn, from which the random
numbers were drawn, giving P (!) = Pn(!). However, this
should only hold for the case of d > 0. Indeed, as our study
is focused on the emails that are forwarded, there should
be an extra term for correcting this conditional probability
when d = 0. That is, the original emails with more recipi-
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underlying social network. As shown in Fig. 4, the degree
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dividuals are connected di!erently in the network. While
most people have only a few connections, there are a no-
table number of individuals who have many social neigh-
bors. This raises an important question: to what extent
does the information spreading process depend on the un-
derlying social network? First o!, the branching factor ! for
an individual in the spreading process is upper-bounded by
the total number of connections s/he has. Yet beyond that,
it is important to inspect whether there is a correlation be-
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relation between k and ! will tell us whether it is a good
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to spread an advertisement. A positive correlation suggests
that it does matter who you choose to start the spreading,
as social hubs would tend to send the information to more
people. Yet if the correlation is not so strong, one could
argue that perhaps it is not so important how one chooses
the seed population. Another example comes from the dif-
ference between the spreading of information and diseases.
Indeed, diseases spread from a seed to many others through
networks, bearing high level similarity to the spreading of
information. The models of epidemics commonly rely on
infection rates, where better connected nodes infect more
neighbors, corresponding to a strong correlation between k
and !. Therefore, understanding to what extent informa-
tion spreading relies on the context of underlying network
would quantitatively assess the di!erence between these two
spreading processes, arguing whether the existing epidemic
models are applicable to the spreading of information.
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pirically measuring the conditional probability P (! | k). In-
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lated with k, P (! | k) can therefore be factored out of the
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when plotting P (!) in di!erent curves by grouping individ-
uals of similar k. We show in Fig. 13 the conditional prob-
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vs. d = 1), respectively. Surprisingly, we observe very good
collapse for di!erent k in both figures, which indicates that
there is no direct correlation between k and !. The breadth
of the dissemination of information is independent of the
connectivity k of individuals. This indicates, while to whom
a user forwards the information indeed depends on the un-
derlying social network (as shown in Sec. 4.1), to how many
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The surprising independence of node properties of the in-
formation spreading process leads us to question its depen-
dence on the media properties of email systems. There-
fore, we model the spreading processes by mimicking the
way emails are sent. Indeed, an important feature of email
communication, distinguishing it from other forms of com-
munication, like cell phones, is the ability to send a message
to multiple recipients at the same time.

Therefore, the distribution of the number of recipients for
all the emails being sent should follow some non-trivial form,
other than "(1) in cell phones, i.e., each phone call is made to
one recipient only. Let us denote the distribution for emails
system as Pn(n) for now, where n represents the number of
recipients in each email. While some emails are forwarded,
many more are not. The easiest way to look at email for-
warding is to treat it as an independent decision making
process, where each recipient with probability p forwards
the information, or probability 1!p does nothing. As email
forwarding represents a small fraction of overall email traf-
fic, p should be a small number. When a recipient decides
to forward the email, s/he draws a random number from
the distribution Pn to decide how many people to send the
emails. So the distribution of branching factors should fol-
low the same distribution as Pn, from which the random
numbers were drawn, giving P (!) = Pn(!). However, this
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be an extra term for correcting this conditional probability
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underlying social network. As shown in Fig. 4, the degree
distribution, P (k), is also fat tailed [5, 3, 8]. Indeed, in-
dividuals are connected di!erently in the network. While
most people have only a few connections, there are a no-
table number of individuals who have many social neigh-
bors. This raises an important question: to what extent
does the information spreading process depend on the un-
derlying social network? First o!, the branching factor ! for
an individual in the spreading process is upper-bounded by
the total number of connections s/he has. Yet beyond that,
it is important to inspect whether there is a correlation be-
tween k and !. This question has a number of important
implications. In the viral marketing case for example, where
the underlying social network is usually not visible, the cor-
relation between k and ! will tell us whether it is a good
marketing strategy to carefully choose the seed populations
to spread an advertisement. A positive correlation suggests
that it does matter who you choose to start the spreading,
as social hubs would tend to send the information to more
people. Yet if the correlation is not so strong, one could
argue that perhaps it is not so important how one chooses
the seed population. Another example comes from the dif-
ference between the spreading of information and diseases.
Indeed, diseases spread from a seed to many others through
networks, bearing high level similarity to the spreading of
information. The models of epidemics commonly rely on
infection rates, where better connected nodes infect more
neighbors, corresponding to a strong correlation between k
and !. Therefore, understanding to what extent informa-
tion spreading relies on the context of underlying network
would quantitatively assess the di!erence between these two
spreading processes, arguing whether the existing epidemic
models are applicable to the spreading of information.

The correlation between k and ! can be examined by em-
pirically measuring the conditional probability P (! | k). In-
deed, as P (!) =

!
P (! | k)P (k)dk, if ! is largely uncorre-

lated with k, P (! | k) can therefore be factored out of the
integral, giving P (!) = P (! | k), leading to a data collapse
when plotting P (!) in di!erent curves by grouping individ-
uals of similar k. We show in Fig. 13 the conditional prob-
ability P (! | k) for two di!erent stages of spreading (d = 0
vs. d = 1), respectively. Surprisingly, we observe very good
collapse for di!erent k in both figures, which indicates that
there is no direct correlation between k and !. The breadth
of the dissemination of information is independent of the
connectivity k of individuals. This indicates, while to whom
a user forwards the information indeed depends on the un-
derlying social network (as shown in Sec. 4.1), to how many
people (!) one would forward the information does not.
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Figure 14: The distribution of the number of recip-
ients for each email Pn(n) is fat-tailed.

10
0

10
1

10
2

10
!6

10
!4

10
!2

10
0

!

P
(!

)

 

 

d=0
d=1
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diction (solid lines) vs. experiment measure (scat-
tered squares and circles). Our model well captures
the stage dependence phenomenon of information
spreading.

The surprising independence of node properties of the in-
formation spreading process leads us to question its depen-
dence on the media properties of email systems. There-
fore, we model the spreading processes by mimicking the
way emails are sent. Indeed, an important feature of email
communication, distinguishing it from other forms of com-
munication, like cell phones, is the ability to send a message
to multiple recipients at the same time.

Therefore, the distribution of the number of recipients for
all the emails being sent should follow some non-trivial form,
other than "(1) in cell phones, i.e., each phone call is made to
one recipient only. Let us denote the distribution for emails
system as Pn(n) for now, where n represents the number of
recipients in each email. While some emails are forwarded,
many more are not. The easiest way to look at email for-
warding is to treat it as an independent decision making
process, where each recipient with probability p forwards
the information, or probability 1!p does nothing. As email
forwarding represents a small fraction of overall email traf-
fic, p should be a small number. When a recipient decides
to forward the email, s/he draws a random number from
the distribution Pn to decide how many people to send the
emails. So the distribution of branching factors should fol-
low the same distribution as Pn, from which the random
numbers were drawn, giving P (!) = Pn(!). However, this
should only hold for the case of d > 0. Indeed, as our study
is focused on the emails that are forwarded, there should
be an extra term for correcting this conditional probability
when d = 0. That is, the original emails with more recipi-

Figure 13: Distribution of branching factors ! con-
ditioned on the degree of the node k. The branching
factors are independent on the degree connectivity.

underlying social network. As shown in Fig. 4, the degree
distribution, P (k), is also fat tailed [5, 3, 8]. Indeed, in-
dividuals are connected di!erently in the network. While
most people have only a few connections, there are a no-
table number of individuals who have many social neigh-
bors. This raises an important question: to what extent
does the information spreading process depend on the un-
derlying social network? First o!, the branching factor ! for
an individual in the spreading process is upper-bounded by
the total number of connections s/he has. Yet beyond that,
it is important to inspect whether there is a correlation be-
tween k and !. This question has a number of important
implications. In the viral marketing case for example, where
the underlying social network is usually not visible, the cor-
relation between k and ! will tell us whether it is a good
marketing strategy to carefully choose the seed populations
to spread an advertisement. A positive correlation suggests
that it does matter who you choose to start the spreading,
as social hubs would tend to send the information to more
people. Yet if the correlation is not so strong, one could
argue that perhaps it is not so important how one chooses
the seed population. Another example comes from the dif-
ference between the spreading of information and diseases.
Indeed, diseases spread from a seed to many others through
networks, bearing high level similarity to the spreading of
information. The models of epidemics commonly rely on
infection rates, where better connected nodes infect more
neighbors, corresponding to a strong correlation between k
and !. Therefore, understanding to what extent informa-
tion spreading relies on the context of underlying network
would quantitatively assess the di!erence between these two
spreading processes, arguing whether the existing epidemic
models are applicable to the spreading of information.

The correlation between k and ! can be examined by em-
pirically measuring the conditional probability P (! | k). In-
deed, as P (!) =

!
P (! | k)P (k)dk, if ! is largely uncorre-

lated with k, P (! | k) can therefore be factored out of the
integral, giving P (!) = P (! | k), leading to a data collapse
when plotting P (!) in di!erent curves by grouping individ-
uals of similar k. We show in Fig. 13 the conditional prob-
ability P (! | k) for two di!erent stages of spreading (d = 0
vs. d = 1), respectively. Surprisingly, we observe very good
collapse for di!erent k in both figures, which indicates that
there is no direct correlation between k and !. The breadth
of the dissemination of information is independent of the
connectivity k of individuals. This indicates, while to whom
a user forwards the information indeed depends on the un-
derlying social network (as shown in Sec. 4.1), to how many
people (!) one would forward the information does not.
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diction (solid lines) vs. experiment measure (scat-
tered squares and circles). Our model well captures
the stage dependence phenomenon of information
spreading.

The surprising independence of node properties of the in-
formation spreading process leads us to question its depen-
dence on the media properties of email systems. There-
fore, we model the spreading processes by mimicking the
way emails are sent. Indeed, an important feature of email
communication, distinguishing it from other forms of com-
munication, like cell phones, is the ability to send a message
to multiple recipients at the same time.

Therefore, the distribution of the number of recipients for
all the emails being sent should follow some non-trivial form,
other than "(1) in cell phones, i.e., each phone call is made to
one recipient only. Let us denote the distribution for emails
system as Pn(n) for now, where n represents the number of
recipients in each email. While some emails are forwarded,
many more are not. The easiest way to look at email for-
warding is to treat it as an independent decision making
process, where each recipient with probability p forwards
the information, or probability 1!p does nothing. As email
forwarding represents a small fraction of overall email traf-
fic, p should be a small number. When a recipient decides
to forward the email, s/he draws a random number from
the distribution Pn to decide how many people to send the
emails. So the distribution of branching factors should fol-
low the same distribution as Pn, from which the random
numbers were drawn, giving P (!) = Pn(!). However, this
should only hold for the case of d > 0. Indeed, as our study
is focused on the emails that are forwarded, there should
be an extra term for correcting this conditional probability
when d = 0. That is, the original emails with more recipi-
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ditioned on the degree of the node k. The branching
factors are independent on the degree connectivity.

underlying social network. As shown in Fig. 4, the degree
distribution, P (k), is also fat tailed [5, 3, 8]. Indeed, in-
dividuals are connected di!erently in the network. While
most people have only a few connections, there are a no-
table number of individuals who have many social neigh-
bors. This raises an important question: to what extent
does the information spreading process depend on the un-
derlying social network? First o!, the branching factor ! for
an individual in the spreading process is upper-bounded by
the total number of connections s/he has. Yet beyond that,
it is important to inspect whether there is a correlation be-
tween k and !. This question has a number of important
implications. In the viral marketing case for example, where
the underlying social network is usually not visible, the cor-
relation between k and ! will tell us whether it is a good
marketing strategy to carefully choose the seed populations
to spread an advertisement. A positive correlation suggests
that it does matter who you choose to start the spreading,
as social hubs would tend to send the information to more
people. Yet if the correlation is not so strong, one could
argue that perhaps it is not so important how one chooses
the seed population. Another example comes from the dif-
ference between the spreading of information and diseases.
Indeed, diseases spread from a seed to many others through
networks, bearing high level similarity to the spreading of
information. The models of epidemics commonly rely on
infection rates, where better connected nodes infect more
neighbors, corresponding to a strong correlation between k
and !. Therefore, understanding to what extent informa-
tion spreading relies on the context of underlying network
would quantitatively assess the di!erence between these two
spreading processes, arguing whether the existing epidemic
models are applicable to the spreading of information.

The correlation between k and ! can be examined by em-
pirically measuring the conditional probability P (! | k). In-
deed, as P (!) =

!
P (! | k)P (k)dk, if ! is largely uncorre-

lated with k, P (! | k) can therefore be factored out of the
integral, giving P (!) = P (! | k), leading to a data collapse
when plotting P (!) in di!erent curves by grouping individ-
uals of similar k. We show in Fig. 13 the conditional prob-
ability P (! | k) for two di!erent stages of spreading (d = 0
vs. d = 1), respectively. Surprisingly, we observe very good
collapse for di!erent k in both figures, which indicates that
there is no direct correlation between k and !. The breadth
of the dissemination of information is independent of the
connectivity k of individuals. This indicates, while to whom
a user forwards the information indeed depends on the un-
derlying social network (as shown in Sec. 4.1), to how many
people (!) one would forward the information does not.
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tered squares and circles). Our model well captures
the stage dependence phenomenon of information
spreading.

The surprising independence of node properties of the in-
formation spreading process leads us to question its depen-
dence on the media properties of email systems. There-
fore, we model the spreading processes by mimicking the
way emails are sent. Indeed, an important feature of email
communication, distinguishing it from other forms of com-
munication, like cell phones, is the ability to send a message
to multiple recipients at the same time.

Therefore, the distribution of the number of recipients for
all the emails being sent should follow some non-trivial form,
other than "(1) in cell phones, i.e., each phone call is made to
one recipient only. Let us denote the distribution for emails
system as Pn(n) for now, where n represents the number of
recipients in each email. While some emails are forwarded,
many more are not. The easiest way to look at email for-
warding is to treat it as an independent decision making
process, where each recipient with probability p forwards
the information, or probability 1!p does nothing. As email
forwarding represents a small fraction of overall email traf-
fic, p should be a small number. When a recipient decides
to forward the email, s/he draws a random number from
the distribution Pn to decide how many people to send the
emails. So the distribution of branching factors should fol-
low the same distribution as Pn, from which the random
numbers were drawn, giving P (!) = Pn(!). However, this
should only hold for the case of d > 0. Indeed, as our study
is focused on the emails that are forwarded, there should
be an extra term for correcting this conditional probability
when d = 0. That is, the original emails with more recipi-
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underlying social network. As shown in Fig. 4, the degree
distribution, P (k), is also fat tailed [5, 3, 8]. Indeed, in-
dividuals are connected di!erently in the network. While
most people have only a few connections, there are a no-
table number of individuals who have many social neigh-
bors. This raises an important question: to what extent
does the information spreading process depend on the un-
derlying social network? First o!, the branching factor ! for
an individual in the spreading process is upper-bounded by
the total number of connections s/he has. Yet beyond that,
it is important to inspect whether there is a correlation be-
tween k and !. This question has a number of important
implications. In the viral marketing case for example, where
the underlying social network is usually not visible, the cor-
relation between k and ! will tell us whether it is a good
marketing strategy to carefully choose the seed populations
to spread an advertisement. A positive correlation suggests
that it does matter who you choose to start the spreading,
as social hubs would tend to send the information to more
people. Yet if the correlation is not so strong, one could
argue that perhaps it is not so important how one chooses
the seed population. Another example comes from the dif-
ference between the spreading of information and diseases.
Indeed, diseases spread from a seed to many others through
networks, bearing high level similarity to the spreading of
information. The models of epidemics commonly rely on
infection rates, where better connected nodes infect more
neighbors, corresponding to a strong correlation between k
and !. Therefore, understanding to what extent informa-
tion spreading relies on the context of underlying network
would quantitatively assess the di!erence between these two
spreading processes, arguing whether the existing epidemic
models are applicable to the spreading of information.

The correlation between k and ! can be examined by em-
pirically measuring the conditional probability P (! | k). In-
deed, as P (!) =

!
P (! | k)P (k)dk, if ! is largely uncorre-

lated with k, P (! | k) can therefore be factored out of the
integral, giving P (!) = P (! | k), leading to a data collapse
when plotting P (!) in di!erent curves by grouping individ-
uals of similar k. We show in Fig. 13 the conditional prob-
ability P (! | k) for two di!erent stages of spreading (d = 0
vs. d = 1), respectively. Surprisingly, we observe very good
collapse for di!erent k in both figures, which indicates that
there is no direct correlation between k and !. The breadth
of the dissemination of information is independent of the
connectivity k of individuals. This indicates, while to whom
a user forwards the information indeed depends on the un-
derlying social network (as shown in Sec. 4.1), to how many
people (!) one would forward the information does not.
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diction (solid lines) vs. experiment measure (scat-
tered squares and circles). Our model well captures
the stage dependence phenomenon of information
spreading.

The surprising independence of node properties of the in-
formation spreading process leads us to question its depen-
dence on the media properties of email systems. There-
fore, we model the spreading processes by mimicking the
way emails are sent. Indeed, an important feature of email
communication, distinguishing it from other forms of com-
munication, like cell phones, is the ability to send a message
to multiple recipients at the same time.

Therefore, the distribution of the number of recipients for
all the emails being sent should follow some non-trivial form,
other than "(1) in cell phones, i.e., each phone call is made to
one recipient only. Let us denote the distribution for emails
system as Pn(n) for now, where n represents the number of
recipients in each email. While some emails are forwarded,
many more are not. The easiest way to look at email for-
warding is to treat it as an independent decision making
process, where each recipient with probability p forwards
the information, or probability 1!p does nothing. As email
forwarding represents a small fraction of overall email traf-
fic, p should be a small number. When a recipient decides
to forward the email, s/he draws a random number from
the distribution Pn to decide how many people to send the
emails. So the distribution of branching factors should fol-
low the same distribution as Pn, from which the random
numbers were drawn, giving P (!) = Pn(!). However, this
should only hold for the case of d > 0. Indeed, as our study
is focused on the emails that are forwarded, there should
be an extra term for correcting this conditional probability
when d = 0. That is, the original emails with more recipi-
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Figure 16: Size, width, and depth distributions of model prediction (triangles) with empirical observations
(squares). The model matches well with observations. Note the last point in depth distribution is biased by
empirical finite size e!ect, lower bounded by N!1.

ents are more likely to get forwarded, as there will be more
people to make a decision whether or not to pass on the
information. Following this mechanism, the distribution of
branching factors at depth 0, P (! | d = 0), follows

P (! | d = 0) = A (1! (1! p)!)Pn(!)

= A
!
1! e! ln(1!p)

"
Pn(!)

(1)

where A is the normalization factor, whereas P (! | d > 0)
follows

P (! | d > 0) = Pn(!) (2)

In the limit of p " 0, to the leading power, the relationship
between the scaling exponent "0 of P (! | d = 0), and "1 of
P (! | d = 1), follows the simple relation "1 = "0 + 1 if ! #
!1/ ln(1!p) $ 1/p, and "1 = "0 if ! % !1/ ln(1!p) $ 1/p.

Both parameter p and function Pn can be measured inde-
pendently from our data, yielding p = 0.012 and a fat-tailed
distribution Pn (Fig. 14). We can therefore simulate the
distributions of size, width, and depth using these two mea-
sured parameters. The results are shown in Fig. 16, with
observations as squares and model predictions as triangles.
Surprisingly, they all match the empirical observations very
well. The distribution of size and width follows a power
law, with an exponent of 2.63 and 2.51, very close to the
empirical observations (2.67 and 2.53). Indeed, both dis-
tributions pass the two-sample Kolmogorov-Smirnov tests,
with p-values equal to 1. Furthermore, the observation of
stage dependence could be verified analytically by plugging
the parameters into eqs. (1) and (2), as plotted in blue and
red lines in Fig. 15, respectively. It is also very well captured
by the model.

The model we described above for email forwarding pro-
cesses is purely stochastic and has two parameters, p and Pn,
which are measured from our email dataset independently.
Perhaps unexpectedly, such a simple model explains a great
deal of observations. This, together with Fig. 13, indicates
that, despite the complexity in real life, the macroscopic
structures of information spreading processes are largely in-
dependent of contextual information and can be well cap-
tured and explained via simple machanisms.

6. CONCLUSIONS AND FUTURE WORK
Applications of social systems rely on our understanding

of information spreading patterns. In this work, by com-

bining two related but distinct large scale datasets, we ad-
dress the factors that govern information spreading at both
microscopic and macroscopic levels. We found, microscopi-
cally, whom the information flows to indeed depends on the
structure of the underlying social network, individual ex-
pertise and organizational hierarchy. The performance of
individuals has little influence on the e!ciency of spread-
ing, yet departmental constraints do slow down the process.
At the macroscopic level, however, although seemingly com-
plex, the structural properties of spreading trees, i.e., to
how many people a user forwards the information and the
total coverage the information reaches, can be well captured
by a simple stochastic branching model, indicating that the
spreading process follows a random yet reproducible pat-
tern, largely independent of context. We believe that our
findings could guide users to build better social and collab-
orative applications, design tools and strategies to spread
information more e!ciently, improve information security,
develop predictive tools for recommendation systems, and
more.

Future directions mainly fall into two lines. The first is
to develop a better prediction model for information flow.
Indeed, upon understanding to whom one forwards informa-
tion, when one would forward it, and to how many people,
the question thereafter is can we build a better prediction
model of the flows? The second direction is about the muta-
tion of information. People sometimes add extra information
or express opinions about existing information when passing
along the originals to others. How does information mutate
along the way? How does the mutation of information a"ect
the patterns of spreading? These questions stand as miss-
ing chapters in our understanding of spreading processes.
Indeed, with the availability of large-scale email datasets,
thorough inspection of the email message contents will re-
veal the dynamics of information itself, which in turn can
yield better predictive tools for information spreading.

AcknowledgementThe authors thank James P. Bagrow,
Nick Blumm, Helena Buhr, U Kang, Yu-Ru Lin, Yelena
Mejova, Jiang Yang, and anonymous reviewers for many
useful discussions and insightful suggestions. This work was
supported by the Network Science Collaborative Technol-
ogy Alliance sponsored by the U.S. Army Research Labo-
ratory under Agreement Number W911NF-09-2-0053; the
James S. McDonnell Foundation 21st Century Initiative in
Studying Complex Systems; the US O!ce of Naval Research
Award (N000141010968); the NSF within the Information

Modeling the spreading processes

Pn



#recipients

10
0

10
1

10
2

10
3

10
!6

10
!4

10
!2

10
0

size

P
(s

iz
e)

 

 

empirical
model

10
0

10
1

10
2

10
3

10
!6

10
!4

10
!2

10
0

width

P
(w

id
th

)

 

 

empirical
model

0 1 2 3 4 5
10

!4

10
!3

10
!2

10
!1

10
0

depth

P
(d

ep
th

)

 

 

empirical
model

Figure 16: Size, width, and depth distributions of model prediction (triangles) with empirical observations
(squares). The model matches well with observations. Note the last point in depth distribution is biased by
empirical finite size e!ect, lower bounded by N!1.

ents are more likely to get forwarded, as there will be more
people to make a decision whether or not to pass on the
information. Following this mechanism, the distribution of
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follows
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between the scaling exponent "0 of P (! | d = 0), and "1 of
P (! | d = 1), follows the simple relation "1 = "0 + 1 if ! #
!1/ ln(1!p) $ 1/p, and "1 = "0 if ! % !1/ ln(1!p) $ 1/p.

Both parameter p and function Pn can be measured inde-
pendently from our data, yielding p = 0.012 and a fat-tailed
distribution Pn (Fig. 14). We can therefore simulate the
distributions of size, width, and depth using these two mea-
sured parameters. The results are shown in Fig. 16, with
observations as squares and model predictions as triangles.
Surprisingly, they all match the empirical observations very
well. The distribution of size and width follows a power
law, with an exponent of 2.63 and 2.51, very close to the
empirical observations (2.67 and 2.53). Indeed, both dis-
tributions pass the two-sample Kolmogorov-Smirnov tests,
with p-values equal to 1. Furthermore, the observation of
stage dependence could be verified analytically by plugging
the parameters into eqs. (1) and (2), as plotted in blue and
red lines in Fig. 15, respectively. It is also very well captured
by the model.

The model we described above for email forwarding pro-
cesses is purely stochastic and has two parameters, p and Pn,
which are measured from our email dataset independently.
Perhaps unexpectedly, such a simple model explains a great
deal of observations. This, together with Fig. 13, indicates
that, despite the complexity in real life, the macroscopic
structures of information spreading processes are largely in-
dependent of contextual information and can be well cap-
tured and explained via simple machanisms.
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individuals has little influence on the e!ciency of spread-
ing, yet departmental constraints do slow down the process.
At the macroscopic level, however, although seemingly com-
plex, the structural properties of spreading trees, i.e., to
how many people a user forwards the information and the
total coverage the information reaches, can be well captured
by a simple stochastic branching model, indicating that the
spreading process follows a random yet reproducible pat-
tern, largely independent of context. We believe that our
findings could guide users to build better social and collab-
orative applications, design tools and strategies to spread
information more e!ciently, improve information security,
develop predictive tools for recommendation systems, and
more.

Future directions mainly fall into two lines. The first is
to develop a better prediction model for information flow.
Indeed, upon understanding to whom one forwards informa-
tion, when one would forward it, and to how many people,
the question thereafter is can we build a better prediction
model of the flows? The second direction is about the muta-
tion of information. People sometimes add extra information
or express opinions about existing information when passing
along the originals to others. How does information mutate
along the way? How does the mutation of information a"ect
the patterns of spreading? These questions stand as miss-
ing chapters in our understanding of spreading processes.
Indeed, with the availability of large-scale email datasets,
thorough inspection of the email message contents will re-
veal the dynamics of information itself, which in turn can
yield better predictive tools for information spreading.
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Figure 16: Size, width, and depth distributions of model prediction (triangles) with empirical observations
(squares). The model matches well with observations. Note the last point in depth distribution is biased by
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ents are more likely to get forwarded, as there will be more
people to make a decision whether or not to pass on the
information. Following this mechanism, the distribution of
branching factors at depth 0, P (! | d = 0), follows

P (! | d = 0) = A (1! (1! p)!)Pn(!)

= A
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"
Pn(!)

(1)

where A is the normalization factor, whereas P (! | d > 0)
follows

P (! | d > 0) = Pn(!) (2)
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P (! | d = 1), follows the simple relation "1 = "0 + 1 if ! #
!1/ ln(1!p) $ 1/p, and "1 = "0 if ! % !1/ ln(1!p) $ 1/p.

Both parameter p and function Pn can be measured inde-
pendently from our data, yielding p = 0.012 and a fat-tailed
distribution Pn (Fig. 14). We can therefore simulate the
distributions of size, width, and depth using these two mea-
sured parameters. The results are shown in Fig. 16, with
observations as squares and model predictions as triangles.
Surprisingly, they all match the empirical observations very
well. The distribution of size and width follows a power
law, with an exponent of 2.63 and 2.51, very close to the
empirical observations (2.67 and 2.53). Indeed, both dis-
tributions pass the two-sample Kolmogorov-Smirnov tests,
with p-values equal to 1. Furthermore, the observation of
stage dependence could be verified analytically by plugging
the parameters into eqs. (1) and (2), as plotted in blue and
red lines in Fig. 15, respectively. It is also very well captured
by the model.

The model we described above for email forwarding pro-
cesses is purely stochastic and has two parameters, p and Pn,
which are measured from our email dataset independently.
Perhaps unexpectedly, such a simple model explains a great
deal of observations. This, together with Fig. 13, indicates
that, despite the complexity in real life, the macroscopic
structures of information spreading processes are largely in-
dependent of contextual information and can be well cap-
tured and explained via simple machanisms.

6. CONCLUSIONS AND FUTURE WORK
Applications of social systems rely on our understanding

of information spreading patterns. In this work, by com-

bining two related but distinct large scale datasets, we ad-
dress the factors that govern information spreading at both
microscopic and macroscopic levels. We found, microscopi-
cally, whom the information flows to indeed depends on the
structure of the underlying social network, individual ex-
pertise and organizational hierarchy. The performance of
individuals has little influence on the e!ciency of spread-
ing, yet departmental constraints do slow down the process.
At the macroscopic level, however, although seemingly com-
plex, the structural properties of spreading trees, i.e., to
how many people a user forwards the information and the
total coverage the information reaches, can be well captured
by a simple stochastic branching model, indicating that the
spreading process follows a random yet reproducible pat-
tern, largely independent of context. We believe that our
findings could guide users to build better social and collab-
orative applications, design tools and strategies to spread
information more e!ciently, improve information security,
develop predictive tools for recommendation systems, and
more.

Future directions mainly fall into two lines. The first is
to develop a better prediction model for information flow.
Indeed, upon understanding to whom one forwards informa-
tion, when one would forward it, and to how many people,
the question thereafter is can we build a better prediction
model of the flows? The second direction is about the muta-
tion of information. People sometimes add extra information
or express opinions about existing information when passing
along the originals to others. How does information mutate
along the way? How does the mutation of information a"ect
the patterns of spreading? These questions stand as miss-
ing chapters in our understanding of spreading processes.
Indeed, with the availability of large-scale email datasets,
thorough inspection of the email message contents will re-
veal the dynamics of information itself, which in turn can
yield better predictive tools for information spreading.

AcknowledgementThe authors thank James P. Bagrow,
Nick Blumm, Helena Buhr, U Kang, Yu-Ru Lin, Yelena
Mejova, Jiang Yang, and anonymous reviewers for many
useful discussions and insightful suggestions. This work was
supported by the Network Science Collaborative Technol-
ogy Alliance sponsored by the U.S. Army Research Labo-
ratory under Agreement Number W911NF-09-2-0053; the
James S. McDonnell Foundation 21st Century Initiative in
Studying Complex Systems; the US O!ce of Naval Research
Award (N000141010968); the NSF within the Information

Modeling the spreading processes

p

1-p

Forward

Do nothing
Pn



#recipients

10
0

10
1

10
2

10
3

10
!6

10
!4

10
!2

10
0

size

P
(s

iz
e)

 

 

empirical
model

10
0

10
1

10
2

10
3

10
!6

10
!4

10
!2

10
0

width

P
(w

id
th

)

 

 

empirical
model

0 1 2 3 4 5
10

!4

10
!3

10
!2

10
!1

10
0

depth

P
(d

ep
th

)

 

 

empirical
model

Figure 16: Size, width, and depth distributions of model prediction (triangles) with empirical observations
(squares). The model matches well with observations. Note the last point in depth distribution is biased by
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ents are more likely to get forwarded, as there will be more
people to make a decision whether or not to pass on the
information. Following this mechanism, the distribution of
branching factors at depth 0, P (! | d = 0), follows

P (! | d = 0) = A (1! (1! p)!)Pn(!)
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where A is the normalization factor, whereas P (! | d > 0)
follows

P (! | d > 0) = Pn(!) (2)

In the limit of p " 0, to the leading power, the relationship
between the scaling exponent "0 of P (! | d = 0), and "1 of
P (! | d = 1), follows the simple relation "1 = "0 + 1 if ! #
!1/ ln(1!p) $ 1/p, and "1 = "0 if ! % !1/ ln(1!p) $ 1/p.

Both parameter p and function Pn can be measured inde-
pendently from our data, yielding p = 0.012 and a fat-tailed
distribution Pn (Fig. 14). We can therefore simulate the
distributions of size, width, and depth using these two mea-
sured parameters. The results are shown in Fig. 16, with
observations as squares and model predictions as triangles.
Surprisingly, they all match the empirical observations very
well. The distribution of size and width follows a power
law, with an exponent of 2.63 and 2.51, very close to the
empirical observations (2.67 and 2.53). Indeed, both dis-
tributions pass the two-sample Kolmogorov-Smirnov tests,
with p-values equal to 1. Furthermore, the observation of
stage dependence could be verified analytically by plugging
the parameters into eqs. (1) and (2), as plotted in blue and
red lines in Fig. 15, respectively. It is also very well captured
by the model.

The model we described above for email forwarding pro-
cesses is purely stochastic and has two parameters, p and Pn,
which are measured from our email dataset independently.
Perhaps unexpectedly, such a simple model explains a great
deal of observations. This, together with Fig. 13, indicates
that, despite the complexity in real life, the macroscopic
structures of information spreading processes are largely in-
dependent of contextual information and can be well cap-
tured and explained via simple machanisms.

6. CONCLUSIONS AND FUTURE WORK
Applications of social systems rely on our understanding

of information spreading patterns. In this work, by com-

bining two related but distinct large scale datasets, we ad-
dress the factors that govern information spreading at both
microscopic and macroscopic levels. We found, microscopi-
cally, whom the information flows to indeed depends on the
structure of the underlying social network, individual ex-
pertise and organizational hierarchy. The performance of
individuals has little influence on the e!ciency of spread-
ing, yet departmental constraints do slow down the process.
At the macroscopic level, however, although seemingly com-
plex, the structural properties of spreading trees, i.e., to
how many people a user forwards the information and the
total coverage the information reaches, can be well captured
by a simple stochastic branching model, indicating that the
spreading process follows a random yet reproducible pat-
tern, largely independent of context. We believe that our
findings could guide users to build better social and collab-
orative applications, design tools and strategies to spread
information more e!ciently, improve information security,
develop predictive tools for recommendation systems, and
more.

Future directions mainly fall into two lines. The first is
to develop a better prediction model for information flow.
Indeed, upon understanding to whom one forwards informa-
tion, when one would forward it, and to how many people,
the question thereafter is can we build a better prediction
model of the flows? The second direction is about the muta-
tion of information. People sometimes add extra information
or express opinions about existing information when passing
along the originals to others. How does information mutate
along the way? How does the mutation of information a"ect
the patterns of spreading? These questions stand as miss-
ing chapters in our understanding of spreading processes.
Indeed, with the availability of large-scale email datasets,
thorough inspection of the email message contents will re-
veal the dynamics of information itself, which in turn can
yield better predictive tools for information spreading.
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ents are more likely to get forwarded, as there will be more
people to make a decision whether or not to pass on the
information. Following this mechanism, the distribution of
branching factors at depth 0, P (! | d = 0), follows

P (! | d = 0) = A (1! (1! p)!)Pn(!)
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where A is the normalization factor, whereas P (! | d > 0)
follows

P (! | d > 0) = Pn(!) (2)

In the limit of p " 0, to the leading power, the relationship
between the scaling exponent "0 of P (! | d = 0), and "1 of
P (! | d = 1), follows the simple relation "1 = "0 + 1 if ! #
!1/ ln(1!p) $ 1/p, and "1 = "0 if ! % !1/ ln(1!p) $ 1/p.

Both parameter p and function Pn can be measured inde-
pendently from our data, yielding p = 0.012 and a fat-tailed
distribution Pn (Fig. 14). We can therefore simulate the
distributions of size, width, and depth using these two mea-
sured parameters. The results are shown in Fig. 16, with
observations as squares and model predictions as triangles.
Surprisingly, they all match the empirical observations very
well. The distribution of size and width follows a power
law, with an exponent of 2.63 and 2.51, very close to the
empirical observations (2.67 and 2.53). Indeed, both dis-
tributions pass the two-sample Kolmogorov-Smirnov tests,
with p-values equal to 1. Furthermore, the observation of
stage dependence could be verified analytically by plugging
the parameters into eqs. (1) and (2), as plotted in blue and
red lines in Fig. 15, respectively. It is also very well captured
by the model.

The model we described above for email forwarding pro-
cesses is purely stochastic and has two parameters, p and Pn,
which are measured from our email dataset independently.
Perhaps unexpectedly, such a simple model explains a great
deal of observations. This, together with Fig. 13, indicates
that, despite the complexity in real life, the macroscopic
structures of information spreading processes are largely in-
dependent of contextual information and can be well cap-
tured and explained via simple machanisms.

6. CONCLUSIONS AND FUTURE WORK
Applications of social systems rely on our understanding

of information spreading patterns. In this work, by com-

bining two related but distinct large scale datasets, we ad-
dress the factors that govern information spreading at both
microscopic and macroscopic levels. We found, microscopi-
cally, whom the information flows to indeed depends on the
structure of the underlying social network, individual ex-
pertise and organizational hierarchy. The performance of
individuals has little influence on the e!ciency of spread-
ing, yet departmental constraints do slow down the process.
At the macroscopic level, however, although seemingly com-
plex, the structural properties of spreading trees, i.e., to
how many people a user forwards the information and the
total coverage the information reaches, can be well captured
by a simple stochastic branching model, indicating that the
spreading process follows a random yet reproducible pat-
tern, largely independent of context. We believe that our
findings could guide users to build better social and collab-
orative applications, design tools and strategies to spread
information more e!ciently, improve information security,
develop predictive tools for recommendation systems, and
more.

Future directions mainly fall into two lines. The first is
to develop a better prediction model for information flow.
Indeed, upon understanding to whom one forwards informa-
tion, when one would forward it, and to how many people,
the question thereafter is can we build a better prediction
model of the flows? The second direction is about the muta-
tion of information. People sometimes add extra information
or express opinions about existing information when passing
along the originals to others. How does information mutate
along the way? How does the mutation of information a"ect
the patterns of spreading? These questions stand as miss-
ing chapters in our understanding of spreading processes.
Indeed, with the availability of large-scale email datasets,
thorough inspection of the email message contents will re-
veal the dynamics of information itself, which in turn can
yield better predictive tools for information spreading.
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ents are more likely to get forwarded, as there will be more
people to make a decision whether or not to pass on the
information. Following this mechanism, the distribution of
branching factors at depth 0, P (! | d = 0), follows

P (! | d = 0) = A (1! (1! p)!)Pn(!)

= A
!
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where A is the normalization factor, whereas P (! | d > 0)
follows

P (! | d > 0) = Pn(!) (2)

In the limit of p " 0, to the leading power, the relationship
between the scaling exponent "0 of P (! | d = 0), and "1 of
P (! | d = 1), follows the simple relation "1 = "0 + 1 if ! #
!1/ ln(1!p) $ 1/p, and "1 = "0 if ! % !1/ ln(1!p) $ 1/p.

Both parameter p and function Pn can be measured inde-
pendently from our data, yielding p = 0.012 and a fat-tailed
distribution Pn (Fig. 14). We can therefore simulate the
distributions of size, width, and depth using these two mea-
sured parameters. The results are shown in Fig. 16, with
observations as squares and model predictions as triangles.
Surprisingly, they all match the empirical observations very
well. The distribution of size and width follows a power
law, with an exponent of 2.63 and 2.51, very close to the
empirical observations (2.67 and 2.53). Indeed, both dis-
tributions pass the two-sample Kolmogorov-Smirnov tests,
with p-values equal to 1. Furthermore, the observation of
stage dependence could be verified analytically by plugging
the parameters into eqs. (1) and (2), as plotted in blue and
red lines in Fig. 15, respectively. It is also very well captured
by the model.

The model we described above for email forwarding pro-
cesses is purely stochastic and has two parameters, p and Pn,
which are measured from our email dataset independently.
Perhaps unexpectedly, such a simple model explains a great
deal of observations. This, together with Fig. 13, indicates
that, despite the complexity in real life, the macroscopic
structures of information spreading processes are largely in-
dependent of contextual information and can be well cap-
tured and explained via simple machanisms.

6. CONCLUSIONS AND FUTURE WORK
Applications of social systems rely on our understanding

of information spreading patterns. In this work, by com-

bining two related but distinct large scale datasets, we ad-
dress the factors that govern information spreading at both
microscopic and macroscopic levels. We found, microscopi-
cally, whom the information flows to indeed depends on the
structure of the underlying social network, individual ex-
pertise and organizational hierarchy. The performance of
individuals has little influence on the e!ciency of spread-
ing, yet departmental constraints do slow down the process.
At the macroscopic level, however, although seemingly com-
plex, the structural properties of spreading trees, i.e., to
how many people a user forwards the information and the
total coverage the information reaches, can be well captured
by a simple stochastic branching model, indicating that the
spreading process follows a random yet reproducible pat-
tern, largely independent of context. We believe that our
findings could guide users to build better social and collab-
orative applications, design tools and strategies to spread
information more e!ciently, improve information security,
develop predictive tools for recommendation systems, and
more.

Future directions mainly fall into two lines. The first is
to develop a better prediction model for information flow.
Indeed, upon understanding to whom one forwards informa-
tion, when one would forward it, and to how many people,
the question thereafter is can we build a better prediction
model of the flows? The second direction is about the muta-
tion of information. People sometimes add extra information
or express opinions about existing information when passing
along the originals to others. How does information mutate
along the way? How does the mutation of information a"ect
the patterns of spreading? These questions stand as miss-
ing chapters in our understanding of spreading processes.
Indeed, with the availability of large-scale email datasets,
thorough inspection of the email message contents will re-
veal the dynamics of information itself, which in turn can
yield better predictive tools for information spreading.
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Conclusion

• At the macroscopic level, the structures 
of spreading processes are largely 
independent of context.
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spreading is indeed highly dependent 
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