
Emergence and Consciousness

Explorations into the Philosophy of Mind
via the Philosophy of Computation

BY

BRAM VAN HEUVELN

MS, University of Twente, Enschede, the Netherlands, 1992
MA, Binghamton University, 1996

DISSERTATION

Submitted in partial fulfillment of the requirements for
the degree of Doctor of Philosophy in Philosophy

in the Graduate School of
Binghamton University

State University of New York
2000



c©Copyright 2000 by Bram van Heuveln

Permission for duplication, or other
non-commercial use
is hereby granted.

All other rights are reserved.

ii



Accepted in partial fulfillment of the requirements for
the degree of Doctor of Philosophy in Philosophy

in the Graduate School of
Binghamton University

State University of New York
2000

Eric Stanley Dietrich August 15, 2000
Philosophy Department

Peter John Angeline August 15, 2000
Natural Selection, inc.

Valerie Gray Hardcastle August 15, 2000
Philosophy Department Virginia Tech

iii



Abstract

This thesis explores the foundations of cognition. I present, analyze, and
defend the claim of Computationalism, which states that cognition reduces to
computations. I show how various objections, in particular Searle’s Chinese
Room argument, are flawed due to a deep confusion regarding the nature of
computation. In my defense of Computationalism, I appeal to the notion of
emergence, which is a notion that I analyze in detail, since it has been suggested
that emergence can solve the problem of consciousness. I argue against this
latter suggestion, proposing an alternative view on consciousness instead.
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1 Introduction

I have heard some people say that whereas the first half of the twentieth century was

the Age of Physics, the second half was the Age of Chemistry. In both cases, we

came to grasp the subject matter well enough that technology could thrive on that

knowledge. Indeed, with various kinds of biotechnology starting to mature, we now

seem to enter the Age of Biology.

If this pace continues, then fifty years from now we should be entering the Age of

Cognitive Science. Now, I am not going to make any claims whether this time estimate

is something that is plausible or, for that matter, whether an ability to technologically

create or manipulate cognition is something that we should look forward to. However,

I am claiming that we are certainly not in the Age of Cognition now. Indeed, our

current understanding of cognition is quite minimal and, as we will see, even that small

part about cognition that we do claim to understand about it has been questioned.

I therefore write this thesis in an effort to defend that glimmer of insight that we

do seem to have about cognition: cognition has something to do with the ability to

process information. This claim does not provide us with any detailed explanation of

cognition, let alone any working model. However, the claim does at least give us some

kind of conceptual framework from within which we can start to focus on particular

aspects of cognition. And that’s a start.

1.1 Computationalism

The particular view that I want to defend is the claim of Computationalism. Compu-

tationalism states that cognition is best analyzed in terms of information processing,

and since computations process information, Computationalism claims that cognition

is the result of underlying computational processes. In other words, cognition reduces

to computations. In Chapter 3 I will explain in detail what computations are. In here,

I will also give the main argument for the truth of Computationalism, and respond
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to a number of attacks that have been made against Computationalism.

In Chapter 3, I make a crucial distinction between two distinct ways in which

we can think about computations. Moreover, whereas Computationalism must be

defined according to one notion of computation, a number of arguments for and

against Computationalism have been based on the other notion. In fact, I will show

that the confusion goes right to the heart of some results of computability theory,

which is a branch of mathematics studying computations.

1.2 The Chinese Room Argument

There is one attack on Computationalism that deserves special attention. This attack

is the Chinese Room Argument, which was formulated by John Searle ([43]). This

argument must be one of the most important arguments ever formulated within the

philosophy of mind, since it brings out a number of important issues regarding the

foundations of cognition on which there is still little agreement. Indeed, the wide

variety of reactions that philosophers have in relation to the Chinese Room argument

says it all. However, if the Chinese Room Argument is sound, then Computationalism

is false. Hence, in my defense of Computationalism, I need to find a flaw in the

argument, and I will do so in Chapter 4.

I argue that the mistake in Searle’s argument is that Searle overlooked the pos-

sibility of emergent properties. That is, Searle presents a computational system in

which he can find no cognitive properties and thus concludes that cognition does not

reduce to computations. However, I argue that just because there are no cognitive

properties present among the components of the computational system, that does not

mean that the system as a whole cannot have cognitive properties. I thus argue that

cognitive properties emerge from the interactions between the individual components

that make up the computational system.
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1.3 Consciousness

There is one aspect of cognition for which Computationalism should probably make

an exception: consciousness. In particular, the phenomenal aspects of consciousness

(that what consciousness ’feels’ like) has baffled philosophers of mind for centuries.

That is, no one seems to be able to say what consciousness is, why it evolved, and

why there even is such a thing as consciousness. Most people think that consciousness

must have a physical basis, but given the nature of our conscious sensations, this

is completely unintuitive. The debate has therefore led to a great divide between

Materialists, who believe consciousness does reduce to physical processes, and the

Dualists, who believe that consciousness is fundamentally non-physical.

These two groups of philosophers have been fighting a hard battle, and many

objections to each other’s position have been raised. It is therefore not surprising

that a middle position has been searched for and, it is claimed, has been found. This

is the position of Non-reductive Physicalism. Non-reductive physicalism claims that

although consciousness has a purely physical basis, there is nevertheless no reduction

possible from conscious experiences to its underlying physical properties. In order

to make sense out of this, it is pointed out that reductions are inherently epistemo-

logical. Thus, it is claimed that while metaphysically, consciousness emerges from

physical (computational?) processes, epistemologically we simply can’t grasp that

fact. The problem of consciousness, the positions, the debates, and how emergence

and Computationalism relates to all of this will be presented in Chapter 5.

1.4 Emergence

We thus see a number of appeals to the notion of emergence. Cognition is supposed to

emerge from computation, Computationalism can be saved from the Chinese Room

argument through the notion of emergence, and possibly consciousness can be ex-

plained through the notion of emergence as well. In fact, it will turn out that the
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crucial distinction between the two different notions of computation relates to the

notion of emergence as well. Emergence therefore seems to be a notion that is central

to this thesis, and I therefore start out with some analysis of the notion of emergence

in Chapter 2.
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e·merge (̆ı-mûrj′) v. e·merged, e·merg·ing. 1. To rise up or come

forth into view; appear. 2. To come into existence. 3. To become known

or evident. [Lat. emergere.] -e·mer′gence n. -e·mer′gent adj.

American Heritage Dictionary

2 Emergence

This chapter explores the notion of emergence. The goal is to come up with a defi-

nition that will prove useful to explicate positions that appeal to the notion of emer-

gence. For example, what kinds of claims are proponents of the Distributed Model

making when they say that intelligence emerges out of the interaction of multiple

simple computational units? And in what way do non-reductive physicalists view

consciousness as an emergent property? This chapter tries to illuminate these kinds

of claims by digging into the nature of emergence.

Section 2.1 provides an informal introduction into the notion of emergence, giving

some examples of emergence. In section 2.2, I try and develop a more formal definition

of the notion of emergence, and I will make some distinctions between several varieties

of emergence. Finally, in section 2.3 I will discuss a number of instances of what I

call strong emergence which, as we will see in Chapter 5, has potential applications

for the problem of consciousness.
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2.1 An Informal Introduction to Emergence

This section contains an informal introduction to the notion of emergence, by pre-

senting a number of specific examples that appeal to the notion of emergence. These

examples include some examples from the Artificial Life community, from real life,

from the sciences, and from philosophy.

2.1.1 The Game of Life and Flocking Birds

Many examples of emergence can be found within the Artificial Life community. Two

examples that stand out are the Game of Life and flocking birds.

The Game of Life is played on a square grid of cells. Cells contain a piece or not.

The number of neighbors of a cell is the number of neighboring cells with a piece in

it, where the diagonally neighboring cells count too. Hence every cell has anywhere

from zero to eight neighbors ([26], pp. 6-9).

The game of life starts with some random initial distribution of some number of

pieces over the grid. This is the first generation. From here on, every next generation

is calculated from the current one using the following rules :

1. Survival

A piece with two or three neighbors survives in the next generation.

2. Death

A piece with four or more neighbors will die from overpopulation, and each

piece with one or no neighbors will die of isolation.

3. Birth

An empty cell with exactly three neighbors will get a piece for the next gener-

ation.
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The fascinating thing about the game of life is that with the above three simple

rules, and depending on the initial configuration of cells, intricate structural and

behavioral patterns of pieces are obtained. Sometimes, all pieces die off rather quickly.

Other patterns of pieces remain forever unchanged. A rather commonly obtained

structure of pieces is called a glider. Gliders have a whole range of properties. Gliders

move diagonally over the grid. When two gliders collide, they are both annihilated.

’Pentadecathlons’ turn gliders around, and ’glider guns’ generate a new glider every

30 generations. A final interesting structure is called a ’dirty puffer train’, as it

slowly crawls along the screen horizontally, while leaving a trail of ’smoke’ (persistent

patterns), was discovered.

The Game of Life provides a classic demonstration of emergence. The application

of the rules of the game of life results in certain structural and behavioral patterns

that are in no way reflected by the rules themselves. It is for this reason that we

say that gliders, glider guns, and other objects, together with all their properties and

relationships, emerge from the rules of the game of life.

A second example of emergence from the Artificial Life community is the simu-

lation of the flocking behavior of birds. Anyone who has seen a group of birds fly,

notices that they do so in a very orderly manner. They stay at a close distance from

each other, yet give each other enough room to fly. The group stays together as a

whole and avoids objects in a very fluid manner. If a group happens to be broken

up by some obstacle, then the birds regroup quickly and smoothly. The group as a

whole can make sudden but fluid turns. All of this is called flocking.

The flocking behavior by birds suggests that there is some overall organization,

some grand scheme guiding the behavior of every bird. Maybe there is a leader that

instructs the birds what to do next. Possibly the birds have some way of communi-

cating with each other in order to move in the orderly fashion that they do. However,

none of this seems very realistic given what we know about birds. There is no grand
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plan, no leader, and no intricate communication. So how do birds flock?

Chris Langton discusses a computer model made by Craig Reynolds that simulates

the group behavior of large collections of autonomously moving objects, called Boids

([31]). Individual Boids follow the following behavioral rules:

1. Maintain a minimum distance from other objects in the environment, including

other Boids.

2. Match velocity with Boids in the neighborhood.

3. Move toward the perceived center of mass of the Boids in the neighborhood.

As with the Game of Life, the rules merely pertain to individual Boids and their

immediate environment. However, out of these rules, some very interesting overall

behavior would be obtained. Indeed, a group of Boids, when following the above

rules, would display very much the kind of flocking behavior as real birds do. We

therefore once again say that the flocking behavior of the group emerges out of the

behavioral rules pertaining to the individuals within the group.

2.1.2 Turtles, Termites, and Traffic Jams

Turtles, Termites, and Traffic Jams is the title of a wonderful little book by Mitchel

Resnick in which he describes experiments with StarLogo, a programming environ-

ment designed to study the notion of decentralization ([41]). Resnick’s experiments

thus reflect the mindset of the Artificial Life community, in that interesting global

behavior is obtained from a number of local rules pertaining to a large number of

components. For this reason, Resnick’s experiments provide some very nice examples

of emergence.

StarLogo, like the Game of Life, is based on Cellular Automata. Cellular automata

are grids of cells with certain pieces in them, and with a set of rules applying to each
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individual cell regarding the creation, destruction, or maintenance of these pieces,

depending on the state of some predefined local environment of the relevant cell. The

Game of Life is one of many possible cellular automata, as there may be different kinds

of pieces, and as the defined environments and rules can change from automaton to

automaton. In Starlogo, the pieces regulated by these kinds of rules are called patches.

An important addition to these patches are called turtles, which are pieces that

can be placed in cells on top of these patches. The difference between patches and

turtles is that patches are regulated by rules pertaining to individual cells, while

turtles are regulated by rules pertaining directly to these turtles. For example, the

latter rules can command a turtle to move to a neighboring cell. StarLogo has other

features to allow for simulating all kinds of environments, as will become clear from

some of the examples below. However, the main feature to keep in mind is that as in

the Game of Life, several rules are being applied to a large number of components in

parallel. This is what makes StarLogo ideal to study decentralized processes.

Resnick had a number of high-school students work with StarLogo and perform

some experiments. Some of the highlights are summarized below:

• Traffic Jams

In this experiment, students were asked to simulate a traffic jam. In order to

do so, students lined up a number of turtles (representing cars), each of which

was given an initial random location and speed. The two students working on

the project also included a radar trap, and decided on three rules that would

guide the behavior of the cars:

1. If there is a car close ahead of you, slow down.

2. If there aren’t any cars close ahead of you, speed up unless you are already

at the speed limit.

3. If you detect a radar trap, slow down.

9



The students predicted that a traffic jam would form at the radar trap, and

their prediction came out. However, when the radar trap was removed, and

hence only the first two rules would guide the behavior of the cars, traffic jams

would, somewhat more surprisingly, still be obtained.

Resnick uses this experiment to illustrate the difference between the central-

ized and the decentralized mindset. The centralized mindset is that events

have a single cause, source, seed, or root. As Resnick notes, we often think in

such a centralized mindset, thinking in terms of predetermined plans, designs,

blueprints, or leaders. The use of a radar trap to cause a traffic jam is indeed a

perfect example of the centralized mindset. However, events don’t always have

to have such a single cause, as revealed by the fact that without a radar trap,

traffic jams would still be obtained. A decentralized mindset is able to recognize

that events can happen as a result of multiple processes without any explicit

reference to the possible cause of that event.

• Termites

In this experiment, the goal was to simulate a group of termites that would

collect wood chips and gather them in big piles. Thus, an environment was

created with some random number of randomly distributed termites and wood

chips. The termites were to follow the following two rules:

1. Move around randomly.

2. If you are not carrying a wood chip, pick up the first wood chip you bump

into.

3. If you are carrying a wood chip, put it down with the first wood chip you

bump into.

Notice the decentralized mindset as reflected by these rules. A centralized

mindset would try and make up some kind of plan for the termites to follow,
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possibly instructing them to bring wood chips to some predetermined collection

areas or, at least, to find out individual chips or chips from small piles and

bring those to bigger piles. However, none of that is going on with the above

rules, and yet when the simulation was run, the termites ended up gathering

the pieces in bigger and bigger piles.

To see how it works, one merely has to consider the number of piles of wood

chips. Piles of wood chips consist of one or more wood chips, and these piles

get bigger or smaller in a seemingly random manner. However, once the last

wood chip of a pile is picked up by some termite, then that pile is gone forever,

as no termite will drop a wood chip at that spot. Resnick calls this a one-way

street. The result is the number of piles of wood chips can only go down, and as

the total number of wood chips remains constant, the remaining piles become

bigger and bigger.

• Forest Fire

In this experiment, the spread of a forest fire was simulated. Trees were ran-

domly spread over the grid, and a fire was started on the left end of the grid.

The fire could spread from tree to tree, as long as the trees were neighbors.

Resnick noticed that if 61 percent or more of the grid would be covered by

trees, the fire would almost always reach the other end of the grid. On the

other hand, for 57 percent or less, the fire would almost never reach the other

end. With a bigger grid, these percentages would come even closer together.

Apparently, there was a very sharp line between the fire being able to propagate

forever and the fire being extinguished rather quickly.

Resnick’s experiments contain many examples of emergence. In the traffic jam

experiments, traffic jams would emerge as the result of two simple rules of speeding

up and slowing down. Also in the case of the termites, interesting patterns emerge

as the result of some very simple rules. And the sharp difference in the possible
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spread of the forest fire depending on the density of the trees is another example of

emergence. In all cases, there is nothing in the rules that reveal anything about the

obtained behavior, even though the obtained behavior is an automatic consequence

of the application of the rules. Thus, there is nothing in the rules of slowing up and

speeding down that says anything about traffic jams, the termites are not explicitly

told to make bigger and bigger piles, and nothing about a sharp 59 percent cut-off

point is mentioned in the rules regarding the spread of forest fire. This is what makes

them examples of emergence.

Resnick has some explicit remarks about emergence too. He observes that the

traffic jam, as an emergent object, has a different make-up over time. That is, different

cars are in the same traffic jam as time progresses. Also, as the cars move right left

to right, the traffic jam actually moves from right to left. Resnick notes that there

are two ’levels’ to be distinguished, one for the individual cars, and one for the traffic

jam as a whole.

The ideas of decentralization and emergence seem to go hand in hand. However,

although I would agree that there does indeed exist a high correlation between the

two notions, I don’t think that one could always claim that emergence exists wherever

decentralization exists, or vice versa. For example, in the original traffic jam experi-

ment with the radar trap in place, I would still be inclined to say that the traffic jam

emerges as a result of the original three rules. This is because although the set-up

is very much geared towards causing a traffic jam, the rules still do not dictate its

exact formation or other detailed properties. For example, the fact that the traffic

jam moves in the opposite direction of the cars is in no way explicitly described or

prescribed by the rules. In fact, with a sparse enough distribution of cars, no traffic

jam will be obtained at all. Hence, even in this case, we can still talk about certain

phenomena emerging.
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2.1.3 Emergence in Real Life and the Sciences

Phenomena of emergence aren’t restricted to artificially constructed environments.

Thus, presumably the flocking behavior of birds really is a kind of global behavior

that emerges from the birds’ local tendencies and interactions.

The fact that in the fall all leaves end up lying on the side of the roads is not the

result of some explicit action to move the leaves over there. Rather, the phenomenon

is simply the result of many cars going by, stirring up the leaves on the road in some

random way. And, as with the example of the termites gathering wood chips, there is

a one-way street, as leaves that end up on the side are much less likely to be stirred

up again.

Another example of emergence is to consider one of those paintings that are made

out of many small dots. When we look at the painting from close-up, all we see is a

bunch of dots of different colors. However, from a distance, we suddenly see a whole

scenery, while not seeing the individual dots anymore. However, since we realize that

the scenery we see from a distance is nothing but the result of the many dots we see

from close by, we say that the scenery emerges from the placement and the colors of

the dots.

Examples of emergence can also be found in the sciences. For one thing, it is

believed that chemical phenomena are the result of physical phenomena, and that

many biological phenomena, on their turn, are the result of chemical phenomena.

Hence chemistry emerges from physics, while biology emerges from chemistry.

As a more specific example, consider the gas law PV = kT . This law states that

the pressure of a gas is law-like related to its volume and its temperature. If we

double the volume, the pressure becomes halved. If we double the temperature, the

pressure becomes doubled too. Why is this the case? Well, the pressure of a gas is the

force that the gas exerts over a certain area, i.e. P = F/A. By viewing the gas as a

certain volume of ideally behaving molecules, one can estimate the force F as applied
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by the molecules on a certain area A. This turns out to be in inverse proportion to

the volume V of the gas, and in direct proportion to the molecules’ kinetic energy,

which is temperature T ([45]).

It is important to realize that the law is not set in stone. Indeed, since the result

was obtained by considering an ideal gas with ideally behaving molecules, the law

is also know as the ideal gas law. For a real gas, the relationship between pressure,

volume, and temperature may, at any point in time, not be as indicated by this law.

In fact, there is always the remote possibility that a real gas exerts no pressure at

all during some time interval, as all molecules happen to move inward. However, the

chances of such an event are of course astronomically small. It is therefore by the law

of the big numbers that the ideal gas law can reliably be applied to real gases.

Still, the observation that the ideal gas law is not set in stone is what makes this

a case of emergence. There is no rule ’from above’ that enforces the ideal gas law,

as in such a case the law could never be violated. Instead, the gas law holds as a

reliable overall result of the average behavior of randomly and individually moving

molecules. The more molecules are involved, the more reliable the gas law. This

is actually reminiscent of the forest fire example, where Resnick found the observed

phenomenon to be more reliable and striking for bigger forests. Again, the law of the

big numbers lies at the source of this.

Other examples of emergence as found in the biological sciences are natural evo-

lution and biological development. In natural evolution, new species with new kinds

of features appear over time. However, natural evolution does not follow any kind of

pre-designed grand plan, but instead the development of new species is completely

opportunistic. Thus, new species emerge as the result of reproductive properties and

the forces of survival. The title of Dawkins book The Blind Watchmaker is reflective

of exactly this point ([18]).

The biological development of a full-grown organism out of the information as
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encoded by its DNA can be considered as another example of emergence. As Dawkins

point out, the information present on DNA is not to be likened with any kind of

explicit blueprint that describes what the end-product is going to look like. Rather,

it should be likened to instructions to perform certain processes, as a result of which

particular biological features come to the surface. Dawkins draws an analogy between

biological development and baking a cake. When baking a cake, there are no explicit

instructions to create something of a certain color, texture, taste, or consistency.

Rather, the instructions are to mix together certain ingredients, and to put the mix in

the oven for some amount of time. Hence the superficial features that the cake ends up

with are not explicitly prescribed by the recipe, and are therefore said to emerge from

the recipe-following processes. Likewise, Dawkins argues, one’s phenotype emerges

from one’s genotype, even if environmental aspects are considered irrelevant. So why

is it that we are able to identify certain specific biological features (such as hair color)

with specific genes? Again, Dawkins uses the analogy with the cake, and notes that

although we can directly correlate certain textures of the cake with how much baking

powder was added (or the color of the cake with how long it was put in the oven),

the texture of the cake is still not in any way described by the baking powder ([18]).

2.1.4 Philosophical Notions of Emergence

Given the rules of the Game of Life, it is hard to predict the formation of gliders.

Philosophical notions of emergence have focused on exactly this notion of unpre-

dictability. It was especially the philosophers of science that were interested in emer-

gence, as it gave them the possibility to address some difficult questions that have

arisen over time.

For example, the phenomenon of life was for quite a while explained in terms of

’entelechies’, or vital spirits. Thus, objects were thought to be alive because some

kind of vital spirit would inhabit them and control them. Non-living objects have

no vital spirit, and living objects die when their vital spirit leave them. However,
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questions were raised as to the nature of those vital spirits, since they were never

observed, and if they weren’t material, then it was not clear how they could possibly

interact with the material body. So, as a different explanation of the phenomenon of

life, it was proposed that maybe life is simply the overall result of a large number of

purely mechanical interactions, uncontrolled by some kind of central controller.

Philosophers of science thus identified the notion of emergence as an alternative

means of explaining certain phenomena. That is, one way of explaining things is by

the very kind of centralized mindset that Resnick talks about, i.e. that events have

a single cause. However, it was recognized that events could also be the result of

multiple causes, reflecting a decentralized mindset.

However, it was at the same time recognized that decentralized explanations are

hard to give, and it was especially this feature of emergence that philosophers of sci-

ence started to focus on. That is, philosophers started to see emergence as something

where a reduction of some phenomenon was not just hard, but completely impossible.

Somewhat paradoxically, this was seen as something very useful.

Thus, for example, about 100 years ago it was completely unclear how chemical

properties could be the result of their underlying physical structure and the physical

properties that would hold for those physical components. However, the philosophers

of science pointed out that this does not necessarily mean that we have to reject

Physicalism or Materialism. For maybe it is impossible for us to comprehend how

chemical properties are determined by their physical composition, even if they are

determined.

Nowadays, emergence is similarly applied to consciousness. For example, Alwyn

Scott argues that consciousness is an emergent property, stemming from underlying

properties that may go as low as quantum mechanical properties ([42]). Our failure to

reduce consciousness to any of those properties is therefore simply because it emerges

from those. Appealing to chaos theory, David Newman also argues that conscious-
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ness is an emergent property of the brain. Newman argues that some avenues to

materialist explanation are open, but that a complete materialist reduction is impos-

sible ([36]). Finally, Roger Sperry appeals to macro-determination to make his case

that consciousness is an emergent property that cannot be reduced to its underlying

material realization. Details of these theories will be given in Section 2.3.
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2.2 A Taxonomy of Emergence

In this section, I will try to obtain a more formal characterization of emergence. I will

do so by first extracting from the examples that we have seen a number of general

features that all these cases seem to have in common. Based on this, I will formulate

a basic definition of emergence.

2.2.1 Features of Emergence

Emergence seems to have the following features:

1. A first feature to emergence is the fact that emergent objects, properties, events,

or what have you, are supposed to emerge out of something. For example, in

the Game of Life we say that the gliders emerge out of the rules of the Game of

Life. Traffic jams emerge out of simple rules regarding speeding up and slowing

down, global flocking behavior emerges out of local interactions, and chemistry

emerges out of physics. Thus, there is always a natural cause for something to

emerge. Let us call that what emerges the emergent and that out of which the

emergent emerges the emergence base.

2. A second feature of emergence is that emergents are somehow different from the

emergence base. That is, gliders and their properties are of a different nature

from individual cells, pieces, and the rules of the game of life. New species that

evolve are also different from the ones from which they evolve. Emergents are

therefore novel in relationship to the emergence base, which is part of why their

relationship is so hard to comprehend. With different kinds of entities has to

come a new language or vocabulary to describe those entities. Hence, a related

symptom of emergence is the need for a new language.

3. A third feature of emergence is that the relationship between the emergence

base and the emergents are often ill-understood. This feature comes out in
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various ways:

• Given the emergence base, the emergence of emergent objects is often

surprising or unexpected. For example, the appearance of gliders in the

Game of Life is, merely by looking at the rules out of which they emerge,

indeed quite surprising. In his experiments with StarLogo, Resnick was

also frequently surprised by the obtained overall behavior as the result of

the application of certain rules.

• Given the emergence base, it is often hard to predict the emergents that

emerge, or even simply that something will emerge. Thus, given their rules

of local behavior, Resnick didn’t predict that the termites would gather

their food in bigger and bigger piles.

• Vice versa, given certain emergents it is also hard to induce what the

nature of the emergence base is, out of which the emergents emerge. For

example, the emergence base of a traffic jam was thought to have some

kind of explicit cause, such as a radar trap, but this turned out to be

completely unnecessary.

• The relationship between the emergence base and the emergents is often

hard to control. For example, suppose that we were asked to change the

rules of the Game of Life so as to produce a certain kind of pattern, say a

pattern that does not move diagonally or horizontally, but one that moves

around in big circles. In such a case, we would have a very difficult time to

find the changes that would do the job. In Hofstadter’s words, as recounted

by Clark, we can’t ’twiddle’ with the emergent properties by tweeking the

ones out of which they emerge ([11], p.110).

4. A fourth and final feature of emergence is that the emergence base often consists

of the interaction of multiple entities. For example, in the Game of Life, we

needed multiple rules and multiple cells and pieces for the gliders to appear.
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The above features need not be fundamental characteristics of emergence. For

example, some of these features may be mere consequences or symptoms of some-

thing deeper that we might call emergence. Other features may be what underlies

emergence, but aren’t features of emergence itself either. Thus, a basic definition of

emergence will have to await some further analysis.

2.2.2 The Paradox of Emergence

The first three features of emergence are rather interesting, in that they combine to

what I call the Paradox of Emergence. The paradox is as follows.

The second and third feature of emergence state that when something emerges,

it is something new and unexpected. For example, deer that emerge out of the forest

are not there at first, but then suddenly they are there. Emergence is thus often

used to describe that something funny is going on: something whose appearance may

even be quite mysterious given its initial lack of presence. However, the first feature

of emergence states that of course nothing mysterious is going on when something

emerges: there isn’t anything mysterious about deer emerging from a forest. The

Paradox of Emergence is therefore that something mysterious is going on and yet it

isn’t mysterious at all.

The Paradox of Emergence is easily resolved by pointing out that emergence is

psychologically or epistemologically mysterious, but metaphysically non-mysterious.

The coming into existence of the deer is indeed purely epistemological: we just didn’t

know the deer were there before they emerged. However, metaphysically the deer

were there all along. Same with the gliders in the Game of Life. The gliders are

considered to be quite different and unpredictable from the rules of the Game of Life,

but this doesn’t mean that the gliders are not the automatic result of the rules after

all.

I feel that the paradox of emergence reflects the very core of the notion of emer-
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gence. For example, the Game of Life was listed as a prime example of emergence in

that in here we strongly feel a paradoxical situation. We know that the gliders must

be a logical consequence of the rules of the game, and yet there is nothing in the rules

that would suggest any of that. We are therefore being pulled and pushed in two

different directions. It is this paradox, I contend, that characterizes emergence.

For this reason, I will not include the fourth feature of emergence in the defi-

nition of emergence. It may be true that interaction between multiple components

is necessary for emergence to take place but, as such, it will merely say something

about the mechanism that underlies emergence. On the other hand, the first feature

of emergence is a necessary ingredient to obtain the Paradox of Emergence, so that

feature will be included in the definition. This leaves the second and third feature.

We will have to include one or the other, or both. Below I will argue that only the

second feature should be included in the definition.

2.2.3 Emergence and Surprise

Emergence is a kind of relationship that doesn’t go away with time. That is, even if we

do understand how gliders come about by the rules of the Game of Life, we still want

to say that the gliders emerge out of these rules. To see this, notice the claim that

we understand how the gliders emerge out of the rules is a perfectly meaningful and

informative claim, and this would not be the case if part of the definition of emergence

is some lack of comprehension. Hence, any kind of surprise or unexpectedness is not

integral to emergence.

Another way of saying this is as follows. Given that something emerges from

something else, it is still an open matter of whether or not we comprehend why or how

the emergence took place. Thus, we either comprehend the emergence relationship,

or we don’t, or we do it somewhat. However, none of this affects our claim as to

whether or not some kind of emergence takes place. We do not say that something

really emerges, just because we have a really hard time understanding the relationship
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between the emergent and the emergence base. Neither do we say that things emerge

a little bit, just because we do comprehend the relationship to a great extent.

In fact, it does not seem to even make sense that things ’really’ emerge, or ’max-

imally’ emerge, or emerge ’just a little bit’: either something emerges, or it doesn’t,

and those are the only two options. Emergence does therefore not come in degrees

like our comprehension does. In sum, our comprehension as to how gliders are the

result of the rules is completely orthogonal to the claim that the gliders emerge out of

the rules. What is instead integral to emergence, seems to be the feature of novelty,

for also novelty seems to be an either-or kind of property: something is novel, or it

isn’t.

Indeed, it is conceivable that to some person, the gliders were never unexpected.

That is, once this person was given the rules of the Game of Life, this person imme-

diately foresaw the coming into being of gliders. However, while there is therefore no

surprise, this person would still claim that the gliders emerge out of the rules of the

game, and that is simply because the gliders are of a different nature than the rules.

Clark makes a similar point:

... what is unexpected to one person may be just what someone else

predicts - a canny engineer might design the pole-centering robot precisely

so as to exploit the interactions between basic components and the world

as a way of solving the charging problem. Yet the solution itself retains

the characteristic flavor of emergence, even if the outcome was predicted

from the start. ([11], p. 109)

Finally, although the above analysis shows that surprise is not a necessary part of

emergence, it is obviously still very much correlated with it. If A is determined by B,

yet A is also novel with regard to B, then it is very likely that we will be surprised to

find A as an automatic consequence of B, and that we don’t quite understand how
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A comes about by B. And, vice versa, the reason that we are surprised to find A

as a consequence of B, is often that A is of a different nature than B. Nevertheless,

the component of surprise has been delegated to a common (though not necessary)

symptom of emergence, rather than an inherent part.

2.2.4 A Basic Definition of Emergence

Reflecting the fact that emergence expresses a kind of paradoxical situation between

what is metaphysically going on and how we epistemologically or psychologically per-

ceive that, and given the above analysis that it isn’t necessarily the lack of compre-

hension, but rather the novelty that seems to go against the claim that the emergent

is simply an automatic result of the emergence base, we obtain the following basic

definition of emergence:

Emergence: Basic Definition A emerges from B if and only if A is the logical

consequence of B, even though A is of a different nature than B.

In this definition, A and B can be (sets of) properties, events, objects, laws, effects,

causes, or any other kind of type of entity that one can think of. The definition is

rather loose and general so as to encompass the many examples of emergence that

we have seen. In fact, in the rest of this chapter, I will try and make a taxonomy

of emergence, indicating the different ways in which the basic definition can be (and

has been) fleshed out. First, however, I want to discuss a number of definitions that

have been used in the literature that I do not like very much, and I will indicate my

reasons for doing so.

First of all, some definitions of emergence are based on the notion of non-linearity.

Alwyn Scott, for example, explicitly refers to non-linearity when talking about emer-

gence ([42]), and so does Steels when he refers to emergent phenomena as ’side ef-

fects’ ([50]). However, I don’t think that we should define emergence in terms of

non-linearity, simply because we don’t think in terms of non-linearity when making
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claims involving emergence. Claims about emergence are highly superficial claims:

no detailed analysis of what underlies the emergence is necessary in order for us to

express any kind of emergence claim. Thus, non-linearity may explain how it is that A

is determined by B and yet of a different nature than B), and it may even necessarily

be involved in any instance of emergence, but it does not constitute the notion of

emergence itself.

The same goes for definitions that appeal to the fact that emergents are the effect

of multiple underlying components and interactions (see the fourth feature of emer-

gence). Thus, Clark defines emergence in terms of collective variables, which are the

result of exactly such multiple interactions. However, although multiple interactions

may very well what is behind the emergence, I do not think that it constitutes the

emergence itself. Again, claims about emergence are more superficial than that.

Having rejected some definitions that merely seem to indicate certain causes of

emergence, there are also some definitions that merely indicate certain consequences.

For example, Steels defines an emergent entity as one that requires a new language

or vocabulary ([50]). However, this is better seen as a symptom of emergence. That

is, an emergent property requires a new language simply because it is of a novel kind,

and it is merely this novelty that constitutes the emergence.

And finally, some have tried to define emergence by using the difference between

controlled variables and uncontrolled variables. A controlled variable would be one

which can be regulated and manipulated by changing a single underlying compo-

nent, whereas an uncontrolled variable would require the manipulation of multiple

underlying components. Using this distinction, one could try and define emergents

as uncontrolled variables ([50]).

Once again though, this merely seems to be a mere symptom of emergence. In

particular, one can see how uncontrolled variables would be the result of non-linear

interactions between multiple components and, as such, this definition relates to the
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non-’twiddleability’ of emergents as discussed before. However, emergence simply

doesn’t seem to express such non-’twiddleability’. Indeed, the fact that emergent

structures such as the gliders in the Game of Life are hard to engineer, is something

we find out only once we intentionally try and develop rules that would lead to such

and other interesting structures. Before that, we already called the gliders emergent,

simply because although we know that they are the automatic result of the rules,

they are nevertheless of quite a different nature than the rules.

2.2.5 Horizontal and Vertical Emergence

When some emergent A emerges from some emergence base B, it holds that if B,

then A. The examples of emergence that we have seen reveal two ways in which this

if-then relationship comes about. First of all, there is the temporal relationship, i.e.

if B then, some time later, we will get A. We clearly recognize the temporal case in

the example of evolution. That is, starting with a population of certain organisms

in a certain environment, new kinds of organisms will emerge, over time, as a result

of evolution. In other cases, the if-then relationship is not temporal, but instead

reflects a certain difference between levels or perspectives. For example, once we fix

the physical constitution of something, we thereby presumably immediately fix its

chemical constitution too. Or, once we start the the Game of Life with the right

configuration, gliders are immediately present. It is just that chemistry exists at

a different (’higher’) level than physics, and that the rules of the Game of Life are

local, whereas the behavior of the gliders is global. We can therefore make a difference

between horizontal (over time) or vertical (between levels) emergence.

Horizontal and vertical emergence are not perfectly separated. For example, in

the case of the traffic jams, we may have something that constitutes both ingredients.

It takes a while for traffic jams to form, and the traffic jam exists at a different level

also. The same holds for the gathering behavior of the termites. In fact, one may

even say that any kind of perfect vertical emergence is impossible anyway, since it
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takes at least some time for properties to express themselves. For example, if we

would freeze time, or without any time at all, physical or chemical properties would

not be detectable or, arguably, maybe not even exist at all. Moreover, it seems as

if higher level or global properties need more time to express themselves than lower

level ones. Thus, it takes one generation for the rules of the Game of Life to reveal

themselves, but it takes quite a few to notice the gliders. So the distinction isn’t ideal

but, presumably, still useful for some kind of classification nevertheless.

In vertical emergence, the novelty is directly reflected by the difference in level or

perspective between the emergence base and the emergents. And it is this difference

in kind that makes it often so hard to comprehend the emergence relationship. In

horizontal emergence, the emergent being novel is more in the sense of it being new,

i.e. different from what we had at some point in time before. We should note,

however, that emergent entities are not always new, even in the case of evolution.

For example, it is conceivable that something evolves that has existed at some point

in time before already. In that case, it would not be exactly new, but it would still be

claimed to have emerged as a result of evolutionary processes, since it is still different

from its more direct predecessors.

Artificial Life researchers most often refer to emergence as an instance of horizontal

emergence. Thus, using evolutionary algorithms, Artificial Life researchers hope that

interesting creatures will emerge. However, Artificial Life researchers also investigate

things like the emergence of food gathering behavior by ants, which is an instance

of vertical emergence. Thus, when Artificial Life researchers talk about ’emergent

computation’ ([27]) or ’emergent intelligence’ ([1]), it is not always clear exactly which

kind of emergence they refer to.

Philosophers most often refer to emergence as a kind of vertical emergence. Thus,

philosophers of science contemplate the emergence of chemical properties from physi-

cal properties. Philosophers of mind try to figure out if, how, and from what cognition
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and consciousness emerges.

2.2.6 Weak Emergence and Strong Emergence

A second distinction between two classes of emergence is between what I call weak

emergence and strong emergence. Strong emergence claims that any kind of compre-

hension of the logical relationship between the emergents and the emergence base is

impossible. In other words, strong emergence claims that, for some reason or other,

there is some kind of in principle lack of comprehension. On the other hand, cases of

weak emergence are cases of emergence where some kind of comprehension is not in

principle impossible. Thus:

Strong Emergence A strongly emerges from B iff A emerges from B, and it is in

principle impossible to comprehend how B is determined by A.

Weak Emergence A weakly emerges from B iff A emerges from B, and it is not in

principle impossible to comprehend how A is determined by B.

Strong emergence makes a stronger claim than weak emergence: if it is impossible

to see how A is determined by B, then it will certainly not be obvious how A is

determined by B. However, just because it is not obvious how A is determined by

B, does not mean that it is impossible to see how A is determined by B. In the case

of the Game of Life, it is not obvious that the rules would lead to the existence of

gliders, but with a bit of effort one can see how the gliders are produced by the

rules nevertheless. The emergence in the Game of Life is indeed an example of weak

emergence, but not of strong emergence.

Philosophers sometimes refer to emergence as a kind of weak emergence. For

example, connectionists appeal to weak emergence when they state that cognition

emerges out of the complicated interactions within their neural models. Indeed,

although connectionists will claim that it may be very hard to reduce cognition to
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neural interactions, they do not state that such a reduction is in principle impossible.

Similarly, when situated cognition proponents claim that cognition emerges out of

the interaction of the agent with its environment, they do not claim any kind of in

principle irreducibility.

However, most of the times, philosophers talk about emergence as a kind of strong

emergence. In fact, although different philosophers fill in the details in slightly differ-

ent ways, emergence is usually seen by philosophers as having two components. The

first component is fleshed out in terms of realization, instantiation, determination,

causation, exhaustion, and several varieties of supervenience. For the second compo-

nent, philosophers have used unpredictability, nondeducability, and irreducibility.

Although I have argued that the basic definition of emergence should merely con-

tain the feature of novelty, this specific conjunction as embodied by strong emergence

really emphasizes the Paradox of Emergence. It is therefore no wonder that philoso-

phers are attracted to the notion of strong emergence for, if strong emergence can be

made into a coherent notion, then one may be able to use it to solve other paradoxes

within philosophy as well. We will see a specific instance of this in section 5.3 when

the problem of consciousness is discussed.
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2.3 Strong Emergence

The definition of strong emergence raises an immediate question: is this even a co-

herent notion? How can A be determined by B, yet it is in principle impossible to see

how this is so? Below we will encounter several ways that philosophers have tried to

make sense out of this. However, first we have to do a little history, for it is against

this historical background that the notion of strong emergence is best understood.

2.3.1 The Roots of Strong Emergence

As indicated before, the philosophical notion of emergence had its roots in the realm of

the philosophy of science. Discussions of the notion of emergence can be traced at least

all the way back to John Stuart Mill’s 1843 book A System of Logic. Although Mill

did not actually use the word ’emergence’, his examples and subsequent discussions

of what he called ’heteropathic effects’ clearly fall under the heading of ’emergence’.

Mill’s ideas were taken up by subsequent philosophers, most notably Bain, Lewes,

Alexander, Morgan, and Broad. This series of philosophers started using the term

’emergence’, and refined the concept to what it was as most prominently described

by C.D. Broad in his 1925 book The Mind and Its Place in Nature. In what follows,

I will exclusively focus on Broad, and refer the interested reader to McLaughlin’s

paper for an account on his predecessors ([34]). In fact, in this and the next section

I will closely follow McLaughlin’s excellent exposition on the roots of emergence and

British Emergentism.

In explicating this notion of emergence, Broad considers three different ways in

which one can view the properties of macroscopic wholes to come about by the prop-

erties of their microscopic components and their structure. All these three views hold

that the properties of the whole are determined by their parts and their structure, i.e.

anything with the same microstructure automatically has the same macroproperties.

However, the three views differ in the way they claim how these macroproperties come
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about.

The first view is expressed by component theories. Theories of this type explain

properties of a whole by pointing out properties of a single part. An example of this

kind of theory is when we explain a certain property of chemical compound by the

presence or absence of a certain chemical subcomponent of that compound. Broad

himself offers the infamous position of vitalism as another example of a component

theory. To see this, remember that vitalism explained the difference between living

objects and non-living objects in terms of ’entelechies’, or vital spirit. Thus, living

objects have an entelechy, but non-living objects do not, and it is therefore again a

specific part of the whole that does all the explanatory work. In short, a component

theory accounts for the properties of a whole by a direct reference to properties of

one particular part.

The other two types of theory do not appeal to a single component, but instead

appeal to the way the multitude of components are structured in order to explain the

property of the whole. However, they do so in two different ways. First, mechanistic

theories hold that properties of the whole can be derived from laws that express the

properties of these parts in isolation or as present in certain basic configurations with

other parts. Broad gives the example of a clock. The behavior of a clock, Broad states,

is not explained by appealing to a single component within. Rather, the behavior

of the clock is explained by appealing to the configuration of its components, their

properties, and their intricate causal relationships, all according to the basic laws of

mechanics. So, since a satisfactory explanation can be given in terms of basic laws

pertaining to the components of the whole, the explanation is of a mechanistic type.

On the other hand, emergent theories hold that no such derivation is possible. An

emergent theory about some property of a whole claims that this property cannot be

predicted from the microstructure of this whole, and from the basic laws that hold

for the components of this microstructure. Thus, although the behavior of the whole
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is fully determined by its microstructure,

the characteristic behavior of the whole could not, even in theory, be

deduced from the most complete knowledge of the behavior of its compo-

nents, taken separately or in other combinations, and of their proportions

and arrangements in this whole. ([5], p.59)

According to Broad, it is these unpredictable properties that are emergent prop-

erties.

Notice that in this account we clearly recognize the basic notion of strong emer-

gence as defined earlier. From here on, however, different varieties of strong emergence

have been developed, depending on how details are filled in.

2.3.2 British Emergentism and Metaphysical Emergence

The first variety of strong emergence is given by how Broad himself filled in the details

of his position. Unfortunately, Broad is not absolutely clear about these details, and

different philosophers have indeed taken Broad’s claims about emergence to mean dif-

ferent things. Nevertheless, I think that McLaughlin’s interpretation is the preferred

one, and I will follow this interpretation. McLaughlin calls this interpretation British

Emergentism.

The confusion with regard to Broad’s claims centers around the question in what

way Broad proposed certain properties to be ’unpredictable’ or ’non-deducible’. Basi-

cally two answers have been given. Both Klee and Newman maintain that the source

of the unpredictability lies with the one that has to make the prediction ([30], [36]).

On the other hand, McLaughlin argues that Broad was making a statement about

that what needs to be predicted. In short, the debate is whether Broad’s unpre-

dictability statement is, respectively, more epistemological or more metaphysical in

nature.
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I genuinely think that McLaughlin has the better of this debate. His scholar-

ship seems to have been very thorough and, on reading Broad myself, McLaughlin’s

interpretation of Broad is by far the most compelling. For example, McLaughlin

points out that Broad explicitly states that the non-deducibility is not due to any

perceptual or mathematical limitations. Broad also states that if certain properties

of silver-chloride are emergent, then

... a mathematical archangel, gifted with the further power of perceiving

the microscopic structure of atoms as easily as we can perceive hay-stacks,

could no more predict the behavior of ... silver-chloride without having

observed samples of those substances than we can at present. And he

could no more deduce the rest of the properties of a chemical element or

compound from a selection of its properties than we can. ([5], pp.70-71)

The archangel that Broad has in mind is of course similar to the famous math-

ematical demon as put forward by Laplace. Laplace claimed that by knowing all

the basic laws that hold in the universe, a mathematical demon could predict all the

future states of our universe. Using this imaginary being, Laplace was making the

metaphysical claim that the universe is deterministic. It is reasonable to assume that,

likewise, Broad is using this notion of some imaginary being with absolute powers to

make a metaphysical claim.

However, exactly what metaphysical claim is Broad making? That is, what is it

about the nature of emergent properties that prevents a mathematical archangel to

predict them? A major clue can be found in the following quote:

I know no reason whatever why new and theoretically unpredictable modes

of behavior should not appear at certain levels of complexity, or why

they must be explicable in terms of elementary properties and laws of

composition which have manifested themselves in less complex wholes.

([5], p.73)
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This quote is the most revealing quote as to how Broad conceives the nature of

emergence. Apparently, Broad thinks that it is possible that certain fundamental

laws of nature only come about once a certain complexity has been obtained. These

laws are fundamental in that they are not the mere logical result of applying the laws

that hold for configurations with less complexity to the more complex configuration.

Rather, they are new, additional laws that go beyond such resultants.

It is because of such new and additional laws, pertaining only to objects with a

certain complexity of microstructure, that the basic laws, pertaining to objects with

a less complex microstructure, do not provide a complete description of what goes

on in certain complex wholes. In other words, the unpredictability is due to the fact

that the person that has to make the prediction does not have sufficient information

to make the correct prediction, as long as the components have only been studied

separately or in other complexes. Nevertheless, the application of the new law is fully

determined by the microstructure, meaning that emergent macro-properties are also

fully determined by its microstructure.

Broad notes that the existence of such new and additional laws is an empirical

matter. That is, advances in science will have to point out whether or not such kinds

of laws exist. However, Broad thinks that there is a good chance that such laws exist.

British Emergentism is therefore the position that such laws do indeed exist.

To better illustrate the position of British Emergentism, McLaughlin introduces

the notion of configurational forces. A configurational force is a fundamental force

of nature in that it does not reduce to the gravitational, electromagnetic, and nu-

clear forces that modern physics has laid bare. However, unlike these latter forces,

configurational forces obtain only once a certain configurational complexity has been

obtained. An example of a configurational force would be a fundamental force that

applies to certain chemical compounds with a certain microstructure to them, whereas

for anything without such a microstructure, this force does not apply.
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To further explain this idea, notice that something like the gravitational force

takes two mass-objects for it to apply, and not one. So even for the fundamental

forces that we know, some minimal amount of microstructure must be present in

order for them to apply or be observed. The idea of configurational forces simply

extends this idea to rather complex microstructures.1

The idea of configurational forces directly relates to the idea of what has been

called downward causation, also referred to as macro-determination. Downward cau-

sation is the idea that macro-states cause or determine micro-states. Now, as Klee

points out, macro-states do cause micro-states in some kind of trivial way. To use

a well-used example, if a rubber tire rolls downhill, then the movement of a single

particle within the tire can easily be predicted by appealing to the states that the

tire goes through. In a very real way, the states of the tire do in fact determine

the location and movement of the particle. However, none of this goes against the

fundamental laws of physics. Indeed, one could predict the movement of the particle

also by referring to the place that particle has in the whole particle structure of the

tire, the forces that hold those particles together, and the gravitational and normal

forces that work on those particles. The fact that the states of the tire can be used

to predict the movement of the particle is therefore merely a logical consequence of

a set of laws that hold at the micro-level ([30]). One may therefore see this a case of

’macro-explanation’ rather than ’macro-determination’.

On the other hand, real macro-determination is when a whole affects its parts

without that being the mere logical result of some set of micro-laws. Such “downward”

causation would thus go against the principle of micro-determinism, i.e. the principle

that ’parts determine wholes’ ([30], p.44). The existence of configurational forces

would present exactly such a case. It would be as if the whole would have a mind of
1I had wanted to illustrate the idea of configurational forces using the Game of Life, introducing

a new rule that would only apply to certain complex configurations of cells. However, I soon realized
that this is impossible, because the current rules are such that adding a new rule would have to go
against the current ones (trivial exceptions aside). The problem is of course that the rules aren’t
additive like forces are.
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its own, affecting itself, and thereby its parts.

One may object to the idea of downward causation in that it is always possible

to describe the macro-effects or configurational macro-laws at a micro-level. Thus

one can always postulate micro-laws to account for cases of macro-determination,

save micro-determinism, and simply deny the existence of any downward causation.

However, O’Connor correctly replies:

But this does not motivate the repudiation of the presence of emergent

properties. For the laws adequate to describe the quirky phenomenon will

themselves have a very odd complexity, involving tacked-on disjuncts to

cover the special cases. And this, surely, demands explanation in terms of

the properties of the object exhibiting the strange behavior, an explana-

tion that the postulation of an emergent property seems to provide. ([38],

p.98)

In other words, a redescription at a different level could become so enormously

complex that all of its explanatory power would be lost. Indeed, following the same

reasoning of the above objection, one could similarly argue for macro-determinism,

i.e. that everything is macro-determined. However, describing reality from a macro-

determinist point of view would be utterly impractical, and instead we have a firm

micro-determinist view of the world, because it allows for a (relatively!) simple de-

scription of the world. The bottom line is therefore that we choose to describe and

explain things that have a wide explanatory power, so if there are configurational

forces, then we should recognize them as such, and accept that downward causation

exists.

McLaughlin writes that one may also claim that downward causation and the exis-

tence of configurational forces would go against the laws of motion (such as Newton’s

laws). Such a person would argue that the existence of configurational forces implies

that objects would move in different ways than if configurational forces do not exist.
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However, McLaughlin replies, such a person would be confused. It is true that objects

can behave differently in the presence of configurational forces than in their absence,

but this forms no breach of the laws of motion. To see this, notice that all that is

introduced with configurational forces is an extra force. This extra force combines

with familiar physical forces such as gravitational forces and electromagnetic forces

to determine the total force that is applied to an object. And finally, this object will

then move in total accordance with the laws of motion.

Another bad reason to deny the plausibility of configurational forces is that they

would go against energy conservation laws. It is true that configurational forces

introduce new forms of energy, but once we have accounted for these sources of

energy, then it can still be true that energy is conserved during physical events.

Configurational forces can therefore be treated as any other fundamental force in

any of these respects. Indeed, just like the discovery of the strong and weak nuclear

forces, the discovery of configurational forces would rock the scientific community, but

it wouldn’t overthrow physics in the two aforementioned respects. Configurational

forces would simply be added to the repertoire of fundamental forces of nature that

we know of.

In sum, there is no logical or a priori reason to deny the existence of configurational

forces or downward causation, and we therefore have to agree with Broad that the

existence of his proposed possible new laws is only an empirical matter.

Nevertheless, almost anyone believes that everything reduces to a small set of fun-

damental physical forces. As stated above, we have a firm belief in micro-determinism.

One may therefore wonder why Broad believed that there was a good chance that

there are configurational forces. Fortunately, this is easily explained. As McLaughlin

points out, the reduction of various chemical properties to quantum mechanical prop-

erties was found only after Broad published his book. At the time of Broad’s writing,

it was in fact utterly mysterious how properties of chemical compounds could reduce
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to underlying physical properties. Indeed, as the example of the archangel and the

silver-chloride also shows, Broad based his belief mainly on the seeming irreducibility

of chemical properties.

Finally, as McLaughlin points out, Broad’s book marked the temporary end of

British Emergentism, which was in no doubt due to the successes of reducing chemical

properties to quantum processes. However, the ideas of configurational forces and

downward causation have found a new area of application: consciousness. More

about that, however, in section 5.3.

2.3.3 Epistemological Emergence

The early (British) Emergentists phrased their position in terms of the ’unpredictabil-

ity’ of certain properties. Although they most likely used ’unpredictably’ to express

the kind of metaphysical claim as we have seen, subsequent philosophers have picked

up on the epistemological aspects that seem to be inherent in this term. This section

lists a number of epistemological notions of strong emergence. However, before doing

so, let me first point out two possible pitfalls in trying to come up with such notions.

First of all, it may seem attractive to some to try and flesh out epistemological

emergence in terms of non-deducibility, i.e. using some kind of mathematical limit to

deduction such as Gödel’s Incompleteness results. Indeed, Hempel and Oppenheim

take anything to be emergent as long as it is not deducible in very much this sense

([28]). However, there is a major problem with such an approach.

Suppose that we want to know whether some set of chemical properties emerge

from some set of physical properties. We thus formally describe the physical prop-

erties, and see whether or not we can formally deduce the chemical properties from

them. Well, if all we did was describe the physical properties, then obviously, we

cannot derive any chemical properties, simply because we lack the terms for these

chemical properties. Thus, all chemical properties would automatically be emergent
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unless we add terms for these and, moreover, somehow hook up the physical predi-

cates with the chemical predicates. The resulting statements that do this are called

’bridge laws’, and are of the form: “everything with physical properties such and so

has chemical property this and that”. However, notice that with such kinds of state-

ments, one can hook up anything, whether it emerges or not. In other words, formal

deduction is completely the wrong medium in which to try and capture emergence.

To circumvent the problems of formal deducibility, we therefore have to use a more

informal notion. Thus, we start with what we know about physical and chemical

objects and properties, and we simply try to explain how chemical properties are an

automatic consequence of certain physical properties. In other words, the goal is try

to understand the nature of the bridge laws rather than trying to derive them or

exploit them in a derivation. If we can’t conceptually grasp these bridge laws, then

we have a true case of epistemological emergence ([2]).

However, there is a second potential pitfall that we need to avoid. For where we

may be unable to understand the relationship between the emergence base and the

emergents at one point in time, we may still be able to understand this at a later

point in time. For example, before quantum mechanics, it was not clear how chem-

ical properties were an automatic consequence of physical principles, but quantum

mechanics has shown us how this is so. Hence, as our knowledge grows and our the-

ories develop, things may change status from emergent to non-emergent. However, a

claim that states that A strongly emerges from B is a claim about how A and B, in

some absolute way relate, not a claim about the fact that we currently happen to not

understand this relationship ([48]).

The following notions of epistemological emergence seem to avoid these pitfalls. I

have classified these strategies into two categories:

1. Conceptual Emergence

Conceptual Emergence is when the in principle irreducibility of A to B lies in
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the fact that our concepts of A and B may leave out certain aspects of A and

B as they metaphysically exist. Because of this, any kind of reduction may

become impossible.

One example of an appeal to conceptual emergence can be found in McGinn’s

Mysterianism. McGinn suggests that although consciousness supervenes on

physical processes, our concepts are such that we can’t understand that this is

so ([33]).

2. Theoretical Emergence

Theoretical Emergence takes place when the in principle irreducibility of A to

B lies in the fact that, even though we may have a complete picture regarding

A and B, we are still unable to make the connection between A and B.

For example, Van Gulick argues that theories can differ in kind along a number

of dimensions, including the causal role of the theory-user in the theory, the

role of indexical elements, and individuation principles (e.g. do we describe

entities relationally or instrinsically, historically or causally, etc.). Because of

fundamental differences along such dimensions, theories may become irreducible

to one another ([53]).

As another example of theoretical emergence, Newman appeals to the nature

of chaotic processes, in which minute changes in initial conditions may result in

big overall changes. These changes can be arbitrarily small while still having a

substantial effect. Since any prediction can only approximate the initial condi-

tions to a finite degree, the effect may become in principle unpredictable and

thus irreducible ([36]).
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I believe that in about fifty years’ time it will be possible to programme

computers, with a storage capacity of about 109, to make them play the

imitation game so well that an average interrogator will not have more

than 70 per cent chance of making the right identification after 5 minutes

of questioning.

Alan M. Turing (1950)

3 Computationalism

Computationalism is the belief that cognition is the application of computational

processes. As such, Computationalism tries to provide a broad framework within

which the work of cognitive science can proceed. However, Computationalism has

been under attack from a variety of directions, most notably by the Chinese Room

argument to which I devote all of chapter 4. In this chapter, I will try and make the

claim of Computationalism precise, and give supporting arguments for it. I will also

discuss some misguided attacks on Computationalism.

To defend computationalism, I identify and explicate in section 3.1 a number of

basic intuitions that drive computationalism. In section 3.2 I discuss in more detail

what a computation is. In section 3.3, I make an important distinction between two

different notions of computation, which is a distinction that is not often acknowl-

edged, and which has subsequently led to some misguided arguments for and against

computationalism. I also apply the distinction to computability theory.

40



3.1 The Argument for Computationalism

This section presents the argument for computationalism.

3.1.1 Cognition and Behavior

Computationalism claims that cognition can be understood and explained within a

computational framework. Now, half the job of seeing what it takes to explain some

phenomenon is to get clear on what the phenomenon is that needs to be explained.

Hence, the first step to make the claim of computationalism plausible is to get clear

on what we mean by cognition.

Unfortunately, getting clear on what we mean by cognition is a rather sticky is-

sue, as many different kinds of entities fall under the umbrella of cognition. There

are hopes, hates, and desires. There is knowledge and belief. There is learning, antic-

ipating, and thinking. There are ideas and concepts. There is perception. There are

conscious processes and unconscious processes. There is phenomenal consciousness

itself. There are cognitive states, properties, and processes. There is higher-order

cognition and lower-order cognition. The list seems endless and many-dimensional.

Where do we begin?

A good start may be to realize what the source is of this plethora of notions,

and most likely this is behavior. That is, with the possible and notable exception

of consciousness, it seems that we have introduced the vocabulary of cognitive and

mental terms in order to explain why certain things behave the way that they do.

Thus, we explain someone’s actions by referring to this person’s hopes, beliefs, and

desires.

A second thing to notice is that for most kinds of behavior, we don’t appeal to

cognitive processes at all. The behavior of inanimate objects can usually be explained

in purely mechanical terms, and relatively simple behavior of animate objects, such as

bodily reflexes and the sun-following behavior of plants can often be explained without
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recourse to the cognitive vocabulary either. However, once we start to consider the

really complex kind of behavior, as especially exhibited by us humans, the typical

mechanical, physical, biological, or chemical stories start to fail as a satisfactory

explanation. Hence we introduce such psychological concepts as beliefs, memory,

learning, etc.

One immediate implication of seeing cognitive entities as part of the explanation

of behavior, is that we shouldn’t define cognitive entities in terms of behavior or

behavioral dispositions, as Behaviorism seems to do. For, if we would do so, the

resulting explanation would become just as circular as explaining that opium puts

you to sleep by saying that opium has sleep-inducing powers. Thus, although we

may say that behavior is indicative of cognition, we shouldn’t say that it constitutes

cognition.

However, what then exactly is the relationship between cognition and behavior?

And, ultimately, what is cognition itself? The next section provides an answer.

3.1.2 The Turing Test and Information-Processing

In his famous 1950 paper ’Computing Machinery and Intelligence’, Turing tried to

address the question whether computers can think, and proposed the Turing Test

to answer this question ([52]). Roughly, the Turing Test is as follows: you are put

in a room with a computer terminal. Using the terminal, you communicate with

someone who is in another room. However, this other person may be a computer. It

is therefore your task to find out whether you are communicating with a person or

with a computer, asking any questions or making any comments you want. If it turns

out that you are communicating with a computer, but you are unable to discriminate

the computer’s responses from the responses of a real person, then we can consider

that computer to be intelligent. Thus, Turing proposed that computers can think if

they can pass the Turing Test.
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Notice that the Turing Test reflects the earlier stated idea that behavior is indeed

indicative of cognition, in that highly complex behavior requires certain cognitive

attributes. Thus, Turing claims, if a computer displays that kind of behavior, then

we must attribute those cognitive attributes to the computer.

Turing claimed that it would be possible for a computer to display such behavior,

and hence that computers can indeed be intelligent (see the quote at the beginning

of this chapter). However, no computer has ever passed the test. In fact, for the

past number of years, a variety of the Turing Test has been conducted where the

interrogator talks with a computer program (or real person) about one particular

topic, and even in that case, interrogators can quite easily distinguish between the

computers and the humans.

It would be a grave mistake, however, to regard this as somehow going against the

Turing Test. In particular, although one may take the failure of the computers to pass

even this restricted version of the Turing Test as evidence that computers will never

be intelligent, it does not show that the Turing Test is a bad test for intelligence. In

fact, the failures are evidence that it is a reasonably good test: Apparently it is really

hard to hold up a conversation with no further restrictions, which is exactly why

Turing claimed that 5 minutes should be about all that the interrogator would need

to conclude that he or she is dealing with an intelligent being. In fact, the computer

programs that enter these kinds of restricted Turing Tests often work by having stored

a whole array of prepackaged responses which, of course, is not reflective of any kind

of true knowledge regarding the subject. Hence, the fact that such programs can’t

hold up a genuine conversation is exactly what one would expect and this result

is therefore further support for the claim that the Turing Test is a decent test of

intelligence.

Some people object to the Turing Test by saying that it only tests for human

intelligence. That is, other kinds of intelligence would presumably not pass the Turing
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Test, and hence the Turing Test is a bad test for intelligence in general. Some also

point out that one better be able to communicate in whatever language it is that

the interrogator communicates in. And the fact that Stephen Hawking is physically

unable to type in responses to the interrogator surely should not mean that he is not

intelligent!

However, Turing never meant the Turing Test to be a test for intelligence in

general. The only claim that Turing was making is that if a computer were to ever

pass the Turing Test, then we are dealing with an intelligent being. Turing did not

claim that every intelligent being would pass the Turing Test. In other words, Turing’s

point is that intelligence is necessary for certain behavior, but not sufficient. The fact

that all kinds of cognitive activity can occur without there being any behavior that

would reveal such cognitive activity, doesn’t go against this claim.

There is still on ongoing debate whether or not the Turing Test is a definitive test

of intelligence. For example, just as we may misjudge a person’s cognitive abilities

through his or her observable behavior, we may mistakenly attribute intelligence to

a computer as well. However, the outcome of this debate isn’t really of my concern

here. What is of concern, is the fact that the Turing Test regards a very specific kind

of behavior as indicative of intelligence. Indeed, notice that the computer is supposed

to answer questions and have a conversation, rather than to catch frisbees or run a

mile. In fact, the screen between the interrogator and the interrogated is not just

so that the interrogator can’t see who or what it is that is on the other end of the

communication line, but it also there as a reminder that all kinds of physical behavior

is simply irrelevant when it comes to judgments of being intelligent.

The Turing Test thus reflects our intuition that the cognitive abilities of a physical

system are not revealed by its superficial physical abilities to do jumping-jacks, nor

by such features as its shape, form, size, color, or weight. Indeed, Turing’s insight

was that the fact that computers are superficially very unlike humans should have
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no bearing on their attribution of cognitive abilities. In particular, the set-up of the

Turing Test makes it clear that it is instead the kind of behavior that requires the

processing of information that reveals one’s intelligence. In other words, intelligence

seems to be associated with information processing.

Now this makes a lot of sense, as many cognitive entities are indeed reasonably

well analyzed in terms of information. For example, beliefs, hopes, desires, etc. all

have a certain informational content. Perception can be understood as the extraction

of information from the environment. Thinking, inferencing, predicting, and antic-

ipating are information-processing processes. And so on. Moreover, it is especially

the kinds of intelligent, higher-order cognitive processes that seem to allow some kind

of information-processing description, and it is exactly these kinds of cognitive pro-

cesses that are deemed ’more’ cognitive than others. Trying to understand cognition

in terms of information-processing is indeed widely accepted by psychologists and

artificial intelligence researchers alike.

However, the information-processing intuition is exactly what drives the thesis

of computational sufficiency. In section 3.2, we will see that the instantiation of

some computation gives rise to information-processing properties. Therefore, if one’s

cognitive properties can be analyzed as information-processing abilities, then one’s

cognitive properties will be the result of the instantiation of some computation.

3.1.3 Cognition and the Brain

There is all kinds of evidence that the brain plays an important part in our cognitive

abilities. For example, organisms that display the kind of complex behavior so that

we attribute cognitive abilities to them invariably turn out to have a brain, or at

least some developed nervous system. Also, physical or chemical changes to the brain

have obvious effects on our cognitive abilities. The brain and cognition thus seem

intimately related.
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In fact, empirical evidence for computationalism can be found by making some

observations about the brain. The most important observation that we can make

here, is that the brain is in certain respects quite unlike any of the other organs that

we have. In particular, much of the neural activity within the brain isn’t to excrete or

absorb anything chemical, and it doesn’t move anything physical. Indeed, Aristotle

was quite confused as to what the brain was doing in our body, and thought it was

some kind of temperature-regulating organ.

However, it turns out that the underlying physical details of any information-

processing system are quite irrelevant when it comes to its information-processing

capabilities. All that matters for a system to be able to process information, is that

the system realizes a specific kind of highly abstract functional organization. Details

of this claim and support for this claim will be given in section 3.2. However, we

can intuitively understand this result by realizing that all kinds of physical details

of computers are completely irrelevant when it comes to their information-processing

capabilities. Indeed, as long as we retain certain abstract causal relationships between

the individual components of a computer, we can see that their size, color, weight,

location, and other physical properties doesn’t matter. In fact, computers can be

made out of a wide variety of materials, as long as those materials are able to support

a certain kind of abstract causal topology.

This means that if the role of the brain in our body is to process information,

then we can understand why much of the activity of the brain doesn’t seem to have

any direct relevance to the functioning of our body from the standpoint of physics,

chemistry, or biology, because those are simply the wrong standpoints to take in order

to try and understand the role of the brain and nervous system. Thus, the fact that

the brain is made out of certain chemicals, and physical details such as the neurons’

size, shape, and location appear to be arbitrary because, from the standpoint of

information-processing, they really are arbitrary when it comes to the implementation

of some abstract functional organization.
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The fact that the brain is so different from all other parts of our body is therefore

perfectly compatible with seeing the brain as an information-processing system. In

fact, this is exactly how we nowadays understand the role of the nervous system and

the brain: it is to send, receive, store, and massage information. We have there-

fore empirical evidence that there is indeed an information-processing unit behind

our observable complex behavior for which we introduced the cognitive vocabulary.

Hence, cognition and information-processing become one and the same, and since

information-processing requires nothing more than the instantiation of some compu-

tation, we thus have empirical evidence that cognition reduces to the instantiation of

computations.

3.1.4 The Objection from Situated Cognition

Some people believe that considerations of the brain can actually be used against the

claim of computationalism. For example, proponents of Situated Cognition believe

that our cognitive properties rely only partly on our brain. To list some well-known

cases, paper and pencil are integral parts of me being able to do multiplication ([29]),

re-arranging tiles may prompt words for Scrabble ([24]), and physically rotating pieces

in the game of Tetris helps me find slots ([25]).

In particular, let us consider the case of Otto, who suffers from Alzheimer’s disease,

and carries a notebook with him to remind him of important information ([12]).

Instead of his brain, Otto thus uses his notebook as his memory. However, that

means that in order for Otto to process the information in his notebook, Otto needs

to read his notebook. And, that action relies on some very specific physical abilities

on Otto’s side. For example, Otto needs to physically open the notebook, and turn to

the right page, and Otto’s eyes need to have certain physical characteristics in order

to read the notebook. At the same time, the notebook itself has physical constraints

as well in order to serve as Otto’s memory. Thus, although the physical details of

Otto’s brain don’t matter when it comes to Otto’s memory, physical details of the rest
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of Otto’s body and his environment do matter when it comes to cognition. Hence,

it seems that mere computational processes are not sufficient to instantiate at least

certain kinds of cognitive abilities.

Chalmers responds to this objection against computationalism as follows:

Some mental properties ... depend on the environment being a certain

way. Computational organization ... cannot determine the environmen-

tal contribution, and therefore cannot fully guarantee this sort of mental

property. But this is no problem. All we need computational organiza-

tion to give us is the internal contribution to mental properties: that is,

the same contribution that the brain makes (for instance, computational

organization will determine the so-called “narrow content of a belief, if

this exists ...). The full panoply of mental properties might only be de-

termined by computation-plus-environment, just as it is determined by

brain-plus-environment. These considerations do not count against the

prospects of artificial intelligence ([6])

However, Chalmers’ response is far from optimal. If Chalmers agrees that certain

cognitive properties are determined by non-computational elements, then computa-

tionalism must be restricted to a subset of cognitive properties, and that is not what

computationalists want to claim. In fact, it may turn out that quite a few of our cog-

nitive abilities rely on non-neural elements, in which case computationalism would

lose quite a bit of its force.

A much better response is to say that even when non-neural elements of the body

and environment are relevant to certain cognitive properties, those cognitive proper-

ties are still presumably had by an abstract functional organization corresponding to

a computation. This organization as not implemented by the brain alone, but also

partly by the body and the environment. And, presumably, the cognitive properties
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are the result of that abstract organization, and do not depend on physical implemen-

tational details after all. In other words, the trick is to simply claim that the relevant

computational organization in virtue of which we have certain cognitive properties

lies beyond the boundary of our skull and body.

As an example, go back to Otto. It is true that we do indeed have the physi-

cal requirement that the physical characteristics of Otto’s notebook have to ’match’

the physical characteristics of Otto’s body. However, that is just a straightforward

consequence of the particular way in which the relevant functional organization is

physically implemented in this particular case. That is, of course there are certain

physical requirements on systems instantiating a computation: inside a computer,

the physical characteristics of the chips have to ’match’ the physical characteristics of

other parts of the computer as well. Without such a match, the causal topology of a

computer in virtue of which it has certain information-processing capabilities would

simply be lost. Similarly, if the functional organization in virtue of which Otto is able

to recall information is implemented not only by his brain, but also by his body and

environment, then all kinds of physical relationships have to be maintained.

However, notice that we can still make all kinds of physical changes to the system

as a whole without changing any of the relevant functional organization (e.g. we can

change the color of Otto’s notebook; we can make the notebook out of a different

material, etc. etc.). Thus, just as with any system that instantiates a computation,

implementational details can be varied to a great extent. And yes, if we were to

dramatically change the size of Otto’s notebook so that Otto would no longer be able

to read the notebook, then Otto’s memory would be lost. But this doesn’t refute

computationalism, because we would in fact be making a change to the relevant

organization.

Some proponents of Situated Cognition may argue that if cognition is situated, is-

sues of timing and speed become important and that therefore, since any instantiation
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of a computation does not say anything about its speed, computationalism must be

false. For example, my ability to find slots for the pieces in Tetris crucially depends on

my brain being fast enough to make me rotate the pieces in time. Non-computational

aspects of the brain are therefore important as well.

Once again, however, this argument assumes that the relevant organization in

virtue of which I have certain cognitive abilities is implemented by my brain alone.

So, in order to defend computationalism, one simply has to claim that the relevant

organization implemented by the brain, body, and environment.

And yes, there are all kinds of timing and speed issues involved in order to realize

such functional organizations. For example, the components within my computer

need to be timed in relation to other components in order to instantiate a certain

computation. Without the right timing between the components of my computer, it

would no longer work. However, as long as these timing relationships are satisfied,

any kind of absolute speed of the system as a whole is no longer important. Indeed,

I can run my computer at different speeds, and it will still have the exact same

information-processing capabilities. The same holds for someone playing Tetris. Yes,

if the brain isn’t fast enough, then I will lose my ability to find slots for the pieces.

However, the relevant functional organization that allowed me to find those slots has

thereby been destroyed as well.

In sum, if situated cognition is right, then the relationship between cognition

and the brain is not as straightforward as one may think, but this does not mean

that computationalism is false. What it does mean, however, that arguments for

computationalism that are merely based on the nature of the brain become suspect,

since the brain alone may not be the relevant organization implementing our cognitive

properties. Therefore, the best way to defend computationalism is by arguing that

cognition is intimately linked to information-processing, and go from there.
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3.1.5 Chalmers’ Argument for Computationalism

In this section, the presented argument for computationalism is compared to the

argument for computationalism given by Chalmers ([6]).

Chalmers tries to make a link between cognition and computation through the

notion of the abstract functional organization we saw above. That is, according to

Chalmers, computations are implemented by a system’s abstract causal topology.

Moreover:

Psychological properties, as has been argued by Armstrong (1968) and

Lewis (1972) among others, are effectively defined by their roles within

an overall causal system: it is the pattern of interaction between different

states that is definitive of a system’s psychological properties. Systems

with the same causal topology will share these patterns of causal interac-

tions between states, and therefore, by the analysis of Lewis (1972), will

share their psychological properties ([6])

In other words, psychological properties reduce to an abstract causal topology, and

hence to computations, since there is nothing more to instantiating a computation

than having a certain causal topology.

Chalmers’ argument seems waterproof, but on closer inspection, it actually has a

number of problems. Now, as Chalmers states himself, every physical system embod-

ies some causal topology and, in fact, everything embodies many causal topologies,

depending on how thin or thick you slice up that system. Thus, the question becomes

which causal topology is relevant to cognition. Chalmers writes:

Any system will have causal topology at a number of different levels, For

the cognitive systems with which we will be concerned, the relevant level

of causal topology will be a level fine enough to determine the causation
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of behavior. For the brain, this is probably the neural level or higher,

depending on just how the brain’s cognitive mechanisms function.

This quote already reveals two small problems. First, Chalmers apparently takes

the brain quite central in his argument. However, as we saw in the previous section,

this can be quite dangerous. If situated cognition is right, then the relevant causal

organization goes beyond the boundaries of the brain. In fact, by focusing on the

brain, we saw that Chalmers had to make a very awkward move in response to

the objections of situated cognition. Second, it seems that Chalmers equates the

causal topology of neurological states with the causal topology of psychological states.

However, even if we assume that the relevant causal organization is instantiated by

the brain alone, our intuition is that the causal topology of psychological states is a

much more abstract kind of topology than the topology of neurological states.

These two problems probably have a common source. By following Armstrong and

Lewis, Chalmers adopts the view of Functionalism, which states that “the essential

or defining feature of any type of mental state is the set of causal relations it bears

to (1) environmental effects on the body, (2) other types of mental states, and (3)

bodily behavior.” ([9]). Indeed, presumably this is why Chalmers stated that the

relevant causal topology would be the one that determines the causation of behavior.

However, it doesn’t follow from that that the kind of causal topology as referred to by

Functionalism would be a neurological kind of topology. It is true that neurological

states are intimately linked to behavior, and in fact provide one with a kind of micro-

explanation as to the observed behavior. However, explaining behavior in reference

to the causal topology of psychological states is an explanation at a different level.

In fact, consider Otto. Otto’s mental states are not only determined by his neu-

rological states, but also by other aspects of his body and his environment. Thus, if

we explain Otto’s bodily behavior by appeal to Otto’s mental states, we are giving

some kind of macro-explanation that explains Otto’s bodily behavior partly in terms
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of environmental aspects outside of Otto’s body. Indeed, in Otto’s case, a micro-

explanation would be quite unsatisfactory. Thus, by requiring a micro-explanation of

behavior, Chalmers runs into both problems at once.

Chalmers’ argument can be saved from both problems by simply not speculating

at which level the relevant causal topology of psychological states exists. However,

doing so highlights the real problem with Chalmers’ argument. For if Chalmers

doesn’t say what the nature is of the causal organization of psychological states in

virtue of which a system has its psychological properties, then it is not clear that that

organization is indeed the kind of causal organization associated with the instantiation

of a computation.

To see this, notice that there are many ways to talk about ’abstract causal organi-

zations’. For example, consider a car. The kind of basic properties that we normally

associate with a car (e.g. it moves people around) are the result of a causal orga-

nization involving a chassis, a car engine, axles, steering wheel, tires, gas tank, etc.

However, we know that there are numerous ways to put these parts together and still

have a car with those properties. In fact, parts can change in size, shape, color, loca-

tion, and material that they are made out of. Making a car therefore leaves open many

choices as to its actual physical implementation. Indeed, the causal organization in

virtue of which a car has its basic properties is an abstract kind of causal organization,

as it is an organization that has abstracted away from the actual physical make-up of

the parts that have to fulfill their designated causal roles. Indeed, as long as changes

in physical implementation do not change this abstract causal organization, the car

will retain those properties.

At the same time, however, the desired properties of a car does put certain physical

restrictions on the possible implementation of a car. Indeed, in order to be able to

move people around, a number of direct physical constraints need to be fulfilled. And,

obviously, computers cannot sustain the kind of causal organization that enables it
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to move people around. In other words, just because some property is the result of

some abstract causal organization, does not mean that that causal organization is

the kind of abstract causal organization that characterizes the implementation of a

computation. Indeed, as we will see in the next section, the latter kind of causal

organization is much more abstract than the abstract organization needed to have

the properties of a car or, for that matter, to reveal certain bodily behavior. And

we can only argue for the claim of Computationalism by stating that psychological

properties are the result of such a more abstract organization. Chalmers’ argument

therefore contains a gap.
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3.2 Computations and Computability

This section is a detailed discussion of the notion of computation. As such, a more

detailed definition of computationalism can be given. Moreover, some interesting

results from computability theory will add further plausibility to the thesis of com-

putationalism.

3.2.1 Algorithms

Basic to the notion of a computation is the notion of an algorithm. The discussion

of algorithms here will closely follow [22]. An algorithm is a description of a list of

operations that one has to go through in order to accomplish something. It describes

a step-by-step procedure to get some desired result. There are a number of features

crucial to an algorithm:

1. The steps are serial and discrete

The steps of an algorithm do not overlap or interfere. It is the serial application

of one step after the other. First you do this, then you do that, etc.

2. The steps are precise

That what is involved in each step must be exactly defined by the algorithm.

The descriptions cannot be ambiguous or vague to whomever or whatever is

supposed to follow the algorithm. Nothing can be left open for subjective in-

terpretation.

3. The flow from step to step is deterministic

At each point in the algorithm it must be clear what step next to do. This

implies that if one would repeat the algorithm, one goes through the exact

same sequence of operations and, since the steps are precisely defined, one

should always obtain the exact same results.
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4. There are only a finite number of steps defined

The algorithm has a finite length. This, however, does not mean that the

algorithm has to stop after a finite amount of time. For example, the third step

of the algorithm can say to go back to the first step of the algorithm. Such an

algorithm is said to contain an infinite loop. However, as long as the description

of all the steps is finite, the algorithm itself is still finite too.

A good example of an algorithm is the algorithm one learns in elementary school

to do long division. Cook book recipes are a standard example of an algorithm too.

Although Dietrich correctly points out that many steps in a cook book recipe are not

precisely defined (e.g. a cook book instruction such as ’beat the eggs’ doesn’t tell us

how long to beat the eggs, with what and in what we have to beat the eggs, etc.),

cook book recipes do still reflect many other features of an algorithm, including the

important idea that by following an algorithm one can obtain good results (i.e. tasty

meals) without really understanding the subject matter (i.e. being a good cook).

It may be helpful to go through a detailed example. So, suppose that we want to

find the prime numbers from 2 to n, where n is some number bigger than 2. To do

this, we first have to come up with some informal strategy to do this. One obvious

idea is to go through all numbers one by one, and to see if it is a prime number, i.e.

whether it isn’t a multiple of any number other than 1 and itself. However, another

idea is to use some process of elimination. That is, all multiples of 2, besides 2 itself,

is not a prime number. The same holds for all multiples of 3, 4, etc.

This idea translates into the following procedure: write down all numbers from 2

to n, and then cross out all multiples of 2, 3, etc. The numbers that are left must be

prime numbers. Moreover, some further thought will reveal that we only have to erase

multiples of the numbers up to the square root of n, and that we only use numbers

that are not yet crossed out. That is, since 4 will be crossed out as a multiple of 2,

we don’t have to cross out any multiples of 4 anymore, since they are automatically
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multiples of 2, and hence are crossed out already. This strategy, which is known as

the Sieve of Aristosthenes, translates into the following algorithm:

• Step 1

Write down all numbers from 2 to n.

• Step 2

Make k equal to 2.

• Step 3

If k is greater than the square root of n, go to step 9. Otherwise, proceed.

• Step 4

Make m equal to k.

• Step 5

Make m equal to the sum of k and m.

• Step 6

If m is greater than n, go to step 8. Otherwise, proceed.

• Step 7

Cross out number m if it hasn’t already been crossed out. Go to step 5.

• Step 8

Make k equal to the next number higher than k that has not been crossed out.

Go to step 3.

• Step 9

Stop. The numbers that are not crossed out are the prime numbers between 2

and n.
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Notice that here we have a real algorithm according to the list of features we saw

above: steps are discrete, serial, and precisely defined. There are only a finite number

of steps, and at every point it is determined what to do next. Thus, somebody with

a minimal amount of skills (such as adding n to m) can find all the prime numbers

following the above algorithm, even if this person doesn’t understand prime numbers

otherwise.

3.2.2 Computations

Whereas an algorithm is a mere description of a process, a computation is an ac-

tual process described by some algorithm. A computation is thus said to follow an

algorithm. When one is performing a computation, one is computing ([14], [15]).

Every computation follows some kind of algorithm, but not every process that

follows an algorithm is considered a computation. For example, when I follow a

cookbook recipe to bake a cake, I am not computing. On the other hand, when doing

long division, I am computing. So what is the difference? What makes an algorithm

following process a computation? Or, alternatively, what are the kinds of algorithms

that computations follow?

An intuitive way to answer this question is that a computation is something that

is or can be done by a modern computer. Hence, since computers don’t bake cakes,

baking cakes is a process that follows an algorithm, but it is not a computation. On

the other hand, doing long division is something that a computer can do, hence doing

long division is considered a computation.

Although this answer gives one a working practical criterion to separate computa-

tions from non-computations, it is nevertheless a suboptimal answer. For a computer

is by definition something that follows a computation, and therefore defining compu-

tations in terms of computers is not very illuminating. In fact, it would be completely

circular. Hence, we still need to know the essence of what makes a computation a
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computation and, for that matter, what makes a computer a computer.

The correct answer is that the kinds of algorithms that computations follow are

symbolic algorithms, i.e. algorithms that tell one how to manipulate symbols. More-

over, a computation is used to tell us something about the entities that the symbols

represent. Computations can thus be used to gain knowledge about certain things.

Indeed, it is as such that we can start to understand computations as a means to

process information.

When I am baking a cake, I am following an algorithm, but I am not computing,

because I am not using the cake ingredients to represent something. Actually, I could

have the cake ingredients use as symbols to represent other entities if I would so

desire. However, if I were to do so, I would not be merely baking a cake, but I would

in fact be doing a computation, as I would compute something about the entities that

the cake ingredients represent. Under normal circumstances, though, when I bake a

cake I don’t compute.

On the other hand, when doing long division, we are manipulating symbols,

namely the symbolic representations of numbers. The algorithm of long division tells

us how to manipulate those representations in order to find something out about the

numbers that are represented. Hence, when following the algorithm of long division,

we are computing something, namely the ratio between two numbers.

Finally, a computer is anything that follows a symbol-manipulating algorithm. It is

in following these kinds of algorithm that one is considered to perform a computation,

and that one is considered to be a computer at the same time. A computer does

therefore not necessarily be the kind of electronic devices that we usually refer to as

a ’computer’. In fact, before the modern computer, a ’computer’ was understood to

be a human that would follow certain symbol-manipulating algorithms. Indeed, just

as machines in general are artificial devices made to take over some of the laborious

tasks of humans, the modern-day computer is best seen as the kind of machine that
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automated this particular task. Below I will discuss one of the most famous of those:

the Turing Machine.

3.2.3 Turing Machines

Turing developed the notion of a Turing machine to mathematically formalize the

notion of computation. Turing machines are abstract devices with the following

parts. First, there is a Turing tape, which is a linear tape divided into a large number

of cells or squares. Each of these cells can contain one symbol out of some arbitrarily

large, but finite number of symbols s1, · · · , sn. Cells without a symbol are called

blanks, although for simplicity it is often assumed that a blank is one of the symbols.

The head of a Turing machine is always positioned over one cell of the tape. The

head can read the contents of that cell, meaning, that the head can discriminate what

symbol is in the cell over which it is positioned. Finally, the Turing machine has

an arbitrarily large, but finite number of internal states q1, · · · , qm. Depending one

both the state that the machine is in, and the symbol that it is currently reading, the

Turing machine does one of the following actions:

1. Move left

The Turing machine will move its head one cell to the left.

2. Move Right

The Turing machine will move its head one cell to the right.

3. Write

The Turing machine writes a symbol in the cell that it is currently reading.

As the Turing machine performs one of these actions, it will go into a new internal

state which may or may not be the same as the state it was in.

A peculiar feature of the Turing machine is that it is supposed to never run out

of tape, even if it keeps moving to the right or left. Thus, the tape is though to
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be infinite on both sides. However, this means that the Turing machine has to be

a mathematical abstraction rather than a real machine, although we can of course

always approximate a Turing machine by building one with a very large number of

cells. However, building a real Turing machine is not the point. Rather, the notion

of a Turing machine, real or not, is to illustrate the notion of computation.

First of all, notice that in Turing machines we recognize the ingredients of an

algorithm. The internal states of a Turing machine correspond to the steps of an

algorithm. There are finitely many of them, they are discrete, and the Turing machine

hops from state to state in a serial nature. Moreover, for each state it is precisely

defined what to do. That is, for each state qi, the machine will either move left,

move right, or write some symbol sk, depending on the symbol sj that it is reading.

The new state ql that it will go into is also determined by qi and sj, and hence the

actions of the Turing machine are completely determined. Finally, one common way

to describe the action as just described is by a 4-tuple 〈qi, sk, A, ql〉, where A is either

L (move left), R (move right), or sk. The operations of individual Turing machines

are therefore often defined as sets of those 4-tuples. Since there are only finitely

many internal states and finitely many symbols, it follows that every Turing machine

is defined by finitely many 4-tuples. And, since each of those tuples allows a finite

description, we obtain the result that every possible Turing machine allows a finite,

though arbitrarily large, description.

Second, Turing machines can be used to compute things. To see this, consider a

Turing machine that starts in a certain internal state, and with its head positioned

over a certain cell of a certain Turing tape. Given this starting configuration, the

Turing machine will move its head back and forth over the tape, while reading and

writing symbols. Now, by simply not defining a 4-tuple for some state and symbol,

we can make sure that the Turing machine halts once it is in that state and symbol.

In fact, we can create many of such ’exits’ by not defining 4-tuples for various combi-

nations. Thus, we can talk about both an input tape, being the tape that the Turing
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machine begins with, and an output tape, being the transformed input tape once the

Turing machine halts. By having the symbol strings on these tapes represent the

various objects over which a function is defined, the Turing machine can be used to

compute functions.

To illustrate how this works, suppose that we want to use a Turing machine to

add two natural numbers. That is, we want a Turing machine that computes the

function fADD : N × N → N defined as fADD(m,n) = m + n for any m,n ∈ N ,

where N is the set of natural numbers.

To compute fADD, we first have to somehow represent m and n on the input tape.

Now, we can’t use a separate symbol for each natural number, since we are only

allowed finitely many symbols. We could of course use the decimal representation of

m and n, but things actually become a bit easier as follows. To represent a number

n on a tape, we just put a series of n consecutive 1’s on the tape, and we’ll assume

that all other squares on the tape are 0’s (blanks). We’ll write this tape as [n]. To

represent m and n both at once, we simply put m 1’s on the tape, followed by a 0,

followed by n 1’s. Again, the rest of the tape will be blanks. This tape we will write

as [m,n]. Given this representation convention, the task of the Turing machine is to

transform any input tape [m,n] into output tape [m + n], where it is assumed that

in the starting configuration the head is positioned over the leftmost 1 of the input

tape, and that in the halting configuration the head must also be on the leftmost 1,

but now of the output tape.

It turns out that a Turing machine can be specified that does exactly this desired

transformation. All the machine has to do is to move right until it finds the blank

between the two sequences, write a 1 at this spot, move right again until it finds the

end of the sequence of 1s, erase the last 1, and move left until it is at the leftmost

1. However, other solutions are possible. Boolos and Jeffrey simply erase the initial

1, move right until the blank is found, write a 1 at this spot, and move back to the
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leftmost 1. Boolos and Jeffrey’s adding Turing machine MADD can thus be defined

by the following 4-tuples:

〈q1, 1, 0, q1〉
〈q1, 0, R, q2〉
〈q2, 1, R, q2〉
〈q2, 0, 1, q3〉
〈q3, 1, L, q3〉
〈q3, 0, R, q4〉

Notice how in this solution q4 is used as a special halting state, as no 4-tuples

at all are defined for this state. Indeed, one may notice that only a few tuples are

defined for this machine. If we would have used decimal representations, then the

machine that would perform the desired transformations would have been quite a bit

more complex. Hence, the chosen representation enormously effects the nature of the

Turing machine that has to perform the required transformation. Indeed, the slogan

’defining the problem is half the solution’ is well known within computer science.

A function is said to be Turing-computable if there is a Turing machine that is

able to compute that function. Thus, since MADD computes fADD, we can say that

fADD is Turing-computable. The following section will say some more things about

Turing-computability and computability in general.

3.2.4 The Church-Turing Thesis

The Turing machine of the previous section may seem rather limited in its possi-

ble operations. However, it turns out to be quite powerful. In this section I will

present some very interesting results as found by computability theory, a branch of

mathematics that studies the limits of computation.

To show that some function is Turing-computable, one often relates to other func-

tions that are already found to be computable. For example, now that we know that

addition is computable, it becomes clear that we can also compute multiplication

with a Turing machine, using the same kinds of conventions with regard to starting

and stopping configurations. This is because we can see multiplying two numbers m
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and n as adding together m numbers of n. Hence we can use the strategy of adding

two numbers as embodied by the Turing machine as specified in the previous section

for a possible multiplying Turing machine. This actually illustrates the important

notion of subroutines within any computer programming language. For present pur-

poses, however, it shows how more and more complex functions can be computed by

breaking it down to the repeated computation of more simple functions. This process

is called recursion.

Through the process of recursion, Turing-machines can be used to compute a wide

variety of functions. Also, it turns out that we can compute by some Turing machine

that only uses the symbols 0 and 1. Hence, it turns out that a large class of functions

is computable with a minimal amount of resources.

This last result is best illustrated with the Church-Turing Thesis. The Church-

Turing Thesis states that every effectively computable function is Turing-computable,

where an effective computation is one that can be performed by a human. Of course,

this definition is a little bit informal, and the Church-Turing Thesis cannot be math-

ematically be proven. However, the evidence for it is quite substantial, as all effective

computational methods that have been proposed over the years have turned out to

be equivalent in computational power. Thus, the functions that one can compute

following one effective computational method one can also compute with some other

effective computational method, and vice versa.

In other words, not only can we compute a wide variety of functions using a

minimal amount of resources, we can probably compute any effectively computable

function using those limited resources, even if those functions are computable by

some effective method that has a lot more resources. Indeed, even though modern

computers have quite a bit more resources than Turing machines, Turing machines

can be shown to compute whatever the modern computer can do, and they can do so

by just using 0’s and 1’s.
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3.2.5 Information-Processing and Causal Topologies

Obviously, the capabilities of Turing machines are not restricted to the computation

of mathematical functions. Since the symbols on the Turing tape can be interpreted

in any way one wants, Turing machines can do all kinds of information-processing in

general. That is, depending on what kinds of transformations a Turing machine is

able to perform, we can attribute general information-processing abilities to a Turing

machine.

Let us consider, then, what it is about a Turing machine that enables it to process

information. In fact, let us try to find out what it takes for any kind of system to be

able to process information, for knowing that will provide us some insight into the

foundation of cognition.

Now, in order for a system to represent information, there merely has to be a

way to discriminate between the different representations that are being used for the

different things that are being represented. And, in order to process information, the

system merely has to be able to transform representations into other representations.

Thus, information-processing can be done by any system in which certain abstract

differences make some other abstract difference. Or, as Chalmers states it, all that

is required for information-processing is a certain abstract functional organization or

causal topology, which he defines as follows:

A functional organization is determined by specifying (1) a number of

abstract components, (2) for each component, a number of different pos-

sible states, and (3) a system of dependency relations, specifying how the

state of each component depends on previous states of all components

and on inputs to the system, and how outputs from the system depend

on previous component states. Beyond specifying their number and their

dependency relations, the nature of the components and the states is left

unspecified. ([8], p.247)

65



A causal topology is therefore a highly abstract organization, which can be im-

plemented in a wide variety of ways. In fact, to give the reader some idea as to how

abstract this organization is, Chalmers writes that a causal topology is maintained

under any of the following physical changes:

(a) moving the system in space; (b) stretching, expanding and contracting

the system; (c) replacing sufficiently small parts of the system with parts

that perform the same local function ... (d) replacing the causal links

between parts of a system with other links that preserve the same pattern

of dependencies ... ([6])

A Turing machine, and any other system, is able to process certain information

solely in virtue of their instantiation of an abstract causal topology.
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3.3 Two Notions of Computation

This section points out that there are in fact two related, but crucially different

notions of what it means to compute something or, in short, what a computation is.

This difference will turn out to have some important implications for the thesis of

computationalism. The distinction will also be applied to computability theory.

3.3.1 Syntactic Computation and Semantic Computation

Remember that in the example of the Turing machine MADD that adds two natural

numbers, a crucial part of the computation consisted in representing the involved

objects. Indeed, if we would have used a different representation, then we would have

had to construct a different Turing machine.

Vice versa, the very same machine MADD, using the very same input and output,

can be used to compute different functions, depending on how the input and output

are interpreted. For example, if we would have used a series of n + 1 1’s to represent

the number n (so as to accommodate for the number 0), then MADD would no longer

compute the sum of two numbers, but instead their sum plus one.

However, this leaves us wondering in which sense we can really say that a Turing

machine computes a certain function. The Turing-machine transforms symbol strings

into one another in accordance to some algorithm, but since a computation is always

a computation of something, it is crucial to a computation that those symbols are

understood to represent something. And it is obvious that the Turing-machine MADD

doesn’t have any deep understanding of natural numbers. Indeed, maybe it is better

to say that we are computing fADD using the input-output characteristics of Turing

machine MADD and the particular ways in which we interpret the input and output

of MADD.

In fact, one could argue that an integral part of being a symbol is that it is used, by

a certain user, to represent something. A Turing-machine is therefore merely following
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a symbol-manipulation algorithm in the sense that the Turing-machine is manipulat-

ing objects that are symbols to us. Likewise, the actions of the Turing-machine can

be seen as processing information only in reference to a particular interpretation. In

short, it seems that information-processing is not the mere manipulation of certain

objects.

The above confusion reveals that there are in fact two notions of computation that

are often not clearly separated. The first notion simply involves the manipulation

of symbols, but the second notion requires an additional interpreter to whom the

manipulated symbols are meaningful. The first notion involves representations in the

sense that they are the means through which the computation takes place, but the

second notion involves representations in the sense that they represent something to

the interpreter.

The second kind of computation thus involves the exploitation of the first kind

of computation. This, however, does not mean that the first kind of computation

isn’t a computation at all. Rather, the fact that we are able to process information

using a Turing machine is simply due to the fact that the Turing machine has those

information processing qualities in the first place. Hence, the fact that we can compute

the sum of any two natural numbers using a Turing machine is simply in virtue of

the Turing machine being able to compute their sum. Thus, we obtain the following

two kinds of computation:

Syntactical Computation Syntactical computation is the instantiation of some

causal topology.

Semantical Computation Semantical computation is when an external user uses

a syntactical computation in order to compute something.

I believe that the difference between these two notions of computation is often

not recognized. However, taking the difference seriously, we obtain some interesting
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results. For example, below I will apply the difference to computability theory, and

it is observed that taking the difference seriously raises a number of issues that are

often overlooked by researchers within that theory.

More importantly, if computationalism claims that cognition reduces to compu-

tation, do we mean semantic computation, or syntactic computation? Below I will

argue that computationalism should be seen in the light of syntactic computation,

but the claim of computationalism is frequently misunderstood as involving semantic

computation. In fact, in section 4.4 I point out that Searle’s Chinese Room argu-

ment, which is a famous attack on the claim of computationalism, is flawed partly

based on this very confusion. Similarly, we will see below that one of Chalmers’ argu-

ments for computationalism is, due to a confusion between the two different notions

of computation, flawed as well.

3.3.2 Minimal Computationalism

Computationalism does not intend to provide us with a very fine-grained explanation

of cognition. Instead, the claim of computationalism is a rather weak claim about the

conditions under which cognition can take place. Those conditions are, computation-

alism claims, computational in nature. A full-fledged theory of cognition will have

to specify which computational processes underly cognition, but computationalism

itself merely claims that certain computational processes underly cognition. Thus,

computationalism merely attempts to provide us with a framework within which we

can study and, hopefully, explain cognition.

This last point has been stressed by Dietrich, who illustrates it by defining two

particular views regarding the nature of the computational processes that underly

cognition ([20]):

• Computerism

Roughly, Computerism views cognition in the light of the Von Neumann archi-
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tecture as realized in almost any existing modern day computer. Thus, cogni-

tion is seen as a fundamentally serial process, with a strict separation between

a central processor and memory, and between data and processes that work on

data.

Computerism also likens cognitive beings to computers in the sense that no

interactions with the environment need to take place in order for cognition to

take place. Thus, the body is merely there to provide input to the cognitive

system that drives the body as well.

• Cognitivism

Roughly, Cognitivism makes the assumption that the representations that are

used in the relevant computations are representations that are propositionally

sized and meaningful to the cognitive system as a whole. Thus, cognitivism

claims that human cognition will involve the manipulation of such symbols as

’cat’ and ’mat’.

The views of Computerism and Cognitivism have traditionally dominated the

research in cognitive science. Indeed, within Artificial Intelligence, Computerism and

Cognitivism are combined into what is called Traditional AI. On the other hand, some

more recent approaches, such as Connectionism and Situated Cognition reject some

of the assumptions of Computerism and Cognitivism. However, although the ongoing

debate is fierce, none of this effects the claim of computationalism. Computationalism

makes no assumptions as to the actual architecture underlying cognition, and has no

commitments as to the kinds of representations that are being used ([21]). In other

words, a rejection of Computerism and/or Cognitivism does not refute the claim of

Computationalism.

Moreover, those that do think that this is the case are probably confusing syntac-

tic computation with semantic computation. To see this, notice that since semantic

computation involves the exploitation of a syntactic computation by a user, the user
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will have to await the completion of a syntactic computational process before it can

interpret the output. And, the input and output of a syntactic computation needs

to be meaningful to that user. However, the input-processing-output view of compu-

tation is reflected in the view of Computerism, where all the interesting processing

is done by the brain, and where the body takes care of the input and output. And,

the meaningfulness of the involved representations is obviously reflected by the claim

of Cognitivism. In other words, both Computerism and Cognitivism are driven by

the picture of semantic computation. However, since information can be processed

merely through syntactic computation, computationalism needs to be understood as

the claim that syntactic computation underlies cognition, whatever representations

or architecture is being used.

Recognizing the difference between syntactic computation and semantic compu-

tation is therefore what allows Computationalism to be a much weaker claim about

the foundations of cognition than Computerism and Cognitivism. Indeed, in oder

to avoid any confusion, Chalmers refers to this weak claim of Computationalism as

minimal computationalism ([6]).

On the other hand, the claim of Computationalism isn’t all that weak either.

Computationalism claims that psychological properties can be attributed merely on

the basis of the implementation of some highly abstract causal topology. And that

is a strong claim, because it could easily turn out that, just like the ability to move

people around, psychological properties require more concrete underlying properties

as well.

3.3.3 Computations, Simulations, and Emergence

Some opponents to Computationalism argue that computations are mere simulations.

For example, in chapter 4, we will see how Searle thinks that a computer program

can be used to duplicate the kind of causal organization that is behind some per-

son’s observable behavior, but Searle denies that the computer program has thereby

71



duplicated that person’s psychological properties. Instead, Searle argues, the com-

puter program provides us with a mere simulation, just as computer simulations of a

hurricane aren’t real hurricanes themselves either.

The correct response of the Computationalist to the above objection is to say that

sometimes simulations are the real thing. Thus, the Computationalist can agree that

a computer simulations of hurricanes isn’t a real hurricane. For, in order to be a

hurricane, all kinds of low-level physical properties need to be satisfied that aren’t

necessarily satisfied by the physical details of computations. However, we already saw

that when it comes to psychological properties, low-level physical details are simply

irrelevant. Our intuition is that all that psychological properties require is to be able

to process information, and that can be done by the mere implementation of some

causal topology. Hence, a computer model of a mind will be a real mind.

Other opponents to Computationalism have argued that cognition can’t even be

simulated on a computer. For example, based on the Gödel results that arithmetic

is not axiomatizable, Penrose has argued that humans are able to infer things that

computers can’t ([39]). Now, Penrose’s argument is not without its problems, but I

want to focus on Chalmers’ response to this line kind of objection:

[The computability of cognition] is to some extent an empirical issue, but

the relevant evidence is solidly on the side of computability. We have

every reason to believe that the low-level laws of physics are computable.

If so, then low-level neurophysiological processes can be computationally

simulated; it follows that the function of the whole brain is computable

too ([6])

... there is every reason to believe that the laws of physics, at least as

currently understood, are computable, and that human behavior is a con-

sequence of physical laws. If so, then it follows that a computational

system can simulate human behavior. ([8], p.329)
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Besides the fact that Chalmers is once again focusing almost exclusively on the

brain, Chalmers’ response contains a deep flaw. In particular, just because we can

semantically compute something doesn’t mean that we can duplicate that something

using a syntactic computation. For example, the laws of physics may indeed be

computable in the sense that, like a Laplacian demon, we can use a syntactic compu-

tation (i.e. a computer) to represent and infer everything about a physical system.

However, we have thereby not duplicated the kind of causal organization that that

physical system embodies.

The difference can be illustrated by comparing a computer simulation of a hurri-

cane with some small-scale physical model of a hurricane as generated by a couple of

well-positioned wind-turbines. In the latter case, all kinds of causal organization that

is present within a real hurricane is duplicated, but in the former case, the computer

merely contains symbols that to the user of the system represent the different states

of the hurricane. In a computer simulation, the causal interactions are inferred and

predicted, but not duplicated. Thus, while a small-scale model instantiates some of

the abstract organization of a real hurricane, the computer simulation does not.

Similarly, I may be able to use a computer to predict what will happen within

a brain, but I have thereby not duplicated the brain’s abstract causal organization.

Therefore, even though Computationalism states that psychological properties can be

attributed through the mere instantiation of some highly abstract causal topology, I

cannot conclude that a computer simulation of a brain has psychological properties,

since it doesn’t even duplicate that abstract topology.

The claim that ’cognition is computable’ is therefore quite a different claim than

the claim that ’cognition reduces to computations’. In the first case, I am referring

to a semantic kind of computation, where I use a syntactic computation to make

predictions and inferences about something. However, as Chalmers himself points

out, pretty much everything is computable in that sense, and therefore the claim that
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’cognition is computable’ is not an interesting claim. On the other hand, the claim

that ’cognition reduces to computations’ is an interesting claim, for this is the much

stronger claim that through the mere duplication of a certain highly abstract causal

topology, I am duplicating a system’s cognitive properties. Chalmers’ response is

therefore flawed because he equivocates between two distinct notions of computation.

In other words, even if we follow Chalmers in supposing that it is some abstract

causal topology C as realized by the brain that underlies certain cognitive properties

P , Chalmers has failed to show that that abstract causal topology is duplicated in

a computer simulation S of the brain, and hence Chalmers cannot infer that such a

simulation S has the cognitive properties P . Of course, it is still possible that S has

cognitive properties P , but this is in fact most unlikely.

To see this, notice that if S is merely used (by some external user) to describe and

predict the different states of C, then it most likely does not implement C. However,

that means that such a simulation will not have any of the properties that emerge from

that causal organization either. And, these emergent properties include the cognitive

properties P . That is, an implementation of causal topology C has properties P

because those properties P emerge from the interaction of the components of C. So,

if a system doesn’t implement C, then it most likely won’t have properties P either.

The distinction between the semantic computational simulation of a causal orga-

nization and the syntactic computational implementation can therefore usefully be

related to the notion of emergence. A computer simulation of the brain will most

likely not have cognitive properties, simply because it doesn’t implement the kind of

causal topology from which cognitive properties emerge. It merely describes it, and

nothing interesting emerges from such descriptions.

Indeed, to be a bit of speculation, this problem may be exactly what has trou-

bled Traditional AI. For example, as a cognitive agent interacts with its environment,

all kinds of information needs to be processed and updated. However, by explic-
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itly representing this information, Traditional AI runs into what is called the Frame

Problem, which is the problem of figuring out which information needs to be updated

and exploited, and which information needs to be left alone ([19]). In fact, the sheer

amount of information that needs to be updated with every interaction seems to form

an enormous obstacle to ever ’scale up’ something like the chess computer Deep Blue

into something that has some more general cognitive skills.

Traditional AI may therefore have made the mistake to use a semantic computa-

tion to merely describe and predict what kinds of information can be inferred given

what kinds of other information, instead of trying to get at the underlying syntactic

computations from which such kinds of information processing automatically emerge.

Indeed, the mechanism of emergence can account for how changes to the underlying

computations can lead to automatic information updates and cross-domain transfer

of knowledge and skills. Therefore, without such an explicit appeal of emergence,

Traditional AI may very well be subject to Lady Lovelace’s comment that computers

can only do what we tell them to do ([52]).

3.3.4 Uncomputability

We saw earlier how computability theory has shown that lots of things are com-

putable with a minimum of computational resources, but computability theory also

states that lots of things are not computable. However, it is not always clear what

sense of computation is being used when such claims are made. Indeed, I will show

that uncomputability results need to be carefully qualified in order to cope with the

difference between semantic and syntactic computation. I will illustrate my claim by

looking at the best known uncomputability result: the unsolvability of the Halting

Problem.

The Halting Problem, as defined for Turing machines, is to devise a Turing ma-

chine that can tell for any other Turing machine and any input whether that other

machine with that input will halt or not. More formally, if M is the set of all Tur-
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ing machines, and if T is the set of all possible Turing machine tapes, the Halting

Problem is the following problem:

The Halting Problem Devise a Turing machine that computes the halting function

fh : M×T → {HALT, NOT HALT} defined as follows:

fh(M, I) =
{

HALT if M halts on I
NOT HALT if M does not halt on I

Boolos and Jeffrey attempt to show that the Halting Problem is unsolvable in the

following way ([4]).

First, it can be shown that the set of all Turing machines is enumerable, meaning

that we can put all Turing machines in a list M1,M2, · · ·. Hence we can identify every

Turing machine with a natural number, being the location or index of that machine

in the list according to that enumeration. Second, any natural number n can be

represented on the input tape of a Turing machine in an unary way. That is, let us

define [n] to be the tape that has an unbroken sequence of n 1s and that has all 0s

otherwise. We can also define [m,n] to be the tape that has an unbroken sequence of

m 1s, followed by a single 0, followed by an unbroken sequence of n 1s, and that has

all 0s otherwise. Now, given some enumeration of Turing machines, we can consider

the following problem:

The B & J Halting Problem Devise a Turing machine H that transforms any

input tape [m,n] into [1] or [2], depending on whether the Turing machine Mm,

when given input [n], halts or does not halt respectively.

The B & J Halting Problem can easily be shown to be unsolvable. Suppose that

we have such a machine H. Then we can easily modify machine H into machine

Q according to Figure 1. The copy machine, whose existence can be easily proven,

transforms [n] into [n, n] for any n. The trailer machine, whose existence can also be

easily proven, does not halt with input [1], but does halt with input [2].
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Copy H Trailer- - - -

Q

Figure 1: Extending machine H to machine Q

Since Q is just another Turing machine, it holds that given the assumed enumera-

tion, Q = Mk for some natural number k. Consider now what happens when we feed

[k] into Q. First, the copy machine will transform [k] into [k, k]. At this point, there

are two possibilities:

1. Machine Q halts with input [k]. Given H’s specification, this means that H

will halt on input [k, k] with output [1]. Hence the trailer machine, and thus Q

with input [k], does not halt.

2. Machine Q does not halt with input [k]. Given H’s specification, this means

that H will halt on input [k, k] with output [2]. Hence the trailer machine, and

thus Q with input [k], halts.

Hence, Q with input [k] halts if and only if Q with input [k] does not halt. This is a

contradiction and the assumption that we can have such a machine H must therefore

be withdrawn. Boolos and Jeffrey thus conclude that B & J Halting Problem is

unsolvable, and state that therefore the original Halting Problem is unsolvable as

well.

However, I have a bit of a problem with this proof. In particular, while I agree

that the B & J Problem is indeed unsolvable, I don’t see how it follows from that

that the Halting Problem is unsolvable. To see this, notice that a function is com-

putable through the use of some computational method if and only if there is some

representation convention of the involved objects such that some computation of that

77



computational method is able to perform the appropriate transformation from sym-

bol strings to symbol strings. However, that means that in order to show that some

function is no computable, one has to show that there is no computation and no repre-

sentation convention that can do the job. In other words, any kind of uncomputability

result will have to generalize over all possible representation conventions.

Now, it makes perfect sense to try and compute the Halting function using the

kind of representation convention that Boolos and Jeffrey use. And, since Boolos

and Jeffrey correctly show that the function cannot be computed in this way, it is

highly intuitive to say that the function is not computable at all, for if the function

is not computable using such a straightforward representation, what else could work?

However, while all of this is certainly intuitive, it constitutes of course no conclusive

mathematical proof that the function cannot be computed using other representa-

tions. The fact that the B & J Halting Problem is unsolvable does therefore not

automatically mean that the Halting Problem unsolvable.

In fact, notice that while the original Halting Problem is a semantic computational

problem, the B & J Halting Problem is a syntactic computational problem. That is,

the B & J Halting Problem states to semantically compute the Halting Problem given

a certain representation concention. And, as such, the B & J Halting Problem reduces

to he problem of whether or not there is a certain syntactic computation. Hence, in

showing that the B & J Halting Problem is unsolvable, Boolos and Jeffrey have shown

a limit to what is syntactically computable. However, the unsolvability of the Halting

Problem is a semantic computational limit. To show such a limit, extra work needs

to be done.

An obvious alternative representation of Turing machines would be to use their

4-tuple descriptions. Indeed, Turing himself used a representation convention based

on these tuples, and called his representation the standard description (S.D.) of a

machine. Moreover, it turns out that the Halting Problem is still unsolvable using this
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representation convention. However, it still doesn’t follow that the Halting Problem

is uncomputable using yet some other representation. In fact, Turing himself made

sure to qualify the uncomputability result that he found:

... there can be no machine E which, when supplied with the S.D. of

an arbitrary machine M, will determine whether M ever prints a given

symbol ([51], p.248)

Unfortunately, other writers are less careful and, like Boolos and Jeffrey, state that

the Halting Problem is unsolvable without any kind of qualification as to what repre-

sentation convention to use, even though their proof uses a particular representation

convention ([17], [16]). Moreover, those that do try to generalize over all possible

representation conventions run into trouble.

For example, Minsky attempts to prove the unsolvability of the Halting Problem

as follows ([35], pp. 148-9). To represent a machine-input pair 〈M, I〉, one chooses

some arbitrary representation [M ] of machine M . The tape [M ] is then pasted to

tape I, forming a new tape I ′, which is used as a representation of M and I. To

represent HALT and NOT HALT , one can use any representation.

Minsky shows that in this case, the Halting Problem is still uncomputable, and the

proof very much follows the proof by Boolos and Jeffrey. For if some machine H could

perform the appropriate symbol transformation, then we transform H’s program by

preceding H with a copy machine that copies the content of any input tape (this can

always be done), and by adding a routine that starts at the point where H is about

to print out the representation of HALT , and that creates an infinite loop instead. If

we then feed the representation of this new machine Q into itself, then we once again

obtain the contradiction that Q halts on [Q] if and only if Q does not halt on [Q].

By not restricting the possible computation to any particular representation of

individual machines, Minsky’s proof is on the right path. That is, the proof does not
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only work for representation conventions such as used by Boolos and Jeffrey or by

Turing, but it works for any representation convention regarding Turing machines.

Unfortunately, this proof still has its problems. Although Minsky generalizes

over all possible representations of individual machines M , Minsky’s proof does not

generalize over representations of machine-input pairs 〈M, I〉. One thing to point

out is that it is not necessary that tape I gets represented by itself. That is, it

is not required that a tape with a series of n 1’s is represented using that same

series of n 1’s. An even deeper problem is that the representation of 〈M, I〉 is not

necessarily the representation of M and the representation of I pasted together. In

fact, since TM and T are both enumerable, TM × T is enumerable also. One

can therefore choose to represent pairs 〈M, I〉 by representing their number in some

enumeration of all machine-input pairs in a Boolos and Jeffrey-like manner. That way,

individual representations of M and I do indeed not play any kind of transparent role

in representing 〈M, I〉. Since Minsky’s proof is unable to deal with such alternative

representations, Minsky’s proof is far from conclusive.

Sipser’s proof of the uncomputability of the Halting function comes as close to

a proper proof as I have seen ([47], p.165). Sipser’s proof begins by assuming that

we have a machine H that computes the halting function following some encoding

convention [M, I] of machine-input pairs 〈M, I〉. Sipser then states that by following

this assumption, one can construct a machine D with H as a subroutine that takes

as input some encoding [M ] of a Turing machine M , and that transforms this input

into [M, [M ]] before applying subroutine H on this. As usual, by then applying some

kind of trailer algorithm on the result, a contradiction is reached by feeding [D] into

D.

Sipser’s proof finally seems to have the right format, as it generalizes over any

kind of representation of machine-input pairs 〈M, I〉. However, by making this gen-

eralization, the validity of the proof has become less clear. Most importantly, it is
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not clear how it is guaranteed that some Turing-machine would always be able to

systematically transform some encoding [M ] into [M, [M ]]. Sure enough, with the

representation conventions of Boolos and Jeffrey, Turing, or Minsky, this transfor-

mation is easy enough. However, if no further restrictions on the set of possible

representations are being made, then representations can be quite bizarre and com-

plicated. Hence it is not clear that D does indeed exist. Indeed, Sipser gives no proof

to this effect.

It is often suggested that it is always possible to transform any representation of

machine-input pairs into the representation that Boolos and Jeffrey use. Therefore, if

the halting function is computable using some representation, then we can to compute

it using the representation convention of Boolos and Jeffrey as well, since we simply

extend the machine with some transformation routines at its input and output. So,

since the halting function cannot be computed with the unary representation, it

cannot be computed with any other representation as well. Indeed, Sipser himself

claims the following:

The encoding itself can be done in many reasonable ways. It does not

matter which one we pick, because a Turing machine can always translate

one such encoding into another. ([47], p.145)

However, it is simply not clear that a Turing machine is always able to transform

one encoding into another. Again, representations can take on very wild forms, so

it is far from obvious that some Turing machine can always accomplish the required

translation or transformation. In fact, Sipser never substantiates this claim either,

nor have I seen any proof to this effect. This is, I contend, is for the obvious reason

that it is simply a false claim. To see this, let us consider how one would indeed try

to set up a proof that generalizes over all possible representation conventions.

Keeping things as simple as possible, notice that a Turing-machine M takes any

input tape I, and either halts with output tape O or does not halt. Hence, let us
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simply regard any Turing-machine M ∈ M as a partial function M : T → T . We

can now say that M computes a function f : X → Y using some representation

convention or encoding C : X ∪ Y → T if and only if for all x ∈ X and y ∈ Y : if

f(x) = y then M(I) = O where I = C(x) and O = C(y). Thus, we can say that f is

computable if and only if there is an M and C such that M computes f using C.

As an example, to compute the Halting function fH , Boolos and Jeffrey tried

to use the encoding CH : {M × T } ∪ {HALT,NOT HALT} → T , given some

enumeration M1,M2, ... of Turing machines:

CH(M, I) =
{

[m,n] if M = Mm and I = [n]
whatever otherwise

CH(y ∈ {HALT,NOT HALT}) =
{

[1] if y = HALT
[2] if y = NOT HALT

This encoding CH is one possible representation convention that one can use to try

and compute fH , but the proposed definition can generalize over all possible ways to

represent the involved objects, since C can be chosen arbitrarily. However, consider

the following representation convention CNASTY :

CNASTY (M, I) =











[1, m, n] if M = Mm and I = [n] and M halts on I
[2,m, n] if M = Mm and I = [n] and M does not halt on I
whatever otherwise

The tape [k,m, n] is the tape with k successive 1s, followed by a single 0, followed

by m successive 1s, followed by a single 0, followed by n successive 1s, while the rest

of the tape is all 0s. The reader will immediately see the problem. The encoding

CNASTY is a well-defined mapping, and is therefore a representation of machine-input

pairs. However, encoding HALT and NOT HALT as usual, the Halting Problem is

now trivially solvable, as one merely has to delete the second and third string of 1s,

and a Turing machine is certainly capable of doing that.

This result shows that, contrary to Sipser’s claim, encodings are not always trans-

formable into each other. For if this were true, then we could transform CH into
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CNASTY , and thus solve the B & J Halting Problem. However, Boolos and Jeffrey

correctly showed that this is impossible, and therefore encodings are not always trans-

formable into each other.

Of course, one wants to say that an encoding like CNASTY is unacceptable or, to

save Sipser’s original claim, not ‘reasonable’. That is, maybe we can define a differ-

ence between proper encodings and improper encodings. And, using that definition,

maybe we can prove that all proper encodings can indeed be transformed into each

other. However, what makes an encoding reasonable and how do we define a proper

encoding?

One solution to mathematically define proper encodings is based on the realization

that while the representation CH(M, I) is something that we know how to construct

given a machine-input pair 〈M, I〉, we don’t know how to construct CNASTY (M, I).

However, if we then try and define proper encodings mathematically by saying that

the mapping CH is computable, while CNASTY is not, then we have obtained a circular

definition of computability. So this solution doesn’t really work.

Another possible solution is to say that every proper encoding needs to be one that

can be transformed in ’obvious’ encodings such as CH . That is, an encoding CP would

be proper if and only if there is a translation machine MP→H that systematically maps

CP (x) into CH(x) for any relevant x. However, such a definition puts the cart before

the horse as well, since it is not clear why proper encodings should be defined in

relation to CH instead of in relation to CNASTY . That is, of course one wants to say

that CH would be ok to relate other encodings to and not so for CNASTY , but it is

exactly this feeling of ’ok-ness’ that we try to make hard. Hence we still need an

independent definition that makes CH proper as opposed to CNASTY .

Personally, I know of no solution that solves this problem mathematically. Indeed,

a mathematical definition may simply not be in the cards, since we may be trying

to make hard the exact same notion of ’effectiveness’ that prevents any kind of hard
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mathematical proof of the Church-Turing Thesis as well. That is, maybe the best

we can do is to say that CH is proper since we know how to use that encoding,

while CNASTY is not, since we are not able to use that one. However, whether a

mathematical solution to this problem can be found or not, I think that it is clear

by now that recognizing the difference between semantic and syntactic computation

means that uncomputability results either need to be qualified carefully, or require a

much stronger proof than the ones that we have seen.
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This religious diatribe against AI, masquerading as a serious scientific

argument, is one of the wrongest, most infuriating articles I have ever

read in my life.

Douglas R. Hofstadter

4 The Chinese Room Argument

John Searle’s Chinese Room argument must be one of the most famous and important

arguments ever dreamed up by philosophers of mind. When the argument was pub-

lished, some philosophers completely agreed with Searle, while others emphatically

disagreed. And, as the above quote by Hofstadter reveals, some responses were quite

emotional. Obviously, Searle had put his finger on something very important.

It is my experience that as of today, the argument is still controversial. In fact, I

have personally encountered a wide variety of responses to it, which is exactly why

the argument is so interesting and important to the philosopher of mind. For if such a

straightforward argument pumps such a variety of intuitions, then we are apparently

still quite confused about a number of things fundamental to the nature of cognition.

I also feel that some of the theoretical points brought forward in Chapters 2 and 3

can usefully be related to the Chinese Room argument, and that can therefore help

us think about cognition in general.

In section 4.1 I summarize Searle’s original argument, the initial replies to his

argument, and Searle’s counterreplies. Section 4.2 contains a more in-depth analysis

of Searle’s argument, and reveals that there is something inconsistent about the argu-

ment. In section 4.3, I point out the actual flaw in the argument, which is that Searle

has overlooked the possibility of emergence. Finally, in section 4.4 I speculate what

may have caused Searle to make the mistake in the argument that he did, and I reveal

that it may well have been the common confusion about the nature of computation.
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4.1 The Original BBS Article

Searle’s original argument was presented in the article Minds, Brains, and Programs

that was published in 1980 in the journal The Behavioral and Brain Sciences, together

with the replies from a number of leading philosophers in the field ([43]). In his article,

Searle already included some initial replies that he had obtained when discussing his

argument before publication, and gave some counterreplies to these replies as well.

This section presents an overview of Searle’s original argument, the initial replies to

the argument, and Searle’s counterreplies. Some of the replies given by Searle’s peers

in the BBS publication will be postponed to the next section.

Before going into the actual argument, I want to stress again the potential impor-

tance of the argument for the philosophy of mind. This is evidenced not just by the

amount of controversy regarding the argument, but most crucially by the simplicity of

the argument. As we will see below, the argument is very imaginative and simple to

understand. If such a straightforward argument can invoke such a range of reactions,

then apparently a lot of useful work on the basic foundations of cognition remains to

be done.

4.1.1 Searle’s Argument

Searle’s argument is a thought experiment in which we are to imagine a room in which

there is a person who is unfamiliar with the Chinese language. In the room is also

a rule book, which gives rules for transforming series of characters from the Chinese

language into other series of characters from the Chinese language.

The person in the room can converse with Chinese people outside the room, by

having these Chinese people write down their remarks on a piece of paper, and hand

it through a slot in the room to the person in the room. The person in the room will

then use the rule book to transform the symbols on this piece of paper into a new

string of symbols (this may take several transformations, but the person is given a
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limitless supply of paper and pencils to write down intermediate results), write the

final string of symbols on a new piece of paper, and hand this through the slot back

to the Chinese people outside the room. If the rule book is set up right, then it

seems as if the person in the room is conversing intelligently with the Chinese people

outside the room. However, in fact the person in the room does not know what the

conversation is about.

Now, since computations are processes of symbol manipulation, and since symbol

manipulating systems work exactly like the Chinese room (that is, it is nothing but

a series of symbol string transformations), Searle concludes from this thought exper-

iment that no system will ever have any kind of understanding of what it is doing

merely by instantiating certain symbol-manipulation processes. In Searle’s words,

intentionality is not the result of computational processes. In terms of this thesis,

computationalism is false.

One note before going on. It is not completely clear whether in his thought exper-

iment Searle is specifically pointing to a lack of conscious understanding or whether

Searle is talking about a lack of mental properties in general. To deal with this, and

in accordance with this dissertation as a whole, I will assume for the remainder of this

section that Searle is talking about the possibility of a computational system having

psychological properties with the exclusion of phenomenal consciousness. Conscious-

ness itself will be addressed in section 5, where I will come back to the Chinese Room

argument in a separate section.

4.1.2 Replies to Searle

In his original article, Searle already addresses some initial objections to his argument:

• The Systems Reply

The Systems Reply fully admits that the person in the room does indeed not

understand what the conversation is about. However, this person can be seen
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as being part of a larger system, of which the rulebook, paper, and pencil would

be crucial parts as well. Moreover, maybe it is this larger system that has the

relevant intentionality rather than merely the person that is part of it. Searle

has not shown that any such larger system could not be intentional, Searle’s

argument contains a gap, and is therefore invalid.

• The Robot Reply

The Robot Reply asks us to consider the person inside the room as a computa-

tional system that processes the perceptual input and motor output of a robot.

That is, a robot would be equipped with transducers to symbolize perceptual

input, this input would be sent to the person in the Chinese Room who, using

a rulebook, would transform these symbol strings into other symbol strings.

Those latter symbol strings would then be sent back to the robot, where they

would be interpreted as motor commands. Again, the person in the room would

have no idea what was happening. However, the robot itself would be able to

act in such a way that we could reasonably ascribe mental states to the robot.

Therefore, a symbol system, such as implemented by the Chinese Room, can

become intentional after all.

• The Brain Simulator Reply

In the Brain Simulator Reply, the person in the room is imagined to regulate

(again using a rule book) a simulation of the formal structure of the brain of

a real Chinese person. That is, the rule book is set up in such a way that the

formal sequence of neuron firings is duplicated in the simulation. Presumably,

this simulation would duplicate all cognitive properties of the original Chinese

person whose brain is simulated, including intentionality.

• The Combination Reply

The Combination Reply combines both the Robot Reply and the Brain Simu-
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lator Reply. That is, the person in the room simulates the sequence of firing of

an artificial brain, thus processing the perceptual input of a robot into motor

output. Once again, the robot will behave in such a way that intentionality can

be ascribed to it.

• The Other Minds Reply

The Other Minds Reply states that the only way in which we can attribute

intentionality to other people is through their behavior. Since (e.g. follow-

ing the Combination Reply) this behavior can in principle be duplicated by a

computational system, we should attribute intentionality to that computational

system.

• The Many Mansions Reply

The Many Mansions Reply states that while modern-day computers may not

have the right capabilities to produce intentionality, at some point in the future

we may very well have devices that have the right causal processes to produce

intentionality.

4.1.3 Searle’s Counterreplies

Searle discusses and rejects all of the above replies in his original paper. Searle has

two counterarguments against the Systems Reply:

... let the individual internalize all of these elements of the system. He

memorizes the rules in the ledger and the data banks of Chinese symbols,

and he does all the calculations in his head. The individual then incor-

porates the whole system. There isn’t anything at all to the system that

he does not encompass. We can even get rid of the room and suppose

he works outdoors. All the same, he understands nothing of the Chinese,

and a fortiori neither does the system, because there isn’t anything in the
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system that isn’t in him. If he doesn’t understand, then there is no way

the system could understand because the system is just a part of him.

Actually I feel somewhat embarrassed to give even this answer to the sys-

tems theory because the theory seems to me so implausible to start with.

The idea is that while a person doesn’t understand Chinese, somehow the

conjunction of that person and bits of paper might understand Chinese.

It is not easy for me to imagine how somehow who was not in the grip of

an ideology would find the idea at all plausible. (p. 73)

In response to the Robot Reply, Searle points out that his original line of reasoning

goes through as usual:

Suppose, unknown to me, some of the Chinese symbols that come to me

come from a television camera attached to the robot and other Chinese

symbols that I am giving out serve to make the motors inside the robot

move the robot’s legs and arms. ... I am the robot’s homunculus, but

unlike the traditional homunculus, I don’t know what’s going on. I don’t

understand anything except the rules for symbol manipulation. ... the

robot has no intentional states at all; it is simply moving about as a result

of its electrical wiring and its programs. And furthermore, by instantiating

the program I have no intentional states of the relevant type. All I do is

follow instructions about manipulating formal symbols.

Searle combines all of the above objections in response to the Brain Simulator

Reply:

...imagine that instead of a monolingual man in a room shuffling symbols

we have the man operate an elaborate set of water pipes with valves

connecting them. When the man receives the Chinese symbols, he looks
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up in the program, written in English, which valves he has to turn on and

off. Each water connection corresponds to a synapse in the Chinese brain,

and the whole system is rigged up so that after all the right firings, that

is after turning on all the right faucets, the Chinese answers pop out at

the output end of the series of pipes.

Now where is the understanding in this system? It takes Chinese as input,

it simulates the formal structure of the synapses of the Chinese brain,

and it gives Chinese as output. But the man certainly doesn’t understand

Chinese, and neither do the water pipes, and if we are tempted to adopt

what I think is the absurd view that somehow the conjunction of man

and water pipes understands, remember that in principle the man can

internalize the formal structure of the water pipes and do all the ’neurone

firings’ in his imagination. (p.78)

In response to the Combination Reply, Searle modifies his original argument as

follows:

Suppose we knew that the robot’s behavior was entirely accounted for by

the fact that a man inside it was receiving uninterpreted formal symbols

from the robot’s sensory receptors and sending out uninterpreted formal

symbols to its motor mechanisms, and the man was doing this symbol

manipulation in accordance with a bunch of rules. Furthermore, sup-

pose the man knows none of these facts about the robot, all he knows

is which operations to perform on which meaningless symbols. In such a

case we would regard the robot as an ingenious mechanical dummy. The

hypothesis that the dummy has a mind would now be unwarranted and

unnecessary ... (p.79)

In response to the Other Minds Reply, Searle once again states that he can simply

uphold his original argument, showing that whatever it is that produces intentionality,
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it isn’t a computational process:

The problem in this discussion is not about how I know that other people

have cognitive states, but rather what it is that I am attributing to them

when I attribute cognitive states to them. The thrust of the argument

is that it couldn’t be just computational processes and their output be-

cause the computational processes and their output can exist without the

cognitive state. (p.80)

Finally, in response to the Many Mansions Reply, Searle writes:

I really have no objection to this reply save to say that it in effect trivializes

the project of strong AI by redefining it as whatever artificially produces

and explains cognition. The interest of the original claim made on behalf

of artificial intelligence is that it was a precise, well-defined thesis: mental

processes are computational processes over formally defined elements. I

have been concerned to challenge that thesis. If the claim is redefined so

that it is no longer that thesis, my objections no longer apply because

there is no longer a testable hypothesis for them to apply to. (p.81)
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4.2 Analysis of the Argument and its Replies

4.2.1 The Demon Reply

Searle’s argument sometimes reads like a reductio to his own position in that it seems

as if Searle’s argument can be used to demonstrate that no system is intentional.

For example, consider the following thought experiment where, instead of putting a

person in an artificial brain, we put a demon in a real brain, and we have that demon

take over the work of the chemical neurotransmitters. As Haugeland describes it:

... imagine covering each of the neurons ... with a thin coating, which has

no effect, except that it is impervious to neurotransmitters. And imagine

further that Searle’s demon ... peers through the coating at each neural

tip, determines which transmitter (if any) would have been emitted, and

then massages the adjacent tips in a way that has the same effect as if

they had received that transmitter.

Obviously, the demon in the brain will still not have the right intentionality.

Moreover, following the logic of Searle’s argument, there would therefore be no in-

tentionality going on at all. But, presumably, the person whose brain processes are

facilitated by the demon would still have all mental states (including intentionality)

as before. In other words, Searle’s logic leads to an inconsistency.

Let us call the above objection to Searle’s Argument the Demon Reply. Notice

how this thought experiment combines all three objections from the previous section.

It obviously borrows from the Brain Simulator Reply, but it also relies on the Systems

Reply, in that it points to the owner of the brain as the right locus of intentionality,

rather than the demon in the brain. And finally, any possible embodied and/or

situated (non-neural) aspects can be accounted for by the actual person and his or

her environment in this thought experiment, and so proponents of the Robot Reply

can find their view reflected in the Demon Reply as well.
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The Demon Reply likens Searle’s Chinese Room argument to Newcomb’s argument

that was intended to show that artificial flight would be impossible, but where the

logical conclusion of the argument was that birds shouldn’t be able to fly either!

In fact, based on this parallel, Kenneth Ford and Pat Hayes have decided to each

year give the Newcomb Award to whoever produces what they consider the silliest

argument against AI.

However, we really shouldn’t judge Searle’s argument to be silly this fast. Below

I will argue that Searle’s argument is indeed inconsistent, but fleshing out the exact

inconsistency is not as easy as the Demon Reply suggests. And most importantly, it

is one thing to do away with Searle’s argument by pointing out that it results in an

inconsistent, or even silly, position. However, it is quite another to find out exactly

what went wrong in Searle’s thinking that lead to this position. As always, arguments

must be refuted by showing what is wrong with it, and not merely that it is wrong.

Only in the former way can we hope to make some progress on these difficult issues.

4.2.2 Haugeland’s Reply

Valid or not, the Demon Reply does raise an obvious question in relation to Searle’s

argument: How exactly does Searle think that it is that we are intentional agents?

Here is what Searle writes:

It is not because I am the instantiation of a computer program that I am

able to understand English and have other forms of intentionality, but as

far as we know it is because I am a certain sort of organism with a certain

biological (i.e. chemical and physical) structure, and this structure, under

certain conditions, is causally capable of producing perception, action,

understanding, learning, and other intentional phenomena.

... the point of the present argument is that only something that had

those causal powers could have that intentionality. Perhaps other physi-

94



cal and chemical processes could produce exactly these effects; perhaps,

for example, Martians also have intentionality, but their brains are made

of different stuff. That is an empirical question, rather like the question

whether photosynthesis can be done by something with a chemistry dif-

ferent from that of chlorophyll. (pp.81-82)

In other words, intentionality is had by entities with the right physical or chemical

causal powers. Thus, possibly, a physical implementation of some computer program

has those powers, but it doesn’t have them in virtue of the program it instantiates,

but rather in virtue of the nature of that physical implementation. Put another way,

computer programs can be implemented in many physical ways, and while some of

those implementations have the right causal powers to result in intentionality, other

implementations do not. The program is therefore the wrong level to investigate the

presence of any intentionality. Rather, having intentionality becomes an empirical

question that must be answered by studying lower-level physical or chemical proper-

ties.

Ironically, Haugeland used his thought experiment of the demon in the real brain

not to give the above Demon Reply, but rather in response to the above remarks by

Searle. In fact, Haugeland brought up the demon scenario to try and bring up Searle

for a different charge of inconsistency. According to Haugeland, since the demon

takes over the causal interactions between the neurons, the demon has the same

causal powers that the brain normally has, while the brain no longer has those causal

powers. However, the demon obviously still does not have the relevant intentionality,

while the person with the brain presumably still does have the right intentionality .

Hence, no matter how you look at it, contrary to Searle’s claims above, having the

right causal powers does not amount to being intentional.

Here is Searle’s response to Haugeland’s Reply:

[The] neurons still have the right causal powers; they just need some help
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from the demon. More generally if the stimulation of the causes is at a

low enough level to reproduce the causes and not merely describe them,

the “simulation” will reproduce the effects.

In other words, Searle rejects Haugeland’s claim that the demon has the right

causal powers, and states that instead the neurons have the right causal powers after

all. Moreover, since in Haugeland’s scenario, the resulting system is presumably

indeed still intentional, no inconsistency has been obtained.

The question as to who or what has the right causal powers is an interesting

question, and I consider the debate between Haugeland and Searle far from settled

at this point (in fact, I think both Haugeland and Searle are wrong). However, I will

leave my answer to that question for section 4.3. For now, I want to address a more

specific point as revealed by Searle’s response to Haugeland.

4.2.3 ’Right’ Causal Powers

As we saw earlier, Searle contends that it is the existence of certain causal powers that

result in intentionality and other mental properties. Moreover, Searle’s response to

Haugeland suggests that it does not matter how these causal powers are instantiated,

whether this is through neurotransmitters or through the use of a demon. That is,

Searle holds that if Haugeland’s demon is able to make sure that the neural causal

relationships are maintained, and assuming that those causal relationships are at a low

enough level to produce intentionality, then the relevant intentionality is maintained

as well.

However, if apparently it is the existence of certain causal relationships at the

neural level that count, and not the way how these relationships are implemented,

then it seems as if Searle must endorse the thesis of Computationalism. That is, it

seems as if Searle is willing to abstract from all kinds of physical properties of our

brain when it comes to intentionality. However, this intuition is exactly what feeds
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the thesis of Computationalism. Hence, it seems as if Searle’s response to Haugeland

is inconsistent with the conclusion of his Chinese Room argument.

Unfortunately, this objection to Searle does not work. As I discussed in detail

in section 3.1, the step from functionalism to computationalism is far from easy.

In particular, Searle could say that intentionality depends on certain bio-chemical

properties, and while those bio-chemical properties can be multiply realized through

underlying physical properties, these bio-chemical properties are not abstract enough

for an information-processing characterization. In other words, the functionality nec-

essary to produce intentionality can be physically implemented in various ways, but

it still goes beyond the too-abstract information-processing functionality of a compu-

tational system. Or, in the terminology from the previous chapter, Searle may claim

that all that matters for a system to be intentional is for it to implement a certain

abstract causal organization, but this does not mean that this causal organization is

what Chalmers called a causal topology.

4.2.4 The Inconsistency in Searle’s Argument

Although the previous objection to Searle’s argument didn’t work, we are now at a

point to give an objection that does work. According to Searle, intentionality requires

certain low-level physical or chemical properties. Moreover, although Searle leaves the

exact nature of those properties in the dark, he claims that they are low-level enough

such that mere information-processing functionality does not necessarily have those

properties.

In the context of these claims, the Chinese Room argument has a problem. In the

Chinese Room thought experiment, we are dealing with a strange implementation of

some computational system. However, strange or not, the system is an implemen-

tation and, as such, has certain physical and chemical properties that go beyond its

mere information-processing properties. So, how is Searle so certain that there is no

relevant intentionality? If, as Searle pointed out, this is an empirical question, then
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he cannot argue that there is no intentionality on purely logical grounds. However,

Searle does exactly this. Indeed, at some point in the article, Searle writes:

Stones, toilet paper, wind, and water pipes are the wrong kind of stuff to

have intentionality.

Once again, how is Searle so certain of this? His statement comes without any

justification, and is therefore a blatant assertion. In other words, the conclusion of

Searle’s argument should have been that in the Chinese Room there may or may not

be intentionality, depending on the physical and chemical properties that are present.

However, Searle concluded that there is no intentionality, period. Hence, something

must have gone wrong in his argument.

The mistake in Searle’s argument can be generalized to reveal the kind of im-

possible position into which Searle has maneuvered himself, and as it was suggested

by the Demon Reply. Searle does not say which properties are crucial to intention-

ality. However, some set of properties must be sufficient, whether these are neural,

biochemical, sub-atomic, etc. Thus, we can consider the causal organization that

is sufficient to produce intentionality, and imagine a demon roaming around at that

level or organization, whatever it is. Since the demon is making sure that the relevant

causal powers are maintained, intentionality is maintained as well. However, Searle’s

reasoning dictates that since the demon has no intentionality of the right kind, there

is no such intentionality after all. This is a straightforward contradiction, and since

this works for any system, Searle’s argument is indeed like Newcomb’s argument.

We now know that Searle’s argument has a flaw. It leads to the conclusion that

no system can be intentional, but obviously some systems are. However, it remains

unclear where this flaw occurs. That is, where exactly in the argument does Searle

go astray? The next section provides an answer to this question.
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4.3 Emergence and the Chinese Room

4.3.1 A Further Inconsistency

In the previous section we saw how, in his response to Haugeland, Searle delegates

the demon’s job to making sure that the right causal powers are still had by the

neurons. However, as Chalmers puts it, Searle has therefore made the demon into

a mere ’causal facilitator’ ([8]). Therefore, the lack of any relevant intentionality

on the part of the demon, whether in the original room, robot, artificial brain, or

real brain, has become quite inconsequential to his grand conclusion that there is no

intentionality at all. In other words, Searle’s response to Haugeland’s Reply makes it

clear that Searle is apparently willing to attribute intentionality to something other

than the demon.

Unfortunately, Searle does not make this admission elsewhere. For example, in

response to the Combination Reply, Searle writes:

Suppose we knew that the robot’s behavior was entirely accounted for by

the fact that a man inside it was receiving uninterpreted formal symbols

from the robot’s sensory receptors and sending out uninterpreted formal

symbols to its motor mechanisms, and the man was doing this symbol

manipulation in accordance with a bunch of rules. ... The formal symbol-

manipulations go on, the input and output are correctly matched, but the

only real locus of intentionality is the man, and he doesn’t know any of

the relevant intentional states ... . (emphasis added)

However, it is simply not clear why the man would be the only possible locus of

intentionality. Also, in the original argument, although Searle correctly points out

that the person in the room has no understanding of what the conversation is about,

it is not clear how that entails that there is no intentionality going on at all. Indeed,

maybe the person in the room is, just like the demon in the real brain, better seen as
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a mere causal facilitator.

Of course, as suggested by his response to the Many Mansions Reply, Searle would

say that there is an important difference between the person in the room and the de-

mon in the real brain. The person in the room performs symbolic operations, whereas

the demon in the brain performs causal operations of a biochemical, presumably non-

computational, nature. However, Searle never points out how this difference is actu-

ally relevant when it comes to intentionality. Therefore, if by Searle’s own admission

the demon in the real brain can lead to intentionality, even if this intentionality is not

had by the demon itself, then it should also be possible that the person in the room

could lead to intentionality, even though the person does not have this intentionality

him- or herself. However, since Searle denies this possibility, he is being inconsistent.

4.3.2 The Fallacy of Composition

The above inconsistency is obviously related to the Systems Reply. The Systems

Reply stated that while the person in the room does not have the right intentionality,

possibly some larger system of which the person is only a part, does have the right

intentionality. However, as we saw in section 4.1, Searle had some counterreplies to

the Systems Reply. The first counterreply, which was to have the person memorize

the rulebook and to perform all symbolic operations in his head, will be dealt with

in section 4.4. In here, we will focus on his second reply:

The idea is that while a person doesn’t understand Chinese, somehow the

conjunction of that person and bits of paper might understand Chinese.

It is not easy for me to imagine how somehow who was not in the grip

of an ideology would find the idea at all plausible. (p. 73, emphasis by

Searle)

Or, as stated in response to the Brain Simulator:
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But the man certainly doesn’t understand Chinese, and neither do the

water pipes, and if we are tempted to adopt what I think is the absurd

view that somehow the conjunction of man and water pipes understands,

... (p.78, emphasis by Searle)

Now Searle raises an interesting objection here. Indeed, how could a larger system

have intentionality if, and Searle is quite right in this, obviously none of its parts has

it? Well, although the exact ways in which intentionality comes about is something

on which philosophers of mind and other cognitive scientists still need to spend a

whole lot of time, the suggestion that something can’t have intentionality if none of

its parts has it is obviously mistaken.

The straightforward refutation of Searle’s counterreply is that it commits the well

known fallacy of composition, which attributes (the lack of) properties to a whole

based on (the lack of) properties of its parts. Thus, for example, suppose we cut up

an airplane in little pieces. Then, if we argue that the airplane is light, since all these

little pieces are light, we are committing this fallacy. We are making a similar mistake

when we say that the airplane cannot fly since all the little pieces cannot fly. In his

response to the Systems Reply, Searle is committing the fallacy of composition as

well. Just because every part of the system does not have the relevant intentionality,

does not mean that the system as a whole does not have the relevant intentionality.

Of course, this does not mean that the system as a whole does have the relevant

intentionality either. However, it does show that there is a gap in Searle’s argument

and that it is therefore invalid.

That Searle’s argument commits the fallacy of composition has been noted by

various philosophers before. In the original BBS article, Donald Walter writes:

The bimetallic strip by itself certainly doesn’t keep the temperature within

limits, and neither does the furnace by itself, and if we are tempted to
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adopt the view that somehow a system of bimetallic strip and furnace will

keep the temperature in limits ... ([55])

Other philosophers have likened Searle’s argument to Leibniz’ contemplations

whether thought could be the result of purely mechanical processes ([46], [13]):

Perception [is] ... inexplicable by mechanical causes. ... Suppose that

there were a machine whose structure produced thought, sensation, and

perception, we could conceive of it as increased in size with the same

proportions until one was able to enter into its interior. ... [O]n going into

it he would find only pieces working upon one another, but never would

he find anything to explain Perception. ([32], sec.17, as quoted by [40],

p.271)

Rapaport, however, seems to suggest that this is not the right response to Searle.

First of all, Rapaport notes that Searle himself has charged Leibniz of the fallacy of

composition in [44]. Moreover,

... while both stories may be fallacious, they are not alike. Leibniz as-

sumed that his machine could think and perceive, apparently concluding

that its working could not be purely mechanical, whereas Searle argues

from the purely mechanical, but non-biological, character of the running

program to its inability to exhibit understanding: Thus, one man’s modus

tollens becomes another’s modus ponens. ([40], p.272)

However, I think that Rapaport is just plain wrong in his suggestion that Searle

doesn’t commit the fallacy of composition. First of all, just because Searle charges

Leibniz of the fallacy of composition, that does not mean that Searle himself does

not commit that fallacy. And second, I presume that Rapaport had the following two

arguments in mind:
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1. Leibniz’ Argument

Mechanical processes do not produce mental states. Therefore, if we have a

machine that has mental states, then (modus tollens) these mental states must

come from the non-mechanical aspects of the machine.

2. Searle’s Argument

Computational processes do not produce intentionality. Therefore, if we have

a computational system, then (modus ponens) this system will not have inten-

tionality.

In other words, both arguments rely on the conditional that if you have a system

consisting of mechanical (Leibniz) or computational (Searle) processes, then you have

a system that hasn’t mental states. Moreover, both Leibniz and Searle justify that

conditional by saying that the system doesn’t have those mental properties because

the parts don’t have those mental properties. And that is nothing but the fallacy of

composition.

Finally, Searle’s mistake can be usefully characterized using the notion of emer-

gence. In fact, the possibility of emergence is exactly what makes the fallacy of

composition a fallacy. So, while Searle is right that none of the individual parts of

the Chinese Room possess the right intentionality, by interconnecting these parts in

the right way, intentionality may emerge. Moreover, Searle is right that a mere con-

junction will not do. However, if the parts are interconnected, then new properties

can emerge. And the latter is the case in the Chinese Room.

4.3.3 The Systems Reply: The Correct Reply

To conclude this section, I want to go over the six original replies as stated in sec-

tion 4.1. In doing so, I not only want to point out the superiority of the Systems

Reply over all other replies but, in pointing out the various problems with the other
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replies (many of which as suggested by Searle), I want to show the reader exactly

what we can learn from the Chinese Room Argument.

The Systems Reply is the best reply to Searle’s argument because of the following

properties:

1. The Systems Reply does not try to make an argument that some larger system

is intentional. Rather, the Systems Reply merely states that some larger system

could be intentional.

2. The Systems Reply does not say exactly what larger system could be intentional.

Rather, the Systems Reply merely states that some larger system could be

intentional.

3. Rather than suggesting that there must be something wrong with Searle’s ar-

gument, the Systems Reply states what is wrong with Searle’s Argument

4. The Systems Reply pinpoints the mistake in Searle’s argument by focusing on

the fact that the possibility of emergence has been overlooked.

All other replies can be seen as making a stronger claim than the Systems Reply,

in that they state that some other system is intentional, and in that most of the

replies refer to a specific system that is claimed to be intentional. Thus, the other

replies (with the possible exception of the Many Mansions Reply) do implicitly appeal

to the Systems Reply, but are making a set of additional claims besides. However, as

we will see below, these additional claims may actually be quite controversial.

Moreover, in making the specific replies that they do, the other replies distract

from what is the fundamental problem with Searle’s argument, and that is that Searle

overlooks the possibility of emergence. In fact, many of the other replies merely

suggest that since some specific system is intentional, Searle’s conclusion is false, and

hence that there must be something wrong with the argument. However, these replies
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don’t really say what is wrong with Searle’s argument, and that is no proper way

of refuting an argument. In fact, that only leads to arm-wrestling matches of the

following kind:

Searle: ’There is no intentionality in the Chinese Room’

Reply: ’Actually, there is intentionality’

Searle: ’Look, according to the argument, there obviously is not’

Reply: ’Well, if you look at it from our way, there is’

Searle: ’But my argument says there isn’t’

Reply: ’But our argument says there is’

Searle: ’Is not!’

Reply: ’Is too!’

etc.

Obviously, discussions like the above must be avoided at all costs, but below we

will see that this is actually exactly what happens in all replies but the Systems Reply.

To see this, let us now go into these other replies in detail.

• The Robot Reply

The first thing to notice about the robot reply is that it tacitly

concedes that cognition is not solely a matter of formal symbol-

manipulation, since this reply adds a set of causal relations with the

outside world (p.76)

Searle’s response is appropriate, but non-fatal. Searle suggests that since the

Robot Reply adds non-computational elements to the system, then any mental

properties had by the robot would not be in virtue of mere computational ele-

ments. However, one could follow an argument of the kind I gave in section 3.1
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to go against this suggestion. In this argument I claimed that even though

embodied systems such as the robot add non-computational elements to a com-

putational system, the embodied system may still have its mental properties

(if any) in virtue of the (new) computational properties that that embodied

system instantiates. Of course, whether the argument actually works remains

to be seen, but Searle’s response is not as fatal as it seems.

Two better counterreplies to the Robot Reply are therefore as follows. First,

in the Robot Reply, we recognize some of the sentiments of Embodied and/or

Situated Cognition, and it is simply controversial whether the Embodied Model

is in fact the correct model for cognition.

Second, even if one would claim that a robot with the Chinese Room as its

artificial ’brain’ would instantiate a different computational system, and even if

that that new computational system would have mental properties of the right

kind, then it is still not clear how that would be a proper reply to Searle. Why?

Because Searle could simply respond as follows. Consider that new computa-

tional system that allegedly has mental properties, transcribe that system to a

new rulebook, build a new Chinese Room using that new rulebook, and repeat

the original argument to argue that there would in fact still be no intentionality

had by that new computational system. Or, better put, if the embodied system

has any intentionality at all, it isn’t in virtue of its computational properties

after all!

The problem, then, is exactly as I stated above. Even if the Robot Reply gives

a perfectly good argument that the robot would have intentionality, and even

if one could make an argument that these mental properties would be had in

virtue of its computational properties, then still Searle can respond with some

modified version of the Chinese Room argument to argue the exact opposite.

In fact, this is exactly what Searle did as we saw in section 4.1. In other words,

since the Robot Reply fails to state what goes wrong with Searle’s argument,
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we do get the arm-wrestling match.

• The Brain Simulator Reply

Before countering this reply I want to digress to note that it is an odd

reply for any partisan of artificial intelligence (or functionalism, etc.)

to make: I thought the whole idea of strong AI is that we don’t need

to know how the brain works to know how the mind works. The basic

hypothesis, or so I had supposed, was that there is a level of mental

operations consisting of computational processes over formal elements

that constitute the essence of the mental and can be realized in all

sorts of different computer hardwares: on the assumptions of strong

AI, the mind is to the brain as the program is to the hardware, and

thus we can understand the mind without doing neurophysiology. If

we had to know how the brain worked to do AI, we wouldn’t bother

with AI. (pp. 77-78)

Once again, Searle’s response here is misguided. First of all, computationalism

is a claim about what underlies cognition. Thus, computationalism states that

the mind supervenes on computational processes. Computationalism does not

say that these computational processes are constitutive of mental operations. In

other words, Searle is right that computationalism supposes mental properties

to exist at some level higher than the brain. However, this does not mean that

by simulating the brain one doesn’t obtain a mind.

Second, Searle states that we shouldn’t have to know exactly how the brain

works in order to understand cognition. Now Searle is obviously right in this

if there are certain computational processes underlying cognition that exist at

a higher level than the brain. Once again, though, this does not mean that

simulating the brain would not lead to a mind, for trying to explain cognition
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is a different project from trying to find the underlying metaphysical basis of

cognition.

Third, even if the computational processes to which cognition reduces exist at no

higher level than the neural level, Searle would still be right that we don’t have

to do any kind of detailed neurophysiology in order to understand (or create)

cognition. For the computational processes as instantiated by the brain would

be characterized omitting all those neurophysiological details that have nothing

to do with those computational processes. Borrowing Chalmers’ terminology,

size, location, and other physiological properties are simply irrelevant when it

comes to the brain’s abstract causal topology. However, the Brain Simulator Re-

ply is perfectly compatible with these ideas. Indeed, as the Reply states, rather

than duplicating all these physiological properties of the brain, the rulebook in

the Chinese Room would merely reflect that formal structure of the brain and

its formal sequence of neurone firings. Thus, once again, Searle’s response is

misdirected.

Still, there are two problems with the Brain Simulator Reply. First of all,

since the Brain Simulator Reply is a mere simulation of the brain, then it is

possible that it is leaving out crucial elements necessary for cognition. For

example, if Embodied Model is right, then non-neural elements are crucial to

cognition as well. Indeed, the Brain Simulator Reply reflects the ideas behind

the Connectionist Model, and just as the Embodied Model is controversial, the

Connectionist Model is controversial as well. Therefore, one problem with the

Brain Simulator Reply is that, like the Robot Reply, it assumes a very specific

system to have mental properties, where it is in fact debatable whether that

system would indeed have those mental properties.

Second, even if the Brain Simulator Reply is right in that a simulation of the

brain would lead to mental properties, the Brain Simulator does not make it

clear exactly how or where Searle’s original argument is mistaken. And thus we
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saw in section 4.1 how Searle was simply able to modify his original argument

to argue that a simulation of a brain would not lead to mental properties.

• The Combination Reply

I entirely agree that ... we would find it rational and indeed irresistible

to accept the hypothesis that the robot had intentionality, as long as

we knew nothing more about it. ... But the attributions of inten-

tionality that we make to the robot in this example have nothing to

do with formal programs. They are simply based on the assumption

that if the robot looks and behaves sufficiently like us, then we would

suppose, until proven otherwise, that it must have mental states like

ours ... . If we knew independently how to account for its behavior

without such assumptions we would not attribute intentionality to it,

especially if we knew it had a formal program. (p.79)

As discussed in Chapter 3, I do agree with Searle’s claim that bodily behavior

is not constitutive of cognition. However, I disagree with Searle’s reasons for

stating so. Indeed, where Searle wants to argue that one can have intelligent

behavior without intelligence, I would say that intelligent behavior is indicative

of intelligence, but that the locus of that intelligence remains an open matter.

It is the system that is responsible for the information-processing tasks required

for the intelligent behavior to which the intelligence should be attributed. If

the robot behaves intelligently, then such a system exists, whatever the nature

of its implementation.

Better objections to the Combination Reply are therefore similar ones as to the

Robot Reply. There is the issue of whether or not the resulting system has the

relevant mental states, and there is the problem that the Combination Reply

does not state what’s wrong with Searle’s argument. Thus, as with the other
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two replies, Searle correctly responds to it by simply modifying his original

argument as we saw in section 4.1.

• The Other Minds Reply

It is no answer to this argument to feign anesthesia. In ’cognitive

sciences’ one presupposes the reality and knowability of the mental

in the same way that in physical sciences one has to presuppose the

reality and knowability of physical objects. (p.80

The problem with Searle’s reply here is that the Other Minds Reply doesn’t

feign anesthesia. Rather, it claims that mental properties can be attributed on

the basis of behavior alone. As such, however, it does have a couple of problems.

First of all, and as with the Combination Reply, it is not clear what to attribute

mental properties to. And second, it is far from clear if computational processes

can be sufficient to produce the kind of behavior that the Other Minds Reply

has in mind.

Most importantly, however, is that once again the Other Minds Reply fails to

indicate where Searle goes wrong. And hence, Searle can uphold his original

argument which, as we saw in section 4.1, he in fact did.

• The Many Mansions Reply

Here, Searle’s original Reply as stated in section 4.1 was right on the mark.

Indeed, the question is not whether or not we can produce an artifact with

intelligence, but whether computational processes are sufficient to produce in-

telligence. Artefacts can include all kinds of non-computational elements and

therefore the possibility of intelligent artifacts does not support computation-

alism in any way.

In conclusion, the Systems Reply is the best reply to Searle’s argument in that it

is the only reply that tries to show exactly where Searle goes wrong in his argument,
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and in that it supports computationalism by making the weakest possible claim in

support of it. Indeed, we already refuted one of Searle’s counterreplies to the Systems

Reply. The next section discusses Searle’s other counterreply.
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4.4 Searle and Computations

Although we can’t really look into Searle’s mind, it is still an interesting question to

ask exactly why Searle made the mistake that he did. Personally, I think it was the

result of two basic intuitions:

1. A lack of imagination as to the kind of highly complex functionality one can

actually obtain by the Chinese Room.

2. A kind of carbon chauvinism pushing Searle into thinking that only particular

kinds of physical stuff (such as the stuff we are made out of) can result in mental

properties.

These intuitions would explain why Searle would scoff (as he did) at the idea that

mental properties could be obtained from putting person, rulebook, paper and pencil

together, or from having a person regulate an intricate system of water pipes.

Of course, a more charitable reading would be that even though Searle was well

aware of the possibility of emerging properties, he actually argued against this very

possibility using a proper philosophical argument. And although I doubt that this

was actually the case, his second counterreply to the Systems Reply would seem to

be exactly such an argument. This section addresses that counterreply, and shows it

to be mistaken based on some distinctions regarding the nature of computation as

described in chapter 3.

4.4.1 Internal and External Symbol

Let me repeat Searle’s reply to the Systems Reply, for it is a very interesting one:

... let the individual internalize all of these elements of the system. He

memorizes the rules in the ledger and the data banks of Chinese symbols,
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and he does all the calculations in his head. The individual then incor-

porates the whole system. There isn’t anything at all to the system that

he does not encompass. We can even get rid of the room and suppose

he works outdoors. All the same, he understands nothing of the Chinese,

and a fortiori neither does the system, because there isn’t anything in the

system that isn’t in him. If he doesn’t understand, then there is no way

the system could understand because the system is just a part of him.

The mistake that Searle is making in this little argument is that memorizing a

symbol system is quite different from instantiating one. To illustrate this difference,

however, we need to do a bit of work.

Consider a computer that is used as a word processor. It is the task of the

word processor to perform certain operations on certain symbols. Now, the symbols

that the computer thus manipulates form a symbol system that is external to that

computer, and is quite different from the internal symbol system that is the basis

of that computer’s ability to perform the operations on the external symbol system.

The latter, of course, being the computer program that is behind the word processor.

In other words, there are two different kinds of symbol systems: one which is being

instantiated by the computer’s internal processes, and one which is being processed

by that computer as a whole.

Computer programs themselves can be external symbol systems as well. For

example, take the computer program of the word processor. First of all, to the

programmer, that program is an external symbol system, since it consists of symbols

that the programmer manipulates. However, we can also consider the compiler that

compiles that computer program into machine code. Even though the programmer

will run the compiler on the same computer as the word processor will be running

on, the compiler takes as input the symbols that constitute the computer program of

the word processor, and outputs symbols of machine code. Thus, both the original
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program and the compiled program should be seen as external symbol system to the

compiler as well.

A good example of the complicated difference between external and internal sym-

bol systems is formed by the Universal Turing machine. The Universal Turing ma-

chine U can emulate the workings of any other Turing machine M by feeding it a

description [M ] of that Turing machine and some input I on which M is supposed to

operate. For example, suppose that it is M ’s task to add two numbers. Thus, follow-

ing the example of section 3.2, we can make I to consist of two series of 1’s separated

by a 0, while we can make the description [M ] to be M ’s program, consisting of a

list of 4-tuples, separated by 0’s. Thus, the input to U will be [M ], followed by a 0,

followed by I. In other words, while [M ] is internal to M , [M ] is external to U .

This last example can be extended to illustrate two further points of interest.

First of all, M ’s program is set up in such a way that I will indeed be understood as

representing two numbers, and such that these two numbers will be added accordingly.

So, if M would have any understanding at all, it would understand I as representing

two numbers. Or, put another way, I is meaningful to M . On the other hand, [M ]

is not meaningful to M . Presumably, [M ] does not consist of merely two strings of

1’s, and if it would, it still wouldn’t be correct to understand [M ] as representing two

numbers. Indeed, M with [M ] at its input wouldn’t do anything meaningful. In other

words, any kind of understanding or intentionality is an understanding with regard

to an external symbol system.

Second, let us consider I. Obviously, I is external to both M and U . However,

I will be understood differently by these two machines. While M will treat I as two

numbers to be added, U will treat I as some kind of input on which the machine M

as described by [M ] performs some kind of operation, whatever the meaning of that

operation is. In other words, the same symbols can be meaningful in different ways

to different systems.
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We can apply the above ideas to Searle’s thought experiment. In the original sce-

nario, the Chinese characters that the person in the room manipulates are obviously

external to this person. Nevertheless, the person has no understanding of what these

symbols mean in the Chinese language. Still, the person does regard these Chinese

symbols as symbol strings upon which some kind of operation needs to be performed

in accordance with the rulebook. In other words, the person in the room is like the

reading head of Universal Turing machine U , the rule book is like [M ], and the system

as a whole is machine U , emulating machine M . And, for all we know, machine M is

perfectly intentional and understanding with regard to the Chinese symbols after all.

Moreover, notice that nothing really changes in the scenario of the memorized

rule book. The fact that the person’s memory may be completely internalized to the

person as a physical being has nothing to do with whether or not it is internalized

with regard to that person as a cognitive being. In fact, the symbol system that

the person has memorized is something that that person works or computes with,

and hence it is still external to that person. The person is therefore still like the

Universal Turing machine, emulating a different system with different properties. To

this system, the Chinese characters are indeed internalized, but possibly the machine

still has an understanding of what the Chinese conversation, as an external symbol

system may be about.

4.4.2 Syntactic and Semantic Computation

We thus not only see that Searle’s suggestion to memorize the rulebook does not help

his case, we now also see a very peculiar feature of his set-up of the Chinese Room.

For, the computational system that is supposed to understand Chinese symbols, is

being instantiated using a symbol set consisting of those very Chinese symbols. In

other words, the Chinese symbols that are external to the system are supposed to

form the internal symbol system guiding the computational processes at the same

time.
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Now, such a set-up is ok, as long as one does not require those symbols to be

meaningful in the same way that they are meaningful to Chinese speakers. That is,

just as in the above example input I is treated differently by machines U and M , one

should not expect the Chinese systems to be as meaningful to the person in the room

as they are to the computational system that the person, in combination with the rule

book, instantiates. However, Searle does exactly that, and thus puts an unwarranted

restriction on how cognitive properties can come to be.

In fact, Searle apparently understands computations as semantic computations.

For in semantic computation, the understanding results from the user interpreting

the symbols that are being processed, and that is exactly what Searle has in mind.

That is, Searle wants the person in the room to perform a semantic computation,

and hence the symbols better be meaningful to that person. Since they are not, there

can’t be any understanding either.

However, the Chinese Room should be seen as an implementation of a mere syn-

tactic computation, and thus of a mere causal topology. And, as we saw, to implement

such a topology, anything can be used to represent. Thus, the fact that the rulebook

contains Chinese symbols is completely irrelevant to the question of whether or not

the system, as a whole, has the appropriate understanding. In fact, the rulebook

could have contained English symbols just as well. And, even if it did, we could

still not say whether the system has the appropriate understanding or not unless we

looked at the system as a whole. Searle can therefore not conclude that there is no

understanding going on, but we can understand why he thought there wasn’t.

116



Nothing worth reading has been written about it.

International Dictionary of Psychology

5 Consciousness

The problem of consciousness is to figure out the fundamental nature of consciousness.

Traditionally, this question has led to two different views: Materialism and Dualism.

The fight between the Materialists and the Dualists has been long and hard which,

as I will argue in this chapter, is no surprise since we are trying to reconcile a number

of intuitions that are inconsistent with each other.

In section 5.1, I rephrase the problem of consciousness into what I call the Paradox

of Consciousness which, instead of just two, suggests three different metaphysical

views. All these three views are discussed and subsequently rejected in section 5.2

as solutions to the Paradox. In section 5.3 I then explore if the notion of strong

emergence can possibly provide a solution to the Paradox, and my answer is that

it doesn’t either. In section 5.4, I will propose a possible solution to the Paradox,

based on some recent work by David Chalmers. Finally, in section 5.5, I do some

wild speculation regarding the relationship between computations and consciousness

based on this solution.
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5.1 The Problem of Consciousness

5.1.1 The Traditional Problem of Consciousness

Consider the following two claims:

1. The Cartesian Intuition

The Cartesian Intuition is that consciousness is of a different nature than the

physical world around us.

2. Physicalism

Physicalism is the claim that, ultimately, everything is based on physical pro-

cesses.

The Cartesian Intuition is a very basic and, as such, very persistent intuition

that many of us have. Basically, the intuition is that consciousness is quite a unique

phenomenon. So unique, indeed, that it warrants a separate status from anything else

in the world. Thus, the Cartesian Intuition makes us want to make a split between us

and the world, between our mind and our body, between mental spirit and physical

mechanics.

Although the Cartesian Intuition is held by many people, the more scientifically

inclined people will often support the claim of Physicalism. That is, science has found

that many phenomena in nature reduce to nothing more than physical processes. Even

life itself seems nothing more than the whole of a certain set of biological processes,

where those biological processes reduce to chemical processes which, on their turn,

reduce to physical processes. Presumably, scientists say, all of psychology, including

consciousness, is nothing but the result of some very complex, but ultimately purely

physical, processes as well.

We thus obtain what I call the Problem of Consciousness. The Problem of Con-

sciousness is that we have a very basic intuition that consciousness is non-physical in
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nature, but that intuition is in conflict with the view of a purely physical world that

science draws out for us. In short, we like to believe what the Cartesian Intuition

tells us, as well as the claim of Physicalism, but we can’t have it both ways.

The problem of consciousness is traditionally presented following the above lines.

Indeed, since we can accept either the Cartesian Intuition, or the claim of Physicalism,

but not both, the traditional Problem of Consciousness logically leads to the two

major competing philosophical views regarding the nature of consciousness. That

is, following the lead of science, Materialism accepts the claim of Physicalism, and

thus concludes that consciousness reduces to physical processes. On the other hand,

Dualism accepts the Cartesian Intuition for what it is, and claims that consciousness

is non-physical in nature.

In the remainder of this section, I will present the major arguments for Dualism

and Materialism. I will then explain why none of these arguments helps to solve the

Problem of Consciousness.

5.1.2 Arguments for Dualism

There are several arguments for the truth of Dualism:

• The Analytical Argument

The phenomenal aspects of consciousness cannot be described in terms of phys-

ical properties. That is, any physical account of consciousness seems to be

unable to capture its nature. Therefore, consciousness is not physical.

• The Idealism Argument

I cannot deny having conscious experiences. However, I can deny there being a

physical world. Therefore, consciousness is not physical.

• The Privacy Argument
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Conscious experiences are only privately accessible, whereas physical properties

are publicly accessible. Therefore, consciousness is not physical.

• The Surprise Argument

Looking at a physical blueprint of our universe, we would not be able to de-

termine whether or not there were any conscious experiences in that world. In

fact, even if we were told that there were conscious experiences in that world,

we still would not know what they would be like. In short, we can not infer

the existence or nature of conscious experiences from physical properties alone,

and we would thus be surprised to find those out. Therefore, consciousness is

not physical.

The above arguments are very general, and have a great deal of overlap. For

example, the Surprise Argument seems to follow directly from the Analytical Argu-

ment, and the Privacy Argument and the Idealism Argument are obviously related as

well. Nevertheless, we can try to classify some famous arguments in the above cate-

gories. For example, the inverted spectrum thought experiment seems an instance of

the Analytical Argument. The Idealism Argument can be straightforwardly derived

from Descartes’ Meditations. The Privacy Argument is probably best reflected by

Nagel’s bat argument and the problem of other minds. The Surprise Argument can

be recognized in Jackson’s Mary argument.

5.1.3 Arguments for Materialism

Some arguments for the truth of Materialism are as follows:

• The Physical Dependence Argument

Changes in the physiology or chemistry of one’s brain affects one’s conscious

states. Since brain states are physical, consciousness must be physical too.
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• The Historical Argument

Before there were conscious creatures, there were only physical entities. Since

you cannot get non-physical properties from physical properties, consciousness

must reduce to physical properties. Similarly, as we biologically develop from

impregnated egg-cell to conscious being, it seems highly unlikely that our con-

sciousness somehow got added to the developing physical body, much like a soul

that would suddenly start inhabiting the body. Instead, it is much more reason-

able to suppose that consciousness reduces to physical processes that develop

in our body over time.

• The Evolutionary Argument

Consciousness seems to be a product of evolution and, as such, it has a function.

However, in order to have a function, consciousness must be causally relevant,

and since the physical realm is causally closed, consciousness must be physical.

• The Inductive Argument

Every natural phenomenon other than consciousness has turned out to reduce

to physical properties. Therefore, consciousness reduces to physical properties

too.

• it The Causal Argument

Consciousness plays a causal role in cognition, and the physical world is causally

closed. Therefore, consciousness must be physical.

5.1.4 A Lesson from the Problem of Free Will

Consider the following two claims:

1. Volitionism

We have free will.
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2. Determinism

Physical processes are determined. That is, given the physical state of the

universe at any point in time, and given the physical laws that hold in our

universe, it is completely determined what the next state of the universe will

be.

The claims of Determinism and Volitionism form what I shall call the Problem

of Free Will. As with the Traditional Problem of Consciousness, here we have two

claims that we believe to be true, but that seem to be in direct opposition to each

other.

To see this, notice that consciousness is not only felt as something that is non-

physical in nature, but also as something that has a very important role when it

comes to our cognition and behavior. That is, consciousness is seen as something

that allows me to perceive the world around me and, most importantly, to react

according to whatever it is that I perceive. Consciousness thus gives me a sense of

control, volition, or free will: a sense that I can make certain choices when it comes

to my actions. Granted, I can’t choose to fly, but I can choose to either raise my arm

or not.

On the other hand, science does not only suggest a completely physical world,

but it also reveals that there is a high order of regularity in this world. That is,

science suggests the existence of unbendable physical laws that govern everything that

happens in our world. This, however, suggests a mechanical, deterministic world-view.

Moreover, if everything is physical, then that includes ourselves. Hence, whatever

actions we take, is completely determined as well. Therefore, it seems as if there is

no free will after all. 2

2Quantum Mechanics actually draws an indeterministic picture of the physical universe, at least
at a subatomic level. However, none of this has any relevance to the point that I ultimately would
like to make in this section.
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The Problem of Consciousness has some obvious relations with the Problem of

Free Will. For example, since the Cartesian Intuition perceives consciousness as non-

physical, the strong suggestion is that consciousness may be able to locally supersede

the laws of the physical world. Thus, consciousness may allow me to make genuine

choices as to what physical actions are taking place after all. On the other hand, pro-

ponents of Physicalism are likely proponents of Determinism as well. In other words,

the Cartesian Intuition can be used as support for Volitionism, while Physicalism can

be used to support Determinism.

Nevertheless, there is an important difference between the Problem of Conscious-

ness and the Problem of Free Will. To see this, notice that the Paradox of Free Will

has not led to two, but three major proposed solutions. The two obvious solutions are

Indeterminism, which simply denies the truth of Determinism and thus allows one to

adopt the truth of Volitionism, and Hard Determinism, which states that Determin-

ism is true and hence that Volitionism is false. A third major solution, however, is

the position of Soft Determinism, which states that even though Determinism is true,

we can nevertheless attribute free will in a meaningful way (and Soft Determinism

proceeds to give an account of how one can do so).

Now, it is not my aim to argue for or against any of these solutions. In fact, the

only reason I brought up the Problem of Free Will is to make the following point

regarding paradoxes in general. Contrast the solution of Soft Determinism with that

of Hard Determinism. Soft Determinism offers a highly satisfactory solution to the

Problem of Free Will, for not only does it state that the two statements we believe to

be true are indeed true, but it also shows how we can hang on to their truth. Hard

Determinism, in comparison, is quite unsatisfactory, since we still have our intuition

(and a very strong one) that we do have free will. Being told that this intuition is

wrong doesn’t take away from that intuition, and doesn’t really solve the Paradox

at all. In fact, arguing that there is no free will because determinism is true only

strengthens the paradoxical feeling that we have. Indeed, Hard Determinism will
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only solve the Problem of Free Will by giving us an independent reason that shows

us exactly what is wrong with our intuition that we have free will. Only that way

can the disturbing feeling be removed, and the paradox resolved.

It is this lesson that I want to extend to the Problem of Consciousness as well.

Materialists that merely argue for the truth of Materialism don’t take away from the

Problem of Consciousness, simply because we still have the Cartesian Intuition. In

fact, it is the suggestion of the truth of Physicalism that creates the Problem of Con-

sciousness. Moreover, Materialists that claim that the Cartesian Intuition is wrong

because science suggests a purely physical world merely emphasize this disturbing

feeling. Similarly, in their arguments for Dualism, Dualists do nothing to resolve the

paradox either.

In short, when it comes to the Problem of Consciousness, it is of no use to make

an argument for the Cartesian Intuition to support Dualism, or to argue for the

truth of Physicalism to support Materialism. Indeed, arguing for either the Cartesian

Intuition or Physicalism is quite useless, since we are already inclined to adopt any

of those claims, and since it merely results in the kind of arm-wrestling matches we

saw in section 4.3. Instead, Dualists must make a direct attack against the claim

of Physicalism, while Materialists must make a direct attack against the Cartesian

Intuition.

It is for this reason that the Problem of Consciousness remains such a perennial

problem. That is, despite all the arguments of the Materialists to the effect that

consciousness supervenes on physical processes, at the end of the day the Dualists will

simply find any physical account of consciousness unsatisfactory. That is, Materialists

are unable to put a dent in the Cartesian Intuition. Conversely, Dualists have been

spectacularly unsuccessful in putting a dent in Physicalism as well. Thus the paradox

remains.
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Finally, some Materialists will deny having the Cartesian Intuition. However, I

think that those Materialists have merely argued from the truth of Physicalism to

the falsity of the Cartesian Intuition. That is, I think that those Materialists are

so strongly convinced of the truth of Physicalism that they psychologically refuse

to acknowledge the Cartesian Intuition. In fact, most of them will still admit to

consciousness being ’somewhat’ of a mysterious phenomenon, and that is all that the

paradox really requires.

One wonders if we could somehow find a happy middle ground between the Carte-

sian Intuition and Physicalism, just as Soft Determinism is a happy middle ground

between Volitionism and Determinism. This seems logically impossible but, as I will

argue in section 5.4, a decent attempt at such a compromise can in fact be made.

First, however, I want to take a few steps in preparation.

5.1.5 The Paradox of Consciousness

Consider the following three intuitions:

1. The Dualist Intuition

The Dual Intuition is that consciousness does not supervene on physical pro-

cesses. In particular, physical properties will never be able to constitute the

phenomenal aspects of our conscious experiences. In short, consciousness is not

physical.

2. The Causal Relevance Intuition

The Causal Relevance Intuition is that consciousness plays a causal role in

cognition and behavior. Moreover, this causation goes both ways. That is, not

only are our conscious experiences caused by physical interactions that we have

with our environment, but our conscious experiences also cause us to behave in

a certain way.
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3. The Physical Closure Intuition

The Physical Closure Intuition is that the physical domain is causally closed.

That is, physical processes can only cause other physical processes, and can

only be caused by physical processes.

If consciousness is not physical, yet causally interacts with the physical, then that

means that the physical world is not causally closed. The above three intuitions

therefore still form an inconsistent set of claims, and I call it the Paradox of Con-

sciousness: we have several intuitions with regard to consciousness, but it seems as

if they cannot all be true.

In the Dualist Intuition we recognize the good old Cartesian Intuition. In fact,

some people may consider the Causal Relevance Intuition as part of the Cartesian

Intuition (i.e. as part of the Cartesian Heritage) as well. For them, going from the

traditional Problem of Consciousness to the Paradox of Consciousness is therefore

not much more than splitting the Cartesian Intuition in two separate intuitions. For

those who consider the Cartesian Intuition as nothing but the Dualist Intuition,

the Causal Relevance Intuition is an additional basic intuition we have regarding

consciousness, one that drives the Problem of Free Will as well. Finally, the Physical

Closure Intuition can be seen as stating one specific aspect of the claim of Physicalism.

The Paradox of Consciousness has therefore some obvious relations to the tradi-

tional Problem of Consciousness. Nevertheless, the Paradox of Consciousness is stated

in such a way that, hopefully, some progress into the general problem of consciousness

can be made.

5.1.6 Solving the Paradox of Consciousness

As with the traditional Problem of Consciousness, the straightforward way to solve

the Paradox of Consciousness is to deny one of the statements that make up the Para-

dox. As opposed to the traditional Problem of Consciousness, however, applying this
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strategy to the Paradox of Consciousness now results in three metaphysical positions:

1. Interactionist Dualism

Interactionist Dualism accepts the Dualist Intuition and the Causal Relevance

Intuition, but rejects the Physical Closure Intuition.

2. Materialism

Materialism accepts the Physical Closure Intuition and the Causal Relevance

Intuition, but rejects the Dualist Intuition.

3. Non-Interactionist Dualism

Non-Interactionist Dualism accepts the Dualist Intuition and the Physical Clo-

sure Intuition, but rejects the Causal Relevance Intuition.

Of course, we have to remember the moral from before. Simply denying the truth

of one of the three statements does not solve the Paradox. We have to get clear on

what is wrong with the Causal Relevance Intuition, the Physical Closure Intuition, or

the Dualist Intuition. Only in doing so can the unsettling feeling we have be resolved.

Similarly, an incorrect way of solving the paradox would be to argue for the truth of

two of the three statements, from which one then infers that the leftover statement

must be false. We actually encountered an example of this strategy above. The Causal

Argument argues that the Dualist Intuition is false since both the Causal Relevance

Intuition and the Physical Closure Intuition are true. However, this does nothing to

our Dualist Intuition, since it doesn’t say what is wrong with that intuition.

5.1.7 The Physical Closure Intuition

Notice that all claims of the Paradox are stated as intuitions. Now, both the Dual-

ist Intuition and the Causal Relevance Intuition are clearly intuitions (even if some

Materialists persistently deny having the Dualist Intuition). However, in what way
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is the Physical Closure Intuition an intuition? Indeed, one may say that the Physical

Closure Intuition, like the claim of Physicalism, is merely the result of hard scientific

work and additional argumentation.

I agree that the claim of Physicalism heavily rests on scientific findings. For

example, it was only by hard scientific work that we were able to make the reductions

from biology to chemistry, and from chemistry to physics, and it was findings like

these that really gave Physicalism its plausibility. As such, Physicalism is therefore

not a basic intuition. The Physical Closure Intuition, however, is a basic intuition.

Though getting support from scientific findings such as the Law of Conservation of

Energy, the Physical Closure Intuition has been with us much longer than these

scientific findings which drive Physicalism.

The Physical Closure Intuition is as old as what I call the Billiard Ball Intuition:

it is our traditional Cartesian or Newtonian conception of the universe of physical

entities taking up space and, thus having a spatial extension, being able to affect,

and be affected by, other physical entities. Moreover, since non-physical entities are

supposed to have no such extension, it thus becomes somewhat of a problem as to

how non-physical entities can causally interact with physical entities. As pointed out

above, this was exactly the problem that Descartes ran into: the intuition was that

physical ’stuff’ can only interact with other physical ’stuff’.

Nowadays, we have an Einsteinian Universe with quantum fields. The view of non-

divisible atoms has been dispelled, and we have moved from objects to force fields,

from substance to properties, from a particle metaphysics to a process metaphysics.

Still, we have certain intuitions as to what physical properties are: they are about

structure, organization, and their dynamics. Indeed, the modern conception of the

physical universe still doesn’t seem to capture the phenomenal aspects of conscious-

ness, thus leading to the Analytical Argument or Surprise Argument for Dualism we

saw in the previous section. Moreover, it is still conceptually unclear how something
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non-physical, if existent at all, could causally interact with these physical entities

other than an appeal to the supernatural. Thus, the Physical Closure Intuition, as a

basic intuition, has remained.

The modern finding of the first Law of Thermodynamics, the Law of Conservation

of Energy, seems to rule out non-physical causes of physical processes. For if there are

non-physical causes of physical events, then energy can be introduced in a physically

closed system, and that would go against the Conservation Law. In other words,

physical events must have a physical cause. Thus, the Physical Closure Intuition

gets additional support from this scientific finding. However, notice that the Physical

Closure Intuition doesn’t just state that physical events can only have physical events

as its cause, but also that physical events can only have physical events as its causal

effect. Indeed, the statement ’the physical universe is causally closed’ as uttered in

the context of the Conversation Law is usually understood as only half of the Physical

Closure Claim. However, our intuition regarding this issue goes both ways. It is this

basic intuition regarding the nature of physical properties that is reflected in the

Physical Closure Intuition.

We thus see an important difference between the traditional Problem of Con-

sciousness and the Paradox of Consciousness. In the traditional Problem, a basic

intuition seems to go against plausible scientific theories. On the other hand, in the

Paradox, three basic intuitions are stated that seem incompatible with each other.

Indeed, Descartes himself already ran into this paradox, and his solution of the pineal

gland as the communication link between body and mind was obviously not a proper

solution. What would be a proper solution, is a systematic attack against any of

these three intuitions, thus removing the paradoxical situation. In the next section

we will see how the three metaphysical positions fare in this approach.
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5.2 Three Metaphysical Positions

This section discusses three main metaphysical positions regarding the nature of con-

sciousness. I evaluate these three positions as possible solutions to the Paradox of

Consciousness, and I will conclude that all three positions are unsatisfactory as such.

5.2.1 Interactionist Dualism

Interactionist Dualism accepts both the Dualist Intuition and the Causal Relevance

Intuition. The best-known Interactionist Dualist position is Cartesian Dualism.

Cartesian Dualism can be characterized by the following two claims:

1. The Spiritual Intuition

Our mind or soul is a non-physical spirit that controls our body. The spirit is

housed within our body, but can leave the body as well.

2. The Special Intuition

A spirit is something that only humans have. Animals or machines do not have a

spirit. Moreover, only spirits can lead to creative and complex behavior. Animal

behavior is merely reflexive and hence, like machines, completely mechanical.

Although popular among the masses, Cartesian Dualism has been rejected by

those that think about the mind more closely. For one thing, various bodily operations

take place completely unconsciously, and so it is not true that the body needs a

(conscious) spirit in order to be functional. Moreover, it was in particular Freud

who brought attention to the fact that many psychological functions take place in

the absence of consciousness as well. Indeed, there is general psychological evidence

that suggests that the task of consciousness is far more limited than suggested by the

Spiritual Intuition. Many religious people will still hold the Spiritual Intuition, but

scientific evidence goes directly against it.
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The Special Intuition has been given a blow too. Much support for the Special

Intuition was given by the Christian tradition who wanted to make a clear separation

between humans and the rest of the world. However, with modern science revealing

the enormous biological similarities between humans and animals, this separation

is probably best classified as mere arrogant speciesism. Also, with the advances in

the field of Artificial Intelligence, it has become clear that highly complex behavior,

including creativity, can be displayed by pure mechanics.

In other words, while Cartesian Dualism strikes a chord with many religions,

scientific advances have made the position highly implausible. In fact, it is interesting

to note how some Materialists react against Dualism by calling it a theory that, like

religion, is driven by hopes and fears and appeals to the supernatural, rather than by

any scientific evidence. But, although this may be true for why some people believe

in Cartesian Dualism, it is not a very good refutation of Dualism at all.

First of all, Cartesian Dualism is only one form of Interactionist Dualism. Inter-

actionist Dualism doesn’t have to hold anything like the Spiritual or Special Intuition

like Cartesian Dualism does. Interactionist Dualists merely have to claim that there

are non-physical aspects to our consciousness that are nevertheless causally interact-

ing with physical aspects of us and our environment. No supernatural spirits or souls

as ghosts-in-the-machine need be postulated for this. And second, Interactionist Du-

alism is only one form of Dualism. Non-Interactionist Dualism is another version of

Dualism and it does not have any religious or supernatural appeal at all. Materialist

would therefore do well to avoid knee-jerk reactions against Dualism like the above.

Still, as a solution to the Paradox of Consciousness, Interactionist Dualism is in

trouble. The problem with Interactionist Dualism in general is that if consciousness is

not physical, then it is conceptually unclear how consciousness can causally interact

with the physical world. Thus, Interactionist Dualism runs directly into the Paradox

of Consciousness.
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Indeed, if Interactionist Dualism wants to succeed, then they are going to have to

show why and how the Physical Closure Intuition is mistaken. However, notice how

Interactionist Dualism is characterized by the adoption of both the Dualist Intuition

and the Causal Relevance Intuition, rather than by any doubts with regard to the

Physical Closure Intuition. Thus, if Interactionist Dualism presents any attack to the

latter intuition, then it is merely through an inference from the former two. But, as

we noted before, that is not a proper solution to the Paradox. We don’t want to be

told merely that the Physical Closure Intuition is wrong: we need to know what is

wrong with it. As of this moment, I am unaware of any Interactionist Dualist theory

that has ever done so.

5.2.2 Materialism

Most philosophers of mind support some form of Materialism. This is understandable,

given the great appeal of Materialism. First of all, Materialism lies squarely with all

kinds of scientific findings. Indeed, the Physical Dependency Argument, the Inductive

Argument, and the Historical Argument are all based on highly plausible scientific

findings. Second, by thus rejecting the Dualist Intuition, Materialism can hold on

to the Causal Relevance Intuition. That is, Materialists will say that consciousness

is indeed causally relevant to our cognition and behavior, since consciousness is just

another complex physical state.

Still, how well Materialism fares as a solution to the New Paradox of Consciousness

remains to be seen. Now, at first glance, with all the aforementioned arguments, it

looks as if Materialists do indeed provide us with a systematic attack against the

Dualist Intuition. However, the problem with this line of attack is as usual, for all

these arguments are merely arguments in favor of Physicalism. Hence, although they

thereby suggest that the Dualist Intuition is wrong, they don’t state what is wrong

with it. Thus, they do not get rid of our Cartesian or Dualist Intuition. Indeed, just

as these arguments do not provide us with a solution to the traditional Problem of
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Consciousness, they do not provide us with a solution to the Paradox of Consciousness

either.

To make Materialism work as a solution to the Paradox of Consciousness, Ma-

terialism must take the Dualist Intuition heads on. Fortunately, Materialists have

realized this, and have offered the following approaches:

1. Dualists beg the question!

Some Materialists offer a direct attack at Dualist Arguments by saying that

they beg the question. Thus, the Analytical Argument and the Surprise Ar-

gument can be said to merely pump intuitions that we already have. In other

words, these arguments merely exploit our intuitions, and do nothing more than

putting those intuitions into a striking way. However, they don’t provide any

independent support for any of those intuitions.

Now, attacking Dualist arguments is certainly a promising approach. Indeed,

it works a whole lot more towards solving the Paradox than giving yet another

argument for Materialism. In particular, if the support for our Dualist Intuition

can be taken away, then our Cartesian Intuition may lose its appeal as well.

Unfortunately, this particular charge doesn’t work. I completely agree with

the above complaint that many Dualist Arguments do indeed beg the question.

However, what that means, is that we use the Cartesian Intuition to support

the Cartesian Intuition. And thus we start off with the Cartesian Intuition as a

basic intuition. The above charges do therefore nothing to take away from this

intuition.

2. It’s just an intuition!

Some Materialists stress the fact that our Cartesian Intuition is just that: an

intuition. We have had many wrong intuitions in the past, and the Cartesian

Intuition may just be another one of them. In particular, our Cartesian Intuition
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may simply be a failure to imagine the ways in which highly complex processes

can be obtained by mere physical processes.

The problem with this approach is that it really isn’t chipping away at our

Dualist Intuition. Again, a reason is presented that states that our intuition

may be wrong, and indeed it is obviously perfectly possible that we are wrong

about this intuition. However, nothing is offered in terms of what is wrong with

it. Indeed, most of us can admit to imagine highly complex processes to be

the result of physical processes. However this just doesn’t seem to work for the

phenomenal aspects of our consciousness.

3. Look, here it is!

Some Materialists have tried to come up with actual physical accounts of con-

sciousness. Again, this is certainly a promising approach, since that would not

merely argue that consciousness is physical but, if it would work, it would actu-

ally show us how consciousness is physical. And, as such, it would actually be

able to chip away at our Cartesian Intuition as well.

Unfortunately, all material accounts provided so far are completely unsatisfac-

tory. They all seem to be unable to account for the phenomenal aspects of

consciousness. As Chalmers puts it, it just seems unclear why the proposed

physical mechanisms would indeed be accompanied by consciousness. So far,

Materialists have been unable to answer that question.

4. Just wait till next year!

Some Materialists state that we are just going to have to wait for the Paradox

to resolve. Thus, we can follow either one (or both) of the last two approaches.

That is, either at some point in the future we find a satisfactory material account

of consciousness, and/or our Dualist Intuition simply erodes away over time.

Again, as a solution to the Paradox this is highly unsatisfactory. Obviously
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it is possible that our Dualist Intuition, for whatever reason, goes away with

time. However, not only is that pure speculation, but doesn’t solve the problem

we are now facing either. Also, Interactionist Dualism or Non-Interactionist

Dualism could hold a similar view: the Physical Closure Intuition and the

Causal Relevance Intuition may erode away over time as well. And, of course,

such ’solutions’ to the Paradox would be equally unsatisfactory.

5.2.3 Non-Interactionist Dualism

While Non-Interactionist Dualism joins Interactionist Dualism by adopting the Dual-

ist Intuition, Non-Interactionist Dualism distinguishes itself from Interactionist Du-

alism by rejecting the Causal Relevance Intuition. Non-Interactionist Dualism can

therefore hold on to the Physical Closure Intuition, and avoid some of the problems

that Interactionist Dualism ran into. Indeed, unlike Interactionist Dualism, Non-

Interactionist Dualism is compatible with all the scientific evidence that seems to

point towards the truth of Materialism.

Non-Interactionist Dualism postulates that there are two kinds of entities in our

universe: physical and phenomenal. Thus, Non-Interactionist Dualists postulate that

our minds have a dual nature. That is, where Cartesian Dualism considers the mind

as purely phenomenal, and where Materialism considers the mind as purely physical,

Naturalistic Dualism considers the mind as being both physical and phenomenal. The

physical side of our mind is our cognition or psychology, and the phenomenal side

consists of the phenomenal aspects of our conscious experiences.

As an example, consider someone who is looking at a ripe tomato. The physiolog-

ical, neurological, and psychological aspects that are involved in this situation can be

studied by neurobiology, psychology, and by science in general. Thus, we can define

the scientific study of visual perception, which tries to figure out in which sense we

can say that the person is seeing the tomato, and how this perception is realized by

the brain and other physical processes. According to the Materialist, such a story
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would account for all there is to having a visual perception.

However, as we saw before, Dualists in general claim that such an account misses

out on the phenomenal aspects of a visual experience. Indeed, since these phenomenal

aspects are not publicly accessible, they are not open to scientific investigation, and

that is why a neurological, psychological, or any physical account of visual perception

is necessarily incomplete. Instead, the conscious red sensation that one has when

looking at the tomato must be accounted for by phenomenal entities, which are of a

fundamentally different nature.

Moreover, the Non-Interactionist Dualist will claim, these phenomenal entities

do not stand in any kind of causal relationship to the physical entities. Thus, a

physical account of visual perception is, in some sense, a complete account. That is,

a physical account of visual perception can tell us everything about our psychology

and cognition, since psychological properties do indeed reduce to physical processes.

However, a physical account cannot tell us everything about our mind, since it misses

out on the mind’s phenomenal aspects.

Interestingly, this dual nature of mental properties applies to consciousness itself

as well. When psychologists study consciousness, they are in fact studying the purely

physical aspects of consciousness, which we can call awareness ([8]). Science can

study under what conditions someone is aware of something, and what they are

aware of. Awareness is a psychological, and hence a physical phenomenon. Thus,

Non-Interactionist Dualists claim, a complete account of awareness can be given. On

the other hand, the phenomenal experience that accompanies this awareness is quite

a different story. Again, these phenomenal aspects of consciousness are not open to

scientific investigation, since they are only privately accessible. Indeed, these aspects

are non-physical in nature, and simply have no direct relevance to our awareness.

In sum, where Materialism regards the phenomenal aspects of consciousness to

be identical with physical (psychological) properties, and where Interactionist Dual-
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ism finds those phenomenal aspects to causally interact with physical (psychological)

properties, Non-Interactionist Dualism wants to merely associate phenomenal prop-

erties with physical (psychological) properties.

It is this mere association that allows Non-Interactionist Dualism to respond to

some of the major arguments for Materialism. For example, Non-Interactionist Dual-

ism pokes a hole in the Physical Dependency argument by claiming that the physical

dependency of phenomenal experiences is explained by this very association of phe-

nomenal experiences with certain psychological states. That is, changes in certain

physiological states will automatically result in changes in one’s psychological states

and, through the association, that will result in changes in one’s phenomenal experi-

ences as well.

In general, all scientific findings that seem to support Materialism can be explained

by Non-Interactionist Dualism as well. Non-Interactionist Dualism can nicely follow

the Privacy Argument here. Since the phenomenal aspects of consciousness are not

publicly accessible, they are not open to scientific investigation either. Hence, science

simply has nothing to say about the phenomenal aspects of consciousness. Instead,

these scientific findings are merely findings about the nature of the physical aspects of

the universe. In a sense, one can say that science merely studies the physical side of

the universe. Moreover, since the phenomenal side does not causally interact with the

physical side, phenomenal facts will not contradict with any of the scientific findings.

The existence of non-physical aspects is therefore not ruled out by these scientific

findings either.

The most prominent Non-Interactionist Dualist theory is Naturalistic Dualism, as

recently proposed by David Chalmers ([8]). Chalmers’ position is best illustrated by

the claim that zombies are logically possible. Zombies, in this context, are creatures

that are physically (and thus behaviorally) completely identical to us, but that have

no conscious experiences. 3

3In fact, Chalmers’ argument for his position is this: since we can conceive of zombies, they
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Chalmers explains the association between phenomenal aspects of our conscious-

ness and our psychological by the existence of psychophysical laws. These laws are

to be taken as fundamental laws that hold in our universe. As such, we shouldn’t

question why those laws are there, but we simply have to learn to live with their

existence:

In a way, what is going on here with consciousness is analogous to what

happened with electromagnetism in the nineteenth century. There had

been an attempt to explain electromagnetic phenomena in terms of phys-

ical laws that were already understood, involving mechanical principles

and the like, but this was unsuccessful. It turned out that to explain

electromagnetic phenomena, features such as electromagnetic charge and

electromagnetic forces had to be taken as fundamental, and Maxwell in-

troduced new fundamental electromagnetic laws. Only this way could

the phenomena be explained. In the same way, to explain consciousness,

the features and laws of physical theory are not enough. For a theory of

consciousness, new fundamental features and laws are needed. (p.127)

It might be objected that this does not tell us what the connection is, or

how a physical configuration gives rise to experience. But the search for

such a connection is misguided. Even with fundamental physical laws, we

cannot find a “connection” that does the work. Things simply happen in

accordance with the law; beyond a certain point, there is no asking “how.”

As Hume showed, the quest for such ultimate connections is fruitless. ...

It is notable that Newton’s opponents made a similar objection to his

theory of gravitation. How does one body exert a force on another far

away? But the force of the question dissolved over time. We have learned

are logically possible, and hence consciousness does not logically supervene on physical processes.
However, as we saw earlier, this argument begs the question, since we can conceive of zombies exactly
because of the Dualist Intuition.
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to live with taking certain things as fundamental. (pp. 170-1)

According to Chalmers, the psychophysical laws are such that our psychology

’matches’ our phenomenology. For example, if I am visually perceiving a basketball

game, then I will have a conscious experience of a basketball game, and not of a

boring lecture on consciousness. If I consciously experience three objects in a certain

formation, then I also cognitively perceive three objects in that formation, and so on.

Chalmers calls this principle the Principle of Structural Coherence. It is the Principle

of Coherence that makes it seem as if our phenomenology is identical to our psychology

(as Materialism states). But, as Chalmers states, we can fix all psychological facts

without fixing any phenomenal facts. Thus, we reach a Non-Interactionist Dualist

position.

The Principle of Structural Coherence can explain why, although we may think

that consciousness causally interacts with physical processes, this is in fact not the

case. To see this, notice that the Principle of Structural Coherence postulates that,

though not the same, our phenomenal experiences are nevertheless intimately con-

nected to our psychological states of awareness. And, since these psychological states

of awareness do interact with physical processes in exactly the way that we observe,

it may indeed seem as if our phenomenological states are causally involved, and hence

we hold the Causal Relevance Intuition. However, since the phenomenological states

are merely associated with the psychological states, the Causal Relevance Intuition

is in fact false.

While Non-Interactionist Dualism thus has some theoretical advantages over In-

teractionist Dualism, it unfortunately has its own problems. For one thing, on this

view, the lawlike correlation between our phenomenology and our psychology (as ex-

pressed by the Principle of Structural Coherence) seems completely arbitrary. Indeed,

why not perceptually perceive an exciting basketball game, but be in a psychological

state of reading a boring philosophical treatise on consciousness? If we can conceive of
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zombies, then we can also conceive of creatures whose phenomenology is not at all ’in

sync’ with their psychology. It would therefore seem like an outrageous coincidence

that our phenomenology in fact is in sync with our psychology. This cries out for an

explanation, but on Chalmers’ view, and on the view of Non-Interactionist Dualism

in general, the lawlike association between psychology and phenomenology just seems

to ’happen’ to be that way.

An even more disturbing consequence is what Chalmers calls the Paradox of Phe-

nomenal Judgment. Consider my zombie twin, who is physically identical to me, but

has no phenomenal experiences. At this very moment, I am thinking and writing

about the nature of consciousness, and in particular about the phenomenal aspects

of it. Since my zombie twin is physically identical to me, my zombie twin is in the

same psychological states that I am in, and writes the very same things that I am

writing. In fact, where I declare “I have phenomenal experiences whose nature is

utterly mysterious to me”, my zombie twin will do so as well. However, since my

zombie twin has no phenomenal experiences at all, this seems completely absurd.

Chalmers’ answer is that the situation is not contradictory, but merely paradoxi-

cal. Chalmers repeats the fact that we can give a complete account for the behavior

of my zombie twin in the zombie world, since the zombie twin’ behavior reduces to

purely physical processes. Any phenomenal aspects are simply explanatorily irrel-

evant when it comes to this behavior. Consequently, my own comments regarding

consciousness allow for a completely physical account as well, without any appeal to

my phenomenology:

Although consciousness is a feature of the world that we would not pre-

dict from the physical facts, the things we say about consciousness are a

garden-variety cognitive phenomenon. Somebody who knew enough about

cognitive structure would immediately be able to predict the likelihood of

utterances such as “I feel conscious, in a way that no physical object could
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be,” or even Descartes’s “Cogito ergo sum.” (p.186)

However, while we can indeed conceive of zombies, and while we can conceive

how one can explain zombies talking about the Problem of Consciousness by a mere

appeal to their underlying neurological states, we are still uncomfortable with all

this. In particular, while our phenomenology may be explanatorily irrelevant, we are

unwilling to grant that it is metaphysically irrelevant. Non-Interactionist Dualism

puts consciousness in the back seat by making consciousness an ’extra’ feature of

the universe that is causally inert and just ’in for the ride’. However, our Causal

Relevance Intuition is quite the contrary.

Similar remarks apply to the relationship between consciousness and evolution.

The Evolutionary Argument states that consciousness is a product of evolution and,

as such, it has a function and must be causally relevant. However, on the view of

Non-Interactionist Dualism, consciousness is causally irrelevant. Indeed, on the view

of Non-Interactionist Dualism, consciousness is not a product of evolution at all. As

Chalmers puts it:

The process of natural selection cannot distinguish between me and my

zombie twin. Evolution selects properties according to their functional

role, and my zombie twin performs all the functions that I perform just

as well as I do; in particular he leaves around just as many copies of his

genes. It follows that evolution cannot explain why conscious creatures

rather than zombies evolved. (p.120)

However, while we can once again conceive of all of this, it just doesn’t sit well with

us. We still have a strong feeling that consciousness is a product of evolution and, as

such, it is causally relevant. Hence, the only thing that Chalmers accomplishes is to

emphasize the Paradox of Consciousness as it plays out for evolution.

In other words, Non-Interactionist Dualism is falling into the same trap as the
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Interactionist Dualists and the Materialists. Instead of giving an independent reason

as to why the Causal Relevance Intuition is mistaken, Non-Interactionist Dualism

merely defines itself by the adoption of the Cartesian Intuition combined with the

Physical Closure Intuition. Indeed, Chalmers explicitly argues from these two claims

to his position of Naturalistic Dualism (p.161), and thus runs squarely into the New

Paradox of Consciousness.
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5.3 Consciousness and Emergence

As David Hilbert pointed out, there are two ways to find a satisfactory answer to a

mathematical problem: you either find the answer to the problem, or you prove that

no answer to the problem can be given. A case in point is the halting problem. The

halting problem is to design a machine that is able to tell for any other machine and

input of its kind whether or not that machine with that input will halt or not. One

way to solve this problem would have been to present us with a machine that would

exactly do as specified. However, mathematicians have shown that no such machine

can possibly exist. And that is a satisfactory answer to the original problem as well.

We can try the same strategy when it comes to the Paradox of Consciousness. That

is, maybe the way to solve the paradox is to say that it is unsolvable. To be exact,

maybe a satisfactory metaphysical solution to the Paradox of Consciousness will never

be obtained in that every proposed metaphysical solution will seem unsatisfactory in

some way or other. However, if we can make that very claim plausible in itself, then

we have obtained a satisfactory philosophical answer to the Paradox of Consciousness:

the solution to the Paradox is therefore that there is no solution!

The obvious way to try and make this strategy work is to point out that the

claims that make up the Paradox are merely intuitions. And obviously, any of these

intuitions may be false. Indeed, it seems as if at least one of those intuitions must

be false. However, maybe we are simply unable to withdraw any of these intuitions.

That is, for whatever reason, we cannot change our mind on any of the intuitions.

In fact, even if somehow spells out the correct metaphysical position when it comes

consciousness, according to which one of our intuitions is mistaken, we may still be

unable to withdraw that mistaken intuition. In other words, the truth with regard to

consciousness is such that it seems false to us.

Logically, this approach would suggest three possible positions:
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1. Mysterious Interactionist Dualism

Mysterious Interactionist Dualism holds that Interactionist Dualism is true, and

that we are unable to grasp the fact that the Physical Closure Intuition is in

fact false.

2. Mysterious Materialism

Mysterious Materialism holds that Materialism is true, and that we are unable

to get rid of our Dualist Intuition.

3. Mysterious Non-Interactionist Dualism

Mysterious Non-Interactionist Dualism holds that Non-Interactionist Dualism

is true, and that we are unable to grasp that the Causal Relevance Intuition is

false.

In the previous section, we saw that any of the obvious three solutions to the

Paradox is unsatisfactory in some way or other, mainly because they merely seemed

to emphasize the very Paradox. This fact should make any of these three positions ap-

pealing, but only Mysterious Materialism has found some actual philosophical support

in the literature. In particular, some Materialists have argued that while Material-

ism is true, and while consciousness arises out of a purely physical basis, we are still

unable to reduce consciousness to that basis. In the literature, Mysterious Material-

ism is therefore known as Non-Reductive Materialism. The appeal of Non-Reductive

Materialism is understandable, since one can readily appeal to a notion that makes

Non-Reductive Materialism a coherent position: emergence.

In section 2 we saw various kinds of emergence, and Non-Reductive Materialism

comes in various forms as well, depending on which kind of emergence it appeals

to. At first sight, weak forms of emergence do not seem to be compatible with Non-

Reductive Materialism, for if consciousness merely weakly emerges from underlying

physical processes, then a reduction would still be possible. Nevertheless, while such
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a reduction would therefore be theoretically possible, one could still appeal to some

all kinds of practical obstacles that would make this reduction for all intents and

purposes impossible. Thus, certain weak forms of emergence can be incorporated

into Non-Reductive Materialism as well. Let us therefore now consider the various

ways in which emergence can be used to try and solve the Paradox of Consciousness.

5.3.1 Metaphysical Emergentism

Those that believe in the metaphysical emergence of phenomenal properties from

physical properties claim that phenomenal properties arise once a certain complex

whole of physical properties has been attained. Those phenomenal properties are

therefore irreducible to physical properties, but they do logically supervene on them.

The best-known proponent of Metaphysical Emergentism is Roger Sperry, who

writes:

If the micro-determinists are correct - and I take their position to be

essentially that of traditional scientific materialism or physicalism - then

we live in a cosmos driven entirely by physical forces of the most elemental

kind, that is, quantum mechanics, the four fundamental forces of physics,

or some even more elemental unifying field force yet to be discovered.

These are the forces that are in control, the forces that made and move

the universe and created man. On these terms there is no higher meaning,

no values, no purpose, no choice, nor any spirituality or moral priority.

On the other hand, if we are correct about macro-determination, or ’emer-

gent determinism’, these lower-level physical forces, though still active,

are successively enveloped, overwhelmed, and superseded by the emer-

gent forces of higher and higher levels that in our own biosphere include

vital, mental, political, religious, and other social forces of civilization ...

The result is a vastly transformed scientific view of human and non-human
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nature. Organic evolution becomes a gradual emergence of increased di-

rectedness or purposefulness and meaning among the forces and properties

that move and govern living things. Scientific descriptions are no longer

in utter conflict with traditional humanist views and values of the search

for meaning. ([49], p.269)

In response to this quote, one knee-jerk reaction would be to say that Sperry is just

trying to build back into science the wish that our (human) existence is ’special’ and

’meaningful’ in some deep sense. However, this would of course be a circumstantial ad

hominem: just because Sperry’s remarks may sit well with the more religious among

us doesn’t mean that Sperry is wrong. Instead, we should look at the evidence in

favor of Sperry’s theory, and the problem with Sperry’s position is that any such

evidence is completely lacking.

As McLaughlin pointed out (see section 2.3), Sperry’s position is perfectly logically

coherent, as Sperry is merely postulating the existence of further fundamental natural

forces other than the ’physical forces of the most elemental kind’. Indeed, when Sperry

writes that these elemental forces are ’superseded by the emergent forces of higher

and higher levels”, Sperry does not mean that the elemental forces of physics are no

longer in effect, but rather that the effects of those forces are relatively negligible in

comparison with the effects of the emergent higher-level forces.

In fact, certain elementary results seem to go against Sperry’s suggestion. For

example, if I stand on the scales, and I consciously ’will’ my arm to go up, then

Sperry’s theory would attribute my arm going up by a new fundamental force created

by my consciousness. Hence, the force that my body exerts on the scales should go

down but, as we all know, no such thing is happening. O’Connor, however, disagrees:

[A] frequently-voiced objection to the notion of property emergence is that,

even if one grants the internal coherence ..., the presence of irreducible
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emergent properties in material substances is incompatible with contem-

porary scientific knowledge. ... My reply to this bold, “tough-minded”

claim is to label it as sheer bluff. If, as seems to be the case, we cannot

deduce a priori that no complex material substances have emergent prop-

erties, then the establishment of the “scientific knowledge” claim requires

evidence drawn from the various studies of complex physical systems, par-

ticularly those falling under the purview of the biological sciences. And

while it may be readily acknowledged that there are no widely-accepted

working theories that are committed to the existence of such properties, ...

it seems clear enough that contemporary scientific knowledge is sufficiently

partial as not to rule out emergentist hypotheses. ([38], p.99)

Still, as O’Connor himself admits, we have no reason whatsoever to believe in the

existence of such emergent forces (and properties). The way things are looking now,

chemical properties seem to fully reduce to physical properties, biological properties

seem to fully reduce to chemical properties, and preliminary models in psychology

and cognitive science make it plausible that psychological properties (excluding phe-

nomenal properties for the moment) fully reduce to biological properties. In other

words, whether the claim that Metaphysical Emergentism contradicts basic scientific

knowledge is sheer bluff or not, Metaphysical Emergentism really has no appeal here

other than the fact that it could potentially solve the Paradox of Consciousness.

In fact, there are some further problems with Metaphysical Emergentism as a

Non-Reductive Materialist strategy. In particular, it is unclear why Metaphysical

Emergentism should be considered a Materialist position. To see this, consider the

following. In order to be considered a Materialist theory, Metaphysical Emergentism

should state that consciousness is a physical phenomenon. However, there seem to be

only two ways in which the metaphysical emergence of properties can be considered

as the emergence of physical properties:
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1. Properties can be considered physical properties simply in the kind of properties

that they are. For example, while gravitational, electromagnetic, and nuclear

properties may turn out to be elementary and fundamentally different prop-

erties, they are all about structure, organization, and dynamics and, as such,

they are all quantifiable and open to scientific investigation. Thus, even if these

properties turn out to be irreducible to each other or to some more fundamental

property, we can still speak of a physical monism, i.e. Materialism. Moreover,

as long as metaphysically emergent properties are of this kind, we can still speak

of a Materialist view.

Unfortunately, the phenomenal properties of consciousness seem to be of quite

a different nature than all these. To be specific, phenomenal properties are

not about structure, organization, and dynamics, they are not quantifiable and

not open to scientific investigation. Thus, even if phenomenal properties meta-

physically emerge from a physical basis, they should nevertheless be considered

non-physical if we apply this criterion of what makes a Materialist position a

Materialist position.

2. Properties can also be considered physical properties since they have a physical

basis. This seems to solve the problem above, since if phenomenal properties

metaphysically emerge from physical properties, then we could say that those

phenomenal properties have a physical basis, and are therefore physical.

However, this leaves the question as to how the more fundamental physical

properties are considered physical properties. Presumably, there will be a set

of physical properties that do not reduce to or metaphysically emerge from

other physical properties, and hence one is left wondering in what sense such

fundamental properties can be considered physical.

The only way out of this predicament seems to be to postulate some kind of

substance metaphysics, stipulating that there is only one kind of substance,
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which we can call physical ’stuff’. This physical substance has various prop-

erties, and although some of those properties only come about only when the

substance takes on complex kinds of organization, we can claim all properties

to be physical properties in that they are properties of some organization of

physical substance.

Unfortunately, modern scientific findings seem to go against any kind of sub-

stance metaphysics. Substance metaphysics is as old as the Billiard Ball In-

tuition, and just as outdated. The idea of small pieces of indestructible, non-

spatially separable matter out of which everything is made has been replaced

by abstract mathematical space-time curvatures including singularities and the

notion of ’stuff’ itself seems to have reduced to probabilistic quantum fields.

Moreover, even if there would be physical ’stuff’ with various properties, we

would still have this nagging feeling that phenomenal properties would still be

of a different kind than the ’typical’ physical properties, exactly for the reasons

stated above.

In other words, it doesn’t seem as if Metaphysical Emergentism can save Mate-

rialism. In fact, if the British Emergentists had been right about the metaphysical

emergence of chemical properties from physical entities, then we would have gladly

called that a Materialist position. However, with consciousness, our feelings go quite

the opposite way.

5.3.2 Theoretical Emergentism

Those that believe in the theoretical emergence of phenomenal properties from physi-

cal properties claim that while phenomenal properties logically supervene on physical

properties, there are theoretical obstacles that prevent us from reducing phenomenal

properties to physical properties. This position is called Theoretical Emergentism.

One obvious strategy along these lines would be to do something similar as the
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Gödel results. That is, if an advanced theory of cognition is in place, then one could

try and formalize the limitations of what cognizing minds can theorize about, and

make it plausible that those capabilities would prevent us from finding a reduction

of consciousness to physical properties. Indeed, assuming that Computationalism is

true, then the limitations of cognition are given by the limits of computation. Thus,

one can already point out several limitations to any mind. For example, no mind

can solve the Halting problem, and no mind can find all arithmetical truths. Given

the relatively simple nature of these problems, there will undoubtedly be many more

things that the mind cannot grasp, possibly including consciousness.

Notice, however, that the above two examples are rather different from the con-

sciousness case. Although we cannot decide for any Turing-machine whether or not it

will halt, we can determine this for some machines. The same holds for arithmetical

truths: we can not find all truths, but we can find some. In the case of consciousness,

however, we are completely clueless as to how it reduces to material properties. Here,

it is not just that we can not understand all conscious phenomena in this way, but

that we can not understand any conscious phenomenon. A further problem with for-

malizing our cognitive skills and their limitations with regard to making theoretical

reductions is that no such formalization is in the offing, let alone an account as to

how this applies to consciousness.

A more worked out theory supporting theoretical emergence of consciousness is

provided by David Newman. David Newman argues that the brain is a chaotic nonlin-

ear dynamical system which means, as we saw in section 2.3, that brain states follow

highly complex, seemingly random trajectories. Thus, the dynamics of the system is

so sensitive to initial conditions, that it is in practice unpredictable. Nevertheless, for

any CNDS there will be basins of attraction (surrounding ’strange attractors’) that

temporarily describe the rough behavior of the CNDS. So, if we analyze mental states

in terms of being in the basin of attraction of a strange attractor of the brain, then

mental states are emergent ([37]).
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Robert Van Gulick’s views on consciousness are best classified as an instance of

theoretical emergentism as well. As we remember from section 2.3, Van Gulick views

theories as highly multi-dimensional entities quite unlike simple sets of statements.

Moreover, one important dimension along which theories may widely vary is their

practical purpose from the viewpoint of the theory-user. Indeed, Van Gulick argues

that our views regarding consciousness may be such that even though consciousness

does reduce to physical properties, we will have a hard time, if we can do so at all,

to give such a reduction:

... the representation of the mind produced by first-person self-conscious

awareness of one’s own mental processes finds its application in part in

the activities of ongoing self-monitoring, control, and allocation of atten-

tional resources. From a functionalist perspective self-conscious minds are

dynamically self-informing and self-modifying systems. An externally pro-

duced third-person representation would of necessity have quite different

practical and explanatory applications. It would provide quite different

“hooks” or “handles” to ground our mental concepts. ([53], pp.166-7)

Finally, Alwyn Scott’s views on consciousness probably belong to theoretical emer-

gentism as well:

... consciousness is an awesomely complex phenomenon. It is so complex

that it cannot be reduced to some fundamental theory or to one simple

biological or chemical transaction. Instead it must be approached from

every level of the hierarchy. We must construct consciousness from the

relevant physics and biochemistry and eletrophysiology and neural assem-

blies and cultural configurations and mental states that science cannot yet

explain. (pp. 159-160)

Unfortunately, theoretical emergentism regarding consciousness has a big problem.
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To see this, consider the following. Although we may in principle not be able to see the

truth of some arithmetical statement, the truth of such a statement is, conceptually, a

genuine option. That is, looking at such a statement (e.g. the Goldbach Conjecture),

we would agree that the possible truth of that statement is a coherent notion. We

would not be surprised if the statement turned out to be true, but neither would we

be surprised if the statement turned out to be false. In this case, we just don’t know.

Things are much different for consciousness. This time, when asked whether

conscious experiences could supervene on the physical, we simply say no. That is, it

is not that we just don’t see the truth of such a statement, but more importantly it

is the possible truth of that statement that is inconceivable to us. Since we regard

conscious experiences of a whole different type than physical properties, even the

mere possibility of the reduction is inconceivable. Given the nature of consciousness,

we would be utterly surprised if it turned out that consciousness did supervene on

the physical.

This last problem is a problem for Newman, Van Gulick, Scott and, for that

matter, any epistemological emergentist position. We can all understand the difficulty

to reduce something because of sensitivity to initial conditions to an arbitrary degree,

because of different theoretical “hooks” and “handles”, or because of high-degree

complexity and non-linearity. Moreover, we can all see how this could very well apply

to a reduction of complex biological or psychological properties. Indeed, no one said

that the Easy Problem of Consciousness was an easy problem. However, it is quite

inconceivable how phenomenal properties could possibly be constituted by basins of

attraction or non-linear systems. As Chalmers states:

... given that physics ultimately deals in structural and dynamical prop-

erties, it seems that all physics will ever entail is more structure and

dynamics, which ... will never entail the existence of experience. ([8],

p.163)

152



In other words, any view at the level of physics, chemistry, biology, or even psy-

chology simply seems to have the wrong kind of properties to possibly constitute the

phenomenal aspects of consciousness.

5.3.3 Conceptual Emergentism

A final approach to try and make Non-Reductive Materialism work is to say that

consciousness conceptually emerges from physical processes. Thus, one could claim

that while consciousness logically supervenes on physical properties, our psychology

prevents us from seeing that this is the case. In particular, our psychology is such that

consciousness is a novel property in relation to the physical properties that underlie

it. So novel, indeed, that any reduction could very well be in principle impossible.

The best known strategy that follows this approach is Colin McGinn’s Mysteri-

anism. McGinn argues that we are cognitively closed with respect to consciousness.

In particular, McGinn claims that our psychological abilities are unable to conceive

as to how the properties of the brain, in virtue of which consciousness is assumed

to exist, give indeed rise to consciousness. This is because there seem to be only

two ways for us to try and study these underlying properties: by introspection, and

by scientifically studying the brain. However, introspection only reveals phenomenal

properties, while studying the brain only reveals physical properties. Thus, neither of

these two methods available to us can tell us anything about the link between these

two.

We thus see that psychological emergentism can deal with the objection against

epistemological emergentism. Assuming consciousness supervenes on physical prop-

erties, epistemological emergentism can explain why we are unable to reduce con-

sciousness to those properties, but psychological emergentism can also explain why

we aren’t able to conceive as to how such a reduction would even be possible.

Paul Churchland holds a very similar view:
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The difference between my knowledge of my facial blush and your knowl-

edge of my facial blush lies not in the thing known, but rather in the

manner of the knowing: I know it by an auto-connected means (my so-

matosensory system), whereas you know it by a heteroconnected means

(your visual system). The blush itself is as physical as you please. ([10],

pp. 198-9)

According to Churchland, Jackson’s Mary argument (an instance of the Analytical

Argument) is based on “a conflation between different ways of knowing on the one

hand, and different things known on the other” ([10], p.201). The different ways of

knowing is by taking either a first-person perspective, or a third-person perspective.

The thing known, however, is the same in both cases.

A well-known example to further illustrate this idea is that someone may claim

to know something about Clark Kent, but claim not to know this about Superman,

even though Superman and Clark Kent are the same person. Indeed, since one knows

Clark Kent under different circumstances and in different contexts then the ones

under which one knows Superman, we can once again speak of two different ways of

knowing the exact same thing.

Unfortunately, the problem with McGinn’s and Churchland’s argument is that it

makes physical properties into something that they weren’t before. On Churchland’s

view, physical properties are apparently properties whose nature can be revealed

through external third-person observations, as well as through first-person introspec-

tion and, if we had the means, possibly through other means as well. That is, although

perspective-dependent accounts of their nature can be given, the ’true’ perspective-

independent nature of physical properties is left somewhat of a mystery. It is thus

that we could be looking at the same thing without being able to grasp the fact that

we are looking at the same thing.

However, physical properties are normally understood to be about structural, or-
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ganizational, and dynamical properties. In fact, physical properties are therefore

not only quantifiable and measurable, but such quantifications are simply under-

stood to be all there is to those physical properties. In fact, we make many of those

quantifications (such as simple Newtonian mechanical properties) through straightfor-

ward third-person external observations, while others (such as quantum-mechanical

properties) are closely related to those through additional inferences and hypotheses.

Physical properties are therefore not seen as perspective-independent properties, but

rather as properties that are intimately linked to the third-person point of view.

A similar story holds for phenomenal properties. Again, we just don’t say that

the phenomenal aspects of consciousness are properties whose nature can be partially

revealed through either the first-person or third-person point of view. Instead, we

characterize these properties exhaustively by our first-person point of view, and indeed

we hold that the third-person point of view doesn’t tell us anything about phenomenal

properties at all.

The above should make clear that Churchland’s argument doesn’t hold water.

For while Churchland makes an interesting proposal that we may be dealing with

two different ways of knowing the same thing, it seems that physical properties are

intimately linked to the one way of knowing, and phenomenal properties to the other

way. And, since these ways of knowing are irreducible to each other, we have in effect

obtained a Dualist position. Of course, one could still hold on to some kind of monist

view that there is only kind of thing that we know in two different ways, but it would

be quite unfair to consider that one kind of thing to be physical, since that would

really redefine what is considered to be ’physical’. I will come back to this discussion

in section 5.4, but for the current purposes I will leave the discussion at this for now.

McGinn’s argument fails for basically the same reason. A small difference between

McGinn’s argument and Churchland’s argument is that while Churchland asked us

to observe those physical processes that allegedly constitute consciousness, McGinn
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considers us making observations of those physical processes that underlie conscious-

ness. However, we already saw that physical properties, being properties about struc-

ture, organization, and dynamics, can merely lead to further properties of structure,

organization, and dynamics. Hence, if consciousness is supposed to supervene on

physical properties, then consciousness can be characterized by physical processes as

well. But, while such a characterization can possibly capture a third-person point of

view, it seems unable to capture the first-person point of view, through which con-

sciousness itself is defined. Hence, unless we are wrong in our intuition that one can

get something other than structural dynamical properties from structural dynamical

properties, McGinn’s argument fails as well.

5.3.4 General Problems with Non-Reductive Materialism

We saw that all proposed Non-Reductive Materialist strategies fail in one way or other.

In particular, Theoretical Emergentism runs into the Analytical Argument, Concep-

tual Emergentism runs into what is basically the Privacy Argument, and Metaphysical

Emergentism doesn’t seem to have any kind support, and has the additional problem

that it is unclear whether one can consider this a Materialist position in the first

place. There are, however, some general problems with Non-Reductive Materialism

as well.

Non-Reductive Materialism not only has to make it plausible that we can’t reduce

consciousness to physical processes, but also that Materialism is true. However, as a

consequence of their very position, Non-Reductive Materialist cannot argue in favor

of Materialism by trying to give a fleshed out Materialist account of consciousness.

That is, Non-Reductive Materialist cannot give an account as to how consciousness

supervenes on physical processes, for if they can make Materialism plausible in that

way, then in effect they have given a reduction as well. The only option left for the

Non-Reductive Materialists is therefore to give an argument that merely makes it

plausible that consciousness supervenes on physical processes, without stating how.
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Now, almost any of the arguments for the truth of Materialism (the Historical

Argument, the Inductive Argument, the Evolutionary Argument) are exactly of this

kind: they argue that consciousness is physical without giving an actual,physical ex-

planation of consciousness. However, as we saw earlier, all of these arguments rely on

scientific evidence which can be accounted for by Non-Interactionist Dualism as well.

Thus, not only do emergent approaches to consciousness, pretty much by definition,

not tell us how consciousness arises from physical processes, they cannot even make

plausible that consciousness arises from physical processes. Hence, a general problem

for Non-Reductive Materialism is the failure of the basic arguments for Materialism.

A final problem with Non-Reductive Materialism is this. In the light of the highly

persistent nature of the Paradox, Non-Reductive Materialism seems a very appealing

solution. However, I think that this appeal doesn’t lie so much in its plausibility

(for, as we have seen, there really isn’t much to that effect), as that it lies in the fact

that with Non-Reductive Materialism, we can finally put an end to a very difficult

philosophical problem. In fact, with Non-Reductive Materialism we don’t even have

to give a Materialist account of consciousness for, as the position states, there is none

that we will find to be satisfactory in the first place. Non-Reductive Materialism is

therefore the ’lazy way out’. Moreover, the same goes for Mysterious Interactionist

Dualism and Mysterious Non-Interactionist Dualism as well.

Now, of course we shouldn’t reject any of these positions just for being the easy

way out. However, my point is that we shouldn’t accept it for that reason either.

Indeed, all these three positions want us to explicitly reject a very basic intuition,

and although it is certainly a possibility that, like any intuition, our Dualist, Causal

Relevance, or Physical Closure Intuition is wrong, we should probably opt for this

only when there are no more alternative ways to solve the Paradox. And, as we will

see in the next section, there is at least one more option left.
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5.4 A Proposed Solution to the Paradox

In this section, I propose one more possible solution to the Paradox of Consciousness.

This solution suggests that the contradiction in the Paradox is merely a perceived con-

tradiction, and not a logical contradiction. Of course, as stated, the three Intuitions

do form a logically inconsistent set of statements, but the solution is to carefully re-

state these Intuitions in such a way that this inconsistency is removed without taking

away from our intuitions that these Intuitions try to express.

5.4.1 First-Person and Third-Person Observations

The first step towards the proposed solution to the paradox is by considering the

epistemology of phenomenal and physical properties. In other words, let us con-

sider how any of these properties are theoretically and conceptually available to us.

One immediate observation regarding the epistemology of phenomenal and physical

properties is that while physical properties are publicly available to us, phenome-

nal properties seem to be merely privately available. Thus, physical properties are

objective properties, whereas phenomenal properties are subjective properties.

Now, we know that this observation is exploited in the Privacy Argument to argue

against Materialism. We also know that such a move is controversial, because one

can appeal to the notion of emergence to argue that an epistemological distinction

does not necessarily translate into a metaphysical distinction. And finally, we know

that I argued against making such an appeal to save Materialism in the previous

section, by stating that physical and phenomenal properties are intimately linked to

their epistemological status. This section will explain and elaborate on the latter

claim. I will somewhat modify the grounds for it, but I will thereby also solidify it

and, most importantly, I will thus make a first step towards the proposed solution to

the Paradox. The key to all of this is to consider as to why we make a distinction in

epistemology in the first place.
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Obviously, one way through which phenomenal and physical properties are episte-

mologically available to us is through observation. Moreover, we usually distinguish

between two modes of observation: first-person introspection and third-person exter-

nal observations. As the nomenclature indicates, we envision introspection as a kind

of observation that we make from an ’inside’ perspective, while external observations

are observations that we make from an ’outside’ perspective. That is, when we ob-

serve something externally, we observe that something as it provides us with external

stimuli that are picked up by our sensory apparatus. On the other hand, introspec-

tion does not rely on our senses, but is instead supposed to be some kind of reflective

self-observation. As such, we can understand why introspection is considered a first-

person kind of observation, while external observations are called third-person. By

definition, only the self can make a self-observation, whereas external stimuli can be

picked up and processed by multiple cognizers at the same time.

The distinction between first-order and third-order observations provides us with

an immediate suggestion as to the epistemological difference between phenomenal and

physical properties. It seems that we have epistemic access to phenomenal properties

through introspection, and we have epistemic access to physical properties through

external observations.

However, when we start to dig a bit deeper into these issues, this mapping actu-

ally starts to break down. For one thing, notice that when one makes an external

kind of observation, one has just some other conscious experience and, as such, the

observation has phenomenal properties to it. Indeed, as Descartes pointed out, con-

sciousness is involved in any kind of observation, first-person, third-person, or what

have you. As such, epistemic access to phenomenal properties is through any kind of

observation as well.

In fact, since any observation is a conscious experience, one may start to won-

der if there are fundamentally different modes of observation in the first place. For
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example, take Churchland’s example of the blush. Presumably, my somatosensory

experience of the blush results from the stimulation of nerve endings that are part

of my somatosensory system. However, since my somatosensory experience of my

blush bypasses some of the other apparatus of my somatosensory system (such as

the surface of my skin), I am the only one that can experience my own blush in that

particular way, and hence this experience is a first-person experience. On the other

hand, my visual experience of the blush is a third-person kind of observation, since

others can visually observe my blush as well.

However, notice that all that this means is that people other than myself may or

may not be able to observe my blush in a certain way. It does not imply that there

are fundamentally distinct ways of making such observations. In fact, we can imagine

that someone’s nervous system was somehow wired to my skin, in which case there

would be a person next to myself that has an ’inside’ somato-sensory experience of

my blush after all. Hence, the distinction between my somato-sensory experiences

being ’first-person’ and my visual experiences being ’third-person’ merely seems to

reflect the fact that our physiology is such that in some cases I am the only one that

is able to process certain stimuli, whereas in other cases others are able to process

those stimuli as well.

One may object that while this line of reasoning may work for the experience of

a blush, it is not clear how some of my other conscious experiences can possibly be

shared with others. That is, in the case of the blush, I can duplicate the ’inside’

experience because even there are no external stimuli involved such as when I touch

the keyboard in front of me, there are still ’internal stimuli’ that lead to the experience.

However, when I consciously think about something or imagine something, I don’t

seem to be processing any kind of stimuli at all, whether collected through the whole

of my sensory apparatus or merely part of it. Indeed, such conscious experiences

count as ’true’ cases of introspection involving a fundamentally different means of

observation after all.
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However, notice that even in that case, one may point to the fact that conscious

thoughts and imaginations are still reflecting the same modes of sensation that we

have. That is, when I think to myself, I am having an auditory sensation of me talking

to myself, and when I imagine something, I will often do so in a visual way. Hence, it

is quite possible that even such experiences come about in what is still fundamentally

the same way as with an external observation.

In fact, just as my eye-balls cannot directly observe themselves, it would seem that

any kind of cognitive system cannot observe itself in any direct way either, unless some

kind of infinite regress of homunculi is postulated. Thus, while a distinction between

an ’inside’ and ’outside’ observation may make sense in regard to how perceived

stimuli relate to our physical body and our sensory apparatus, it seems quite unclear

as to how this distinction can even possibly apply to our mind.

Fortunately, while one can imagine this debate to continue for quite a bit, nothing

hinges on the outcome of this debate. The only point I hope to have made clear is

that the distinction between first-person and third-person observations is not a useful

distinction to ground any epistemological difference between phenomenal properties

and physical properties. Let us therefore continue our search for the reason, if there

is any, as to why we make an epistemological difference between phenomenal and

physical properties.

5.4.2 Dietrich’s Argument

One interesting consequence of the above observations is that my original objection to

McGinn’s and Churchland’s no longer holds water. That is, I previously argued that

phenomenal properties were indeed intimately linked to introspection, and physical

properties to external observations, but the above observations force me to withdraw

from that position. Moreover, instead of relying on a potentially dubious distinction

between first-person and third-person perspectives, McGinn’s and Churchland’s orig-

inal argument can be easily modified by the very assumption that every observation
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is a conscious experience. As Eric Dietrich writes:

Consciousness just is the experience of the physical world. [So, w]hat

would you experience if you saw the process on which consciousness does

logically supervene? You would just experience another quale. So you

couldn’t, by definition, see that quale cause or result in your conscious

experience. It’s all conscious experience.([23])

Dietrich thus suggests that we are, in a way, locked within our own phenomenal

world. We can only see things from our own personal perspective, and are in princi-

ple unable to make any kind of perspective-independent observation of the physical

processes that constitute our world. That is, even when I look at the most basic

entities existing in our world, my observation will always be tainted by the nature of

the particular mechanism through which I am able to make such observations. And,

since there is no way for me to transcend this mechanism, I don’t have a perfect

window on the world. In other words, just as I previously argued that there is no

such thing as observing one’s self ’from the inside’, Descartes’ observations suggest

that there is no such thing as a purely ’from the outside’ kind of observation either.

4

Applying this view to consciousness, if I look at the physical processes that under-

lie my own conscious experience, then I may not, in fact I cannot, observe that that

what I am currently looking at leads to the observation that I currently make. For

example, assuming that my conscious experiences are produced by neural processes

then, looking at these brain processes, I don’t see the brain processes for what they

really are, but rather I have just another conscious experience. And, since conscious

experiences do not reduce to one another, I fail to grasp how my conscious experiences

come about. Hence, very much following the spirit of McGinn’s argument, Dietrich
4The Argument from Illusion tries to defend a similar view. According to the Argument from

Illusion, all of my experiences are non-veridical, meaning that I never observe things as they exist
in the real world.
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argues that my consciousness may supervene on physical processes, but that I am

unable to observe that it does.

Unfortunately, Dietrich’s argument still suffers from what is basically the same

problem as McGinn’s and Churchland’s original argument. In Dietrich’s argument,

physical properties are seen as properties whose metaphysical nature is not known to

us. However, while there may indeed be such properties, I do not believe that physical

properties could be as such. As stated before, physical properties are structural,

organizational, and dynamical properties. As such, we are able to describe them,

analyze them, and communicate them to each other and that means that physical

properties are objective properties. Since physical properties would not be objective

properties if their nature would not be known to us, it follows that physical properties

are known to us.

Of course, one could maintain that organizational, structural, and dynamical prop-

erties are merely aspects of the physical entities that inhabit our universe. Those

particular aspects would indeed be objective properties whose nature we can know

about, but other aspects would not be objectively available and, in fact, not be avail-

able to us in any way. In other words, the nature of physical entities is only partly

epistemologically available to us.

However, such a characterization of ’the physical world’ would go quite beyond the

nature of the kinds of things that the physical sciences consider as being ’physical’.

The Cartesian view of the world where physical ’stuff’ takes up parts of absolute

space has been rejected, and we are left with abstract force fields and probabilistic

quantum states. In fact, even a notion such as ’mass’ is defined in terms of purely

organizational and dynamical properties. In general, the nature of physical properties

is not supposed to go beyond that what is described in their descriptions. As such,

physical properties are objective and, not only partly, but fully known to us.
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5.4.3 Objective and Subjective Properties

One wants to say that physical properties are not only objective because they can be

fully described, analyzed, and communicated, but also because they can be publicly

observed. However, this gives us a bit of a puzzle. For if all observations have

subjective aspects to them, then in what sense can physical properties be publicly

observed? That is, how can we have complete access to physical properties through

observation?

Fortunately, this puzzle is easily solved. For example, suppose that you and I are

looking at the same object. Although our ’third-person’ observations of the same

thing may indeed involve phenomenal, and therefore subjective aspects, they never-

theless also share certain objective properties. Thus, whatever it is that I am able to

abstract from and express about my experience, you will, under normal circumstances,

find reflected in your experience as well. Moreover, it is the quantifiable structural,

organizational, and dynamical aspects of our experiences that we can abstract from

our experiences, and that we can communicate to each other. However, these aspects

are all physical kinds of properties, and it is as such that physical properties are

publicly observed, and can indeed be considered objective properties.

In fact, what is important here is not so much that through observation we can

publicly observe physical facts of the universe, but rather that through observation

(and further reflection) we can get to know about the nature of physical properties,

whether or not they actually exist in the actual universe or not. However, notice that

this situation is not all that different from a ’first-person’ introspection. Again, there

are certain aspects of my introspective experience that I can express and communicate

to others. Others may not be able to make any such observation themselves, but they

can nevertheless conjure up a conscious image reflecting those abstract properties.

These properties can be expressed, analyzed, and communicated, and are therefore

not only objective, but also fully epistemologically available to us.
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On the other hand, the phenomenal aspects of my experience are those properties

that I abstract from, rather than the properties that I abstract from them. As

such, phenomenal properties are indescribable and not communicable: as the inverted

thought experiment also reflects, any description of my conscious experiences can be

used as a true description of a different conscious experience as well. In fact, this is

exactly what the Analytical Argument uses to argue that phenomenal properties do

not supervene on physical properties.

In other words, the distinction between first-person and third-person observations

(if an interesting distinction at all) is orthogonal to the distinction between the sub-

jective and objective aspects of our observations. Both first-person and third-person

observations involve conscious experiences, and all conscious experiences involve both

subjective and objective properties. The objective properties are those properties that

I can abstract from my experiences, while the subjective properties are those from

which I abstract.

The modified and correct objection to arguments such as given by McGinn,

Churchland, and Dietrich is therefore this. First of all, all these kinds of arguments

argue that the nature of phenomenal and/or physical properties is not fully known

to us, because our epistemic access to them is limited. First, the phenomenal proper-

ties of consciousness are fully epistemologically available to us through the subjective

properties of consciousness, simply because they are those subjective properties. And

second, physical properties are defined in terms of basic organizational, structural,

and dynamical properties which are reflected by the objective properties of my con-

scious experiences. Thus, through observation and subsequent reflection, physical

properties are fully epistemologically available to us as well. Contrary to Church-

land’s, McGinn’s, and Dietrich’s suggestion, any kind of psychological emergence is

therefore impossible.

In fact, since the nature of phenomenal and physical properties is fully known to us,
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and since we are unable to reduce phenomenal properties to physical properties, the

only thing that can save the Materialist is by an appeal to epistemological emergence.

However, whereas in the previous section I already argued that from organizational,

structural, and dynamical properties you can only get further organizational, struc-

tural, and dynamical properties, the above analysis can make such epistemological

emergence even less plausible. For, if physical properties can be fully defined in terms

of objective properties that I can abstract from my conscious experiences, then fur-

ther combinations of such properties will be something that can be defined in that

means as well, and thus still be expressed, analyzed, and communicated. Phenomenal

properties, being those properties that are inherently inabstractable, are unlike this.

Any possible reduction of phenomenal to physical properties is therefore simply not

in the offing, meaning that phenomenal properties cannot epistemologically emerge

from physical properties.

Things thus start to look pretty dark for the Materialist. In fact, the difference in

epistemic access between phenomenal and physical properties is exactly why the In-

ductive Argument for Materialism doesn’t work. Chemical and biological properties

can be successfully reduced to physical properties, because chemical and biological

properties can be fully known to us through abstractions from our conscious expe-

riences. And, whatever is characterized in such a way, can indeed potentially be

reduced to more basic structural and dynamical properties. However, the phenom-

enal properties of consciousness is exactly what is left over whenever we abstract

the quantifiable properties from a conscious experience. Phenomenal properties thus

form a unique class of properties.

5.4.4 Intrinsic and Extrinsic Properties

We saw that physical properties are properties about organization, structure, and

dynamics that are either directly or indirectly reflected by our conscious experiences.

Thus, physical properties can be expressed, analyzed, and communicated, and it is

166



as such that physical properties are regarded to be objective properties. At the

same time, however, this also means that physical properties are inherently abstract

properties.

This result has important metaphysical implications. For if physical properties

are abstract, then physical properties must be realized in some way or other. That

is, from a metaphysical point of view, physical properties are merely the abstract

properties of something more fundamental and non-physical. Fortunately, this view

is perfectly compatible with the view as stated above that we never see reality for

what it is, but that we always see reality through conscious experience. Thus, when

I look at something, my observation of that something may reveal certain physical

properties as reflected by my conscious experience of that something, but the exact

metaphysical nature of that something that actually realizes or gives rise to those

physical properties is still unknown to me. As Chalmers writes:

[A] physical theory only characterizes its basic entities relationally, in

terms of their causal and other relations to other entities. Basic particles,

for instance, are largely characterized in terms of their propensity to in-

teract with other particles. Their mass and charge is specified, to be sure,

but all that a specification of mass ultimately comes to is a propensity to

be accelerated in certain ways by forces, and so on. Each entity is charac-

terized by its relation to other entities, and these entities are characterized

by their relation to other entities, and so on forever... . The picture of

the physical world that this yields is that of a giant causal flux, but the

picture tells us nothing about what all this causation relates.

One might be attracted to the view of the world as pure causal flux ... . It

would contain only causal and nomic relations between empty placeholders

... . [However], it is more reasonable to suppose that the basic entities

that all this causation relates have some internal nature of their own, some
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intrinsic properties, so that the world has some substance to it. (p.153)

Of course, a much more important reason to reject the view of the world as pure

causal flux is the plain fact that physical properties are unable to account for the phe-

nomenal aspects of consciousness. Indeed, the phenomenal aspects of consciousness

are not defined relationally, and hence the view of the world as pure causal flux would

simply have no room for those aspects. Building these phenomenal aspects back into

the metaphysics of our world, however, a new view is immediately suggested to us:

There is only one class of intrinsic, nonrelational property with which we

have any direct familiarity, and that is the class of phenomenal properties.

(p.153)

... [W]e really have no idea about the intrinsic properties of the physical.

Their nature is up for grabs, and phenomenal properties seem as likely a

candidate as any other. (p.154)

In other words, physical investigation can only give us extrinsic, relational, func-

tional properties. However, it is reasonable to suppose that there is something that

has those extrinsic properties, but that has some intrinsic, non-relational, properties

as well. By identifying these intrinsic properties with the phenomenal aspects of con-

sciousness, we can solve two problems at once: how phenomenal properties relate to

physical properties, and what the intrinsic nature of our universe is.

An obvious shortcoming of this view is that, unless one holds some kind of idealism

or solipsism, my conscious experiences are not the intrinsic properties of whatever it

is that I consciously observe. That is, if I look at a tree, we don’t suppose that my

conscious experience is the intrinsic nature of the tree itself. Indeed, if the phenomenal

aspects of my conscious experiences are the intrinsic properties of anything, then it

is of that which has the extrinsic properties of my awareness, which is a complex,

high-level psychological property. It is therefore unreasonable to suppose that the
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intrinsic properties of any physical the phenomenal aspects of our consciousness are

entity.

However, the obvious solution to this is to suppose that there are low-level in-

trinsic properties besides phenomenal properties. Thus, phenomenal properties could

be ’high-level’ intrinsic properties, possibly somehow constructed out of the intrinsic

nature of that what has more basic extrinsic properties. Chalmers therefore suggests

to call such low-level intrinsic properties of our universe protophenomenal. Unfor-

tunately, this name still suggests a close link between intrinsic properties and the

phenomenal properties of consciousness; it is as if protophenomenal properties are

merely there to constitute full-fledged phenomenal properties. However, just as one

wouldn’t call physical properties ’protopsychological’, since many physical entities

exist in the absence of any psychological properties, I think that it is an equally bad

idea to call the intrinsic properties of the universe protophenomenal. I will therefore

stick to just calling them intrinsic properties.

We thus obtain the following metaphysical picture. All physical properties are

extrinsic properties, while all extrinsic properties are, or logically supervene on, phys-

ical properties. Psychological properties, including awareness, are extrinsic properties,

and thus logically supervene on physical properties. Finally, while the phenomenal

properties of consciousness is one class of intrinsic properties, there are many other

intrinsic properties as well. In fact, fundamentally, the universe consists of those

intrinsic properties, and the extrinsic properties of the universe, as found by the sci-

entific disciplines, logically supervene on those intrinsic properties. Thus, as Chalmers

writes:

There is a sense in which this view can be seen as a monism rather than a

dualism, but it is not a materialist monism. Unlike physicalism, this view

takes certain phenomenal or protophenomenal properties as fundamental.

What it finally delivers is a network of intrinsic properties, at least some

169



of which are phenomenal or protophenomenal, and which are related ac-

cording to certain causal/dynamic laws. These properties “realize” the

extrinsic physical properties, and the laws connecting them realize the

physical laws. In the extreme case in which all the intrinsic properties are

phenomenal, the view might be best seen as a version of idealism. It is an

idealism very unlike Berkeley’s, however. The world is not supervenient

on the mind of an observer, but rather consists in a vast causal network

of phenomenal properties underlying the physical laws that science postu-

lates. A less extreme case in which intrinsic properties are protophenom-

enal, or in which some are neither phenomenal nor protophenomenal, is

perhaps best regarded as a version of Russell’s neutral monism. The basic

properties of the world are neither phenomenal nor protophenomenal, but

the physical and the phenomenal are constructed out of them. From their

intrinsic natures in combination, the phenomenal is constructed; and from

their extrinsic relations, the physical is constructed. (p.155)

As we will see below, the resulting metaphysical view has some superficial rela-

tionship to Non-Interactionist Dualism. However, it differs from Non-Interactionist

Dualism in an obvious and important respect. In Non-Interactionist Dualism, physi-

cal and phenomenal properties are supposed to exist side by side, with no ontological

priority of the one over the other. On the above view, however, intrinsic proper-

ties are ontologically prior to extrinsic properties. Indeed, rather than calling this

view ’neutral’ monism, which still suggests a kind of symmetry between physical and

phenomenal properties, I prefer to call this view Intrinsicalism.

Because of its ontological asymmetry, Intrinsicalism has an enormous theoretical

advantage over Non-Interactionist Dualism. In order for Non-Interactionist Dualism

to account for certain lawlike regularities between physical and phenomenal prop-

erties, such as the Principle of Structural Coherence, Chalmers suggested that in
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our world there exist fundamental psychophysical laws. However, as we saw, the

postulated existence and specific nature of such laws seemed to be quite ad hoc.

On the view of Intrinsicalism, however, lawlike regularities such as the Principle of

Structural Coherence, become automatic consequences of the metaphysical picture

it postulates. Thus, Intrinsicalism can actually explain lawlike regularities between

physical and phenomenal properties, whereas on the view of Non-Interactionist Du-

alism, such regularities remained a mystery.

5.4.5 Explanatory and Causal Relevance

The final step towards the proposed solution to the paradox is by considering the

notion of causality. Now, causality is normally understood as a lawlike, counterfactual

supporting connection between two events. However, this means that causality is a

notion related to the dynamics of organizations and structures. Thus, following the

concepts behind Intrinsicalism, causality would seem to be an inherently relational

and extrinsic notion. By logical necessity, then, the notion of causality can only exist

in the physical domain. Indeed, on this analysis, any Interactionist Dualist position

simply seems to be not only empirically implausible (because of the evidence for the

Law of Conservation of Energy), but logically impossible.

In fact, let us consider the Law of Conservation of Energy itself. The Conservation

Law is considered to be falsifiable in the sense that we could find that during some

process in a closed system, the amount of energy of that system either increases or

decreases. Indeed, such a finding could support Interactive Dualism. However, since

under the above analysis of causality, Interactive Dualism would seem to be logically

impossible, one may start to wonder in what sense the Law of Conservation of Energy

is in fact falsifiable.

To get the reader’s intuitions going, suppose that someone would run some scien-

tific experiment in which the measured energy levels before and after the experiment

differ. Does the experimenter now conclude that the Law of Conservation of Energy
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is false? Probably not, and here is why. Assuming the measurements were correct,

the experimenter would claim that the experiment shows that there is some hitherto

unknown, and thus not explicitly measured, source of energy which accounts for the

difference. In fact, the experimentally found difference in energy levels gives us an

exact measurement of this new source of energy.

Moreover, assuming the universe is uniform, then the fact that a new form of

energy is found in this experiment which was not found in other experimental set-

ups means that there is a fundamental difference in the physical topology of this

experiment as opposed to previous experiments. This topological difference can thus

be used in order to characterize the nature of this new form of energy. In other words,

the Conservation Law will never be refuted, as new forms of energy can and will be

postulated in accordance with the Conservation Law. Thus, the Conservation Law

will never be falsified, since we simply will not allow it to be falsified.

Following the concepts of Intrinsicalism, we can see the analytic truth of the

Conservation Law as well. Notice that ’energy’ is a notion about certain dispositions

to do something. As such, ’energy’ is an inherently relational, extrinsic notion. Thus,

forms of ’energy’ are characterized by the extrinsic causal topology of the universe as

found by the physical sciences. ’Energy’ is therefore not any more than a means to

describe the extrinsic relationships that we empirically find, rather than something

whose existence and nature is premeditated, and that can be refuted by empirical

evidence.

Indeed, whatever the universe turns out to be, we can define forms of energy that

describe that universe. For example, suppose that mass doesn’t attract, but instead

repels other mass. In that case, an object close to the surface of the earth would be

considered to have a lot of potential energy which, as the object accelerates away, is

converted into kinetic energy. Or, suppose that an object starts spinning faster and

faster. In that case, objects that don’t spin are considered to have a lot of potential
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’spinning energy’ which gets released into other forms of energy once the object starts

spinning. The Conservation Law thus seems to be quite a bit less interesting than it

is normally conceived of. Indeed, the only feature of the universe that this Law seems

to express is that the universe is describable and predictable, i.e. that the universe

behaves in a lawlike, uniform manner.

While Intrinsicalism postulates a fundamental distinction between phenomenal

and physical properties, the above analysis would mean that there could be no fur-

ther causal interaction between those two properties. Hence there is a superficial

similarity between Intrinsicalism and Non-Interactionist Dualism. However, while

under the view of Non-Interactionist Dualism we can quite easily conceive of a zom-

bie world, under the view of Intrinsicalism this is suddenly less clear. Under the view

of Intrinsicalism you need intrinsic properties to give you extrinsic properties, and

therefore a zombie world with mere extrinsic properties is logically impossible.

But now we have obtained a rather paradoxical state of affairs. If, as stated

above, causality is an inherently extrinsic notion, then it simply doesn’t make sense

that phenomenal properties would be able to cause physical events. Indeed, assuming

that the universe is uniform, the Physical Closure Claim is necessarily true. However,

this suggests that nothing but other physical events are needed for physical events

to take place, and hence that a physical can sustain itself. But since we just saw

that under Intrinsicalism a zombie world is impossible, a purely physical world can’t

sustain itself after all.

Fortunately, the paradox is easily resolved. The paradox is that the intrinsic

properties of the universe are irrelevant when it comes to explaining how certain

physical events come to be, because to explain that, we simply can refer to other

physical events and the notion of causality. However, the intrinsic properties are not

irrelevant when it comes to explaining the very existence of physical properties. That

is, we can explain the dynamics and organization of physical events in terms of other
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physical events and the inherently physical notion of causality, but if we want to

explain how such organization, dynamics, and causality itself came to be in the first

place, we are going to need other, intrinsic, properties. In other words, while a purely

physical world can causally sustain itself, it cannot metaphysically sustain itself. The

perceived contradiction is therefore merely a perceived one, and not a logical one.

It should be fairly clear that the solution to this particular paradox should finally

suggest a possible solution to the Paradox of Consciousness. For the claim of Intrin-

sicalism that phenomenal and physical properties are fundamentally different relates

to the Dual Claim, the claim that physical events causally sustain themselves relates

to the Physical Closure Claim, and the claim that phenomenal (intrinsic) properties

are nevertheless ontologically relevant when it comes to physical events relates to the

Causal Relevance Claim.

In particular, it should by now be clear that there is no contradiction in the claims

that while my phenomenal experience of a ripe tomato flying at me does not logically

supervene on my physical brain states, and while I can explain why I duck in terms of

my brain states, my phenomenal experience is nevertheless metaphysically relevant

for me ducking. For, while the kind of causality that takes place connecting the

various events and processes can be described in purely physical terms, the existence

of those causal relations nevertheless fundamentally relies on intrinsic properties, of

which the phenomenal properties of my experience form an integral part.

One appealing way to reword the Paradox of Consciousness in such a way that

the contradiction is removed is to distinguish between two notions of causality. One

notion of causality is as we have used it so far: an inherently physical notion, merely

describing the lawlike, extrinsic relationships between physical events as they take

place in our universe. We can call this epistemological causality, since this notion of

causality can be studied scientifically, and is therefore fully epistemologically available

to us. The second notion of causality is causality as it is metaphysically implemented
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the intrinsic properties of the universe. It is what is intrinsically going on when

extrinsic causality takes place. We can call this metaphysical causality. In fact, some

people do indeed regard causality as such: as the metaphysical ’glue’ that makes

physical events take place in the way that they do, but whose nature will always

remain somewhat of a mystery.

Using these two notions of causality, the three statements of the Paradox of Con-

sciousness become:

1. The Dual Claim

Phenomenal properties of consciousness do not logically supervene on the phys-

ical properties of our universe.

2. The Causal Relevance Claim

Phenomenal properties of consciousness are metaphysically causally relevant.

3. The Physical Closure Claim

Physical events epistemologically cause, and are epistemologically caused by,

other physical events only.
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5.5 Consciousness and Computationalism

This final section explores the relationship between consciousness and computation.

In particular, the question will be addressed whether or not consciousness is the result

of computational processes. This question touches on various issues that have been

brought up before. For example, we can ask whether consciousness emerges from

computational processes. Or we can consider Searle’s Chinese Room argument as an

argument that if machines that instantiate computations are conscious at all, it isn’t

in virtue of those computational processes.

I will address most of these issues from the view of Intrinsicalism, since that is

the view to which earlier my earlier contemplations regarding consciousness have led.

Many arguments do indeed not follow through under different metaphysical views.

Nevertheless, I hope that the reader will still find some value in the contemplations

that I make in this section.

5.5.1 The Chinese Room and Consciousness

In chapter 4 we noted that it is not quite clear exactly what Searle meant by ’inten-

tionality’. In particular, it was not clear whether Searle referred to a psychological

property, or to a phenomenal property. And in the light of the arguments of this

chapter that there is a fundamental metaphysical distinction between these two kinds

of properties, we can understand why I considered the relation between computations

and psychological properties in chapter 4, and left the discussion of the relation

between computations and phenomenal properties to this very moment.

Unfortunately, as an argument against machines being consciousness in virtue

of the computations they instantiate, the Chinese Room argument still suffers from

pretty much the same problem as before. To be specific, while Searle may point out

that the man in the Chinese Room does not have any conscious experiences reflecting

the conversation that is going on, Searle has not shown that the system as a whole, of
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which the man is a mere causal facilitator, does not have the right kind of conscious

experience. In other words, one can simply repeat the Systems Reply to show that

Searle’s argument is invalid.

Still, under the view of Intrinsicalism, the conclusion of Searle’s argument is cor-

rect. That is, if phenomenal properties do not supervene on physical properties then,

given that computational properties do supervene on physical properties, phenom-

enal properties do not supervene on computational properties. Indeed, while it is

possible (and, indeed, likely) that psychological properties may emerge (weakly or

strongly) from computational properties, phenomenal properties cannot. In sum,

while computationalism is plausible as a position regarding psychological properties,

it is implausible as a position regarding consciousness.

This observation seems to immediately answer all questions that we have regarding

the relation between consciousness and computations. However, things are a little bit

more complicated than this. For, under the view of Intrinsicalism, we need some

intrinsic basis for any computational system. That is, any computational system

must be realized in some way or other. And, it may be that it is in virtue of that

instantiation that computational system are conscious after all.

Indeed, while Chalmers regards Searle’s Chinese Room argument as an argument

against the possibility of computational systems being conscious, and while Chalmers

admits that such systems are indeed not conscious in virtue of the extrinsic com-

putational properties, Chalmers nevertheless claims that computational systems are

plenty conscious. In fact, Chalmers states that the computational system, as causally

facilitated by the man in the room, is perfectly conscious of the conversation that

takes place ([8]).

Chalmers argues for this claim as follows. First, Chalmers argues for the claim

which he calls the Principle of Organizational Invariance. This principle states that

any two systems with the same abstract causal topology will have exactly the same
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conscious experiences. Hence, any two systems that implement the exact same syntac-

tic computations will have the exact same conscious experiences. Chalmers’ argument

for this principle will be discussed shortly, but let us take this principle as a premise

for now.

Second, Chalmers assumes that the conscious experiences that a Chinese speaker

would have when being involved in a Chinese conversation are, through the psy-

chophysical laws that hold in our world, associated with the computational processes

that take place in the brain of that Chinese speaker during that conversation. Finally,

then, let us write down the rules for that computational system in a rulebook, and

have a man perform computations according to that rulebook. The resulting system

will therefore not only embody the exact same computational processes as the origi-

nal brain but, by the Principle of Organizational Invariance, the resulting system will

in fact have the exact same conscious experiences of the conversation as the Chinese

speaker has.

If Chalmers is right, then AI is possible in a very strong sense. That is, not only

are psychological properties determined by underlying computational properties but,

through the psychophysical laws that hold in our universe, such underlying computa-

tional properties determine any kind of phenomenal properties as well. In Chalmers’

words, while psychological properties logically supervene on computational proper-

ties, phenomenal properties naturally supervene on computational properties. The

resulting position is therefore a kind of Functionalism: even though the phenomenal

properties do not reduce to computational properties, they are nevertheless indirectly

determined by them. Chalmers calls this view Non-Reductive Functionalism. In the

remainder of this section, let us consider the plausibility of this view.

5.5.2 The Dancing Qualia Argument

Obviously, Non-Reductive Functionalism follows directly from the Principle of Orga-

nizational Invariance. Moreover, Chalmers argues for the Principle of Organizational
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Invariance using an argument called the Dancing Qualia Argument. Below I will

summarize Chalmers’ argument, followed by my criticisms of it.

Chalmers sets up the question he sets out to answer as follows:

Consider a silicon-based system in which the chips are organized and func-

tion in the same way as the neurons in your brain. That is, each chip in

the silicon system does exactly what its natural analogue does and is in-

terconnected to surrounding elements in precisely the same way. Thus,

the behavior exhibited by the artificial system will be exactly the same as

yours. The crucial question is: Will it be conscious in the same way that

you are? ([7], p.86)

Chalmers argues that the answer to this question is ’Yes’ using a reductio ad

absurdum. Thus Chalmers will try to derive a contradiction from the assumption

that the answer is ‘No’. In accordance with this assumption, and without losing any

generality, let us therefore suppose that we have a silicon duplicate of the visual cortex

of a person called Bob. Also, let us suppose that there is a two-position switch with

which one can connect either Bob’s original cortex or the silicon duplicate to the rest

of Bob’s brain and body. And finally, let us assume that when the switch is in the

mode in which Bob’s original cortex is connected to the rest of his original brain and

body, then Bob is having different experiences than when the switch is in the other

position, in which case Bob is using the silicon cortex.

Consider now the following two scenarios which are exactly the same, except for

the following. In the first scenario, we flip the switch back and forth, but in the

second scenario, we don’t flip the switch at all. By making sure that the silicon-based

visual cortex has the same functional organization as Bob’s original cortex at every

moment that we flip the switch, the functional organization of the whole of Bob’s

brain and body remains exactly the same in the two scenarios. Therefore, there can

be no psychological difference between these two scenarios.
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So, let us assume that Bob is looking at an apple, and is experiencing red when

using his original carbon cortex, and blue when the switch is flipped to the silicon

cortex. Thus, in the first scenario, the colors blue and red will dance before Bob’s

eyes, but in the second scenario, Bob will continue the same color (say, red). However,

this means that in the second scenario, Bob is in a psychological state that disposes

him to say that the color is not changing at all. But, since we just noted that the

psychological properties in the two scenarios don’t change, it follows that in the first

scenario, Bob is also disposed to claim that nothing is changing. However, this state

of affairs is completely implausible: while the colors are dancing before Bob’s eyes, he

reports no change at all! In particular, this state of affairs is in contradiction with the

Principle of Structural Coherence, and therefore the assumption must be withdrawn,

and the Principle of Organizational Invariance must be accepted.

5.5.3 Refutation of the Dancing Qualia Argument

One way to criticize Chalmers’ argument is to question the Principle of Structural

Coherence. However, although I will do so later, I will for now assume this Structural

Coherence Principle to be true. Instead, I will show that the Principle of Organiza-

tional Invariance doesn’t follow from the Structural Coherence Principle. In partic-

ular, I will show that, contrary to our initial intuitions, no contradictory situation is

obtained in the dancing qualia scenario after all. In short, I will show that Chalmers’

argument is invalid. 5

The first thing to notice about the argument is the way Chalmers talks about the

thought experiment:

... where you had previously seen red, you may now experience [blue] ...

([7], p.86, emphases added)

5See [54] for a more detailed refutation of the Dancing Qualia Argument.
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What will happen, then, is that my experience will change “before my

eyes.” Where I was once experiencing red, I will now experience blue.

([8], p.268, emphases added)

... red and blue experiences “dance” before the system’s inner eye ...

([6], emphasis added)

With the switch in one mode, you use the natural visual cortex; in the

other, the artificial cortex is activated. ([7], p.86, emphasis added)

Statements like the latter two mistakenly suggest that the unchanging part of

the brain, separated from the visual cortex, experiences the visual qualia that Bob

experiences. The suggestion is that the only task of the visual cortex is to collect

“visual sense data” which will subsequently be “seen” by some “inner eye” located

in the rest of the brain. The mistake is that, while not including Bob’s visual cortex,

the rest of Bob’s brain would have the same visual capacities as Bob as a whole has.

In other words, such statements come very close to committing a homunculus fallacy.

Statements like the former two do not make this mistake, but do insist that there

is one and only one individual that is getting different kinds of qualia when the

flip is switched. However, why can’t we view flipping the switch in the experiment

as a switch between the reports we get from two individuals, each with their own

phenomenal world? That view seems reasonable enough, as there are two different

physical systems involved. However, with such a view, our intuitions go quite a

different way, and no untenable position will be reached.

It is now clear why Chalmers merely replaced the visual cortex instead of the

whole brain. By replacing only part of the brain, the suggestion is that we are still

dealing with what is still the same individual. However, given the fact that we are

talking about visual experiences, the fact that the visual cortex is being replaced
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actually amounts to quite a significant difference regarding the epistemic access to

the phenomenal experiences relevant to the argument. Indeed, although we may still

say that ’Bob’ is still the same ’Bob’ in terms of his psychological properties, it is

far from clear how one epistemic center can compare and contrast the two different

visual experiences unless some mistaken kind of homuncular picture is drawn such as

the one just stated.

Fortunately, there is no need to speculate about the number of individuals in the

thought experiment. The only thing that we have to determine is whether or not what

is happening during the thought goes, at any point, against the Structural Coherence

Principle. And, to determine that, we don’t have to talk about who or what has the

phenomenal experiences or psychological states. We just have to determine if any

psychological state is incompatible with any phenomenal experience. And, as I will

argue, no such incompatibility is ever reached.

The key point to the refutation of Chalmers’ argument is that although one can

talk about a change in experience when we flip the switch, it is still an open question

of whether or not an experience of change will ever take place. And, without such

an experience of change, no contradictory situation will be obtained either. That is,

if I phenomenally experience a change in the color of something, but I am not psy-

chologically aware of that, then we have a situation that goes against the Coherence

Principle. However, it is not clear that at any point such a phenomenal experience

ever takes place. All there is, is a change between two experiences. In glossing over

this distinction, Chalmers thus makes an equivocation fallacy.

Now, just because a change of experience is not the same thing as an experience of

change does not mean that the former could not imply the latter. That is, Chalmers’

argument as stated may contain a gap, but maybe it is easy to fill. Unfortunately,

this is not the case.

First of all, consider the situation in which we do experience a change. Thus, we
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can imagine us looking at a computer screen which changes color. On Chalmers’ view,

we have a phenomenal experience of a change in color as this experience is associated

with a psychological awareness of a change in color. And, the psychological aware-

ness can be accounted for by purely computational properties. Maybe some kind of

comparison takes place at which point a change is detected. Or maybe some kind

of stable state is disturbed. However, whatever the mechanism of becoming psycho-

logically aware of a change, notice that there is no reason to suppose that any such

mechanism takes place at any point during the thought experiment. The psycholog-

ical state at time t right before we flip the switch is one of seeing, and having seen,

the same color. Therefore, at time t′ right after we flip the switch, the psychological

state is as such as well. The same therefore goes for the phenomenal experiences

that are associated with them: at time t, Bob has a phenomenal experience of seeing

and having seen red, and at time t′, Bob has a phenomenal experience of seeing and

having seen blue.

Indeed, there is no reason to suppose that at time t′, Bob phenomenally experi-

ences that he is experiencing a different color now then before. This would be true if

some part of the brain has somehow stored the qualitative nature of previous visual

experiences in some kind of “visual qualia databank” so that Bob can reach into this

databank, compare his current experience with his past experiences, and indeed expe-

rience the change in experience. However, not only does this appeal to a homuncular

view, but on Chalmers’ own view such a qualia databank is simply impossible, for

experiences are not physical or psychological states, but are instead associated with

them.

But that means that the story of the recollection of past experiences changes

dramatically. Probably, such recollection would have to work work through the invo-

cation of some of the same psychological mechanisms that contributed to the original

experience, and that means that the visual cortex is involved in the recollection of past

experiences. However, the phenomenal nature of these recollected visual experiences
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are just as dependent on the physical nature of the cortex in use as the qualitative

nature of the current visual experiences. Hence, the phenomenal nature of the ex-

periences that Bob remembers is similar to the qualitative nature of the experiences

that Bob is having now. Therefore, Bob will not experience any change at all.

Readers that are still not convinced can try and think about a modified version

of the thought experiment. That is, imagine that instead of just the visual cortex, a

silicon copy of the whole brain is made every time the switch is flipped, while the old

brain is discarded at any such switch. Thus there is at any time only one brain in

existence, but it is of a different material depending on the position of the switch.

Since in this thought experiment the whole brain gets replaced, there is this time

no room for homuncular intuitions. More importantly, since a whole new brain is

created every time the switch is flipped, it should now also become clear that the

silicon brain may as well have come into existence without there ever been any carbon

brain at all. That is, whether the carbon brain ever existed or not is completely

irrelevant for the nature of the experiences that Bob with the silicon brain is having,

and vice versa. Therefore, just because Bob with a different brain happened to exist

right before the current Bob came into existence (and thus we can speak of a change

in experience), does not mean that Bob experiences this change.

Indeed, we can even try to imagine replacing Bob completely. That is, we have a

switch, and when we flip the switch, then we instantly create a copy of Bob’s complete

body, destroy the old one, and place the body double wherever the old body was.

Then, ask yourself how the situation of flipping the switch to get the current Bob

from the old Bob would make Bob’s behavior, psychology or conscious experiences

any different from the situation in which we would have created Bob with no previous

Bob at all. The right answer is of course that there is no difference in these respects.

Bob does not say: “Wow, I just became conscious!” just because Bob did not happen

to exist beforehand. Instead, Bob is created with memory and all, and since Bob’s
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memory will indicate that Bob has been looking at the same color for some time now,

Bob’s associated conscious experience will be as such as well.

To complete this line of argument, we should make clear that the above two vari-

eties of the thought experiment are similar enough to the original thought experiment

to warrant the same answers with regard to the relevant questions. However, this is

an easy task. In the original thought experiment, the two cortices never get destroyed.

Nevertheless, one is always ‘off,’ and has no effect on the behavior nor experiences of

the system that is ‘on.’ Moreover, one always has to make sure that each cortex gets

‘updated’ according to the other cortex at the moment of flipping the switch. The sit-

uation of instantly making a new copy, and destroying the original is therefore not any

different from the original situation when it comes to the relationship between the for

the argument relevant relationship between physical states and conscious experiences.

5.5.4 The Refutation of the Organizational Invariance Principle

The refutation of Chalmers’ Dancing Qualia Argument does not mean that the Prin-

ciple of Organizational Invariance is a false principle. However, the possibility of it

being false does give the position of Intrinsicalism a bit more breathing room, for if

the Principle of Organizational Invariance were true, then Intrinsicalism would be in

trouble.

To see this, remember that Intrinsicalism states that extrinsic properties super-

vene on intrinsic properties. Hence, two entities with the exact same intrinsic prop-

erties would have the exact same extrinsic properties. Therefore, any two entities

with different extrinsic properties would have to have different intrinsic properties.

And, although a silicon-based brain may have the same computational properties as a

carbon-based brain, there are nevertheless differences in the physical implementation

of these computational properties between these two brains. Hence, there is an extrin-

sic difference between the two brains. Indeed, we can simply point out that whenever

there is a physical difference, there is an extrinsic difference, and there are obvious
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physical differences between the two brains. However, under the view of Intrinsical-

ism, that means that there must be an intrinsic difference as well. And that probably

means that the phenomenal experiences associated with a silicon-based brain have to

be different from the phenomenal experiences associated with a carbon-based brain.

I say ’probably’, because one could argue that a difference in intrinsic properties

does not necessarily mean a difference in phenomenal properties. That is, one could

point out that under the view of Intrinsicalism, phenomenal properties are them-

selves realized by lower-level, more basic intrinsic properties. And, just as the very

same higher-level computational properties of the two brains are realized in multiple

ways by their underlying physical properties, it may be possible that the exact same

phenomenal properties can be realized in multiple ways by their underlying intrinsic

properties as well.

However, such a move seems quite unintuitive given the fundamental difference

between intrinsic and extrinsic properties. Extrinsic properties are multiple realiz-

able exactly because extrinsic properties are inherently abstract properties. That is,

high-level extrinsic properties are high-level abstractions from underlying low-level

properties, and can therefore be realized by lower-level properties in multiple ways.

In fact, even extrinsic properties at the lowest level are still abstractions: they are ab-

stractions of, and can therefore be multiply realized by, intrinsic properties. However,

intrinsic properties are inherently non-abstract and, as such, multiple realizability for

any intrinsic properties, whether low-level or high-level, simply seems impossible. In-

deed, although the nature of most intrinsic properties is quite unknown to us, it is only

reasonable to suppose that high-level intrinsic properties, such as phenomenal con-

sciousness, are some kind of straightforward ’sum’ of all lower-level intrinsic properties

that are involved. Under the view of Intrinsicalism, the Principle of Organizational

Invariance therefore seems to be quite implausible.
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5.5.5 The Refutation of the Structural Coherence Principle

Of course, the rejection of the Principle of Organizational Invariance does not mean

that phenomenological experiences and computational systems are completely un-

related. For one thing, one can still try and hold on to the Principle of Structural

Coherence. Indeed, following the dancing qualia thought experiment, one could claim

that even though there will be an intrinsic difference in Bob’s conscious experience

when Bob is using the silicon-based brain instead of his silicon-based brain, the ab-

stract organizational features of those experiences are still the same. Thus, where

Bob sees three red tomatoes in a particular formation before the switch, Bob sees

three blue tomatoes in exactly the same formation after the switch. However, al-

though such a view may be appealing to some, there is reason to reject the Structural

Coherence Principle after all.

To see this, consider the Chinese Room thought experiment. In the Chinese

Room, a computational system is not merely implemented using basic physical ma-

terials other than carbon, but the implementation involves a conscious being. In

particular, during the operation of symbol manipulations, the person in the Chinese

Room has conscious experiences of these symbol manipulations. However, these con-

scious experiences are intrinsic properties and, as such, non-abstract properties of the

implemented system. And, if intrinsic properties do indeed combine in an additive

kind of way, then the conscious experience of the system as a whole, if existent at all,

would have to include the conscious experiences of the man in the room. As such,

however, the experience of the system as a whole is therefore not only intrinsically,

but also organizationally quite unlike the experience of an ordinary Chinese speaker

involved in that same conversation.

The same holds for Block’s thought experiment in which the total population of

China is used to simulate an artificial brain ([3]). Again, the resulting system would

already involve certain intrinsic properties in the form of the conscious experiences
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of all the people involved. The conscious experience of the system as a whole can

therefore not be anything like the conscious experiences of the original system whose

computational properties are duplicated.

At this point, some readers may point out that if on the view of Intrinsicalism the

Principle of Structural Coherence becomes suspect, then maybe we should just do

away with Intrinsicalism. Indeed, while creatures that talk about having conscious

experiences without having any conscious experiences are bizarre, creatures that talk

about certain kinds of experiences while having completely different kinds of expe-

riences are equally bizarre. Thus, just as Non-Interactionist Dualism goes against

the Causal Relevance Intuition, the above consequence of Intrinsicalism seems to go

the Causal Relevance Intuition as well. Hence, Intrinsicalism doesn’t seem to be a

satisfactory solution to the Paradox of Consciousness after all.

One way to respond to this line of attack on Intrinsicalism is to say that maybe in-

trinsic properties do not combine in any kind of additive way after all. Thus we might

be able to save the Principle of Structural Coherence under the view of Intrinsicalism.

However, we saw earlier that although we do not know much about the nature of the

intrinsic properties, we do have reason to believe for their additive nature. And, even

if the intrinsic properties don’t combine in an additive way, then this does not at all

mean that they do combine in such a way that in the case of the Chinese Room and

the Chinese Nation, we do get conscious experiences of the ’appropriate’ kind.

A somewhat more hopeful approach to try and avoid the defeat of Intrinsicalism

would therefore be to try and argue that although the persons involved in the Chinese

Room or Chinese Nation are important to make sure that the right computations

do indeed take place, it would be wrong to consider them as integral parts of the

implemented system after all. Indeed, as pointed out before, the task of the man

in the Chinese Room is merely to facilitate the causal processes that take place.

Hence, one can argue that therefore the man doesn’t really instantiate those causal
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processes. If this argument works, then the conscious experience of the implemented

system is independent of the conscious experience of the man in the room. In fact,

the conscious experience of the implemented system would be the intrinsic properties

of a much more abstract causal topology and, since this is not so different from the

abstract causal topology of the system that was being duplicated after all, we should

expect no structural changes in the phenomenal experiences between the original and

the duplicate either. Still, also this approach is not without its problems, as it is

simply not clear that the person in the Chinese Room is not an integral part of the

instantiation of the relevant computational system.

Fortunately, there is no need to go through such great lengths in order to try and

save Intrinsicalism. The best way to save Intrinsicalism is to simply bite the bullet

and to say that in the case of the Chinese Room or the Chinese Nation, there is

indeed no conscious experience taking place of the kind that we would expect giving

the psychological properties that we attribute to the implemented systems. And this

is because the rejection of the Structural Coherence Principle simply doesn’t mean

that our Causal Relevance Intuition is false.

To see this, consider the way Chalmers describes the Principle of Structural Co-

herence:

... the structure of consciousness is mirrored by the structure of awareness,

and the structure of awareness is mirrored by the structure of conscious-

ness. ([8], p.225)

Thus, according to Chalmers, the Structural Coherence Principle is a two-way

street. However, while such a bidirectional principle makes perfect sense in the sym-

metrical metaphysics of Non-Interactionist Dualism, remember that Intrinsicalism is

fundamentally asymmetric. That is, on the view of Intrinsicalism, intrinsic proper-

ties are ontologically prior to extrinsic properties, and not vice versa. Indeed, on the

view of Intrinsicalism, extrinsic properties supervene on intrinsic properties rather
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than the other way around. Hence, while Intrinsicalism will agree that the struc-

ture of consciousness will always be mirrored by the structure of awareness, it does

not necessarily hold that the structure of awareness will always be mirrored by the

structure of consciousness. In fact, notice that the Structural Coherence Principle is

a principle formulated by us humans. Thus, although our psychology matches our

phenomenology, it does not follow from this that the psychology of other kinds of

creatures matches their phenomenology.

The upshot of all this is that we can hold on to the Causal Relevance Intuition,

while denying the Structural Coherence Principle. When we say that our conscious-

ness is causally relevant, we are still right, for the structure of our awareness still

mirrors the structure of our consciousness, and for a deep metaphysical reason. In-

deed, our conscious experiences metaphysically cause us to do certain things. How-

ever, although having certain phenomenal experiences are therefore sufficient to have

certain psychological states, this does not mean that having such phenomenal expe-

riences are necessary. Hence, while we keep the one half of the Structural Coherence

Principle that is intimately linked to the Causal Relevance Intuition, we can throw

away the other half, and allow for cases where the nature of the phenomenal experi-

ences of a certain system are quite unlike what the psychology of that system would

suggest. Hence, not only do conscious experiences not logically supervene on physical

properties, they don’t even naturally supervene.

5.5.6 The Myth of the Mediating Mini-Me

Some readers may object that although the above solution to save Intrinsicalism and

the Causal Relevance Intuition by throwing away half of the Structural Coherence

Principle is a logical possibility, it is still very unintuitive. That is, not only do we

believe that our conscious experiences are causally relevant for our behavior, but we

also believe that our behavior really does require certain kinds of conscious experi-

ences. In other words, many of us still feel that the system as implemented by the
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Chinese Room wouldn’t be able to hold up its end of the conversation if it wouldn’t

have matching conscious experiences.

However, I think that our intuitions are confused here, and we are confused in

a similar way as Chalmers was confused in his Dancing Qualia Argument. That is,

remember that in Chalmers’ argument, Bob was supposed to be able to reflect on

his experiences, and to compare and contrast his past experiences with his current

ones. However, the only way in which that would make sense is if we were to imagine

Bob to take the two experiences, hold them up next to each other in the light, and

consciously notice the change in the nature of those experiences. In other words,

we were to imagine Bob as experiencing two different experiences. However, that

commits a homuncular mistake: experiences aren’t something that we look at, but

instead they are the result of us looking.

I think that many of us have exactly this same mistaken intuition when it comes to

our own experiences. That is, our intuition isn’t just that our conscious experiences

are causally relevant to our psychological states and our behavior, but we imagine

the causal mechanism behind this to be similar as the way Chalmers imagined Bob

would notice the change. That is, we imagine that I take my experience, hold it up

against the light, notice that a rotten tomato is flying towards me, and then cause

my body to behave appropriately in order to avoid the incoming tomato. However,

this only works if we postulate a kind of ’inner I’ that observes my experience in

some kind of Cartesian Theatre inside my brain, and that gives appropriate motor

commands. But, experiences aren’t experiences by such ’inner eyes’, and we need to

reject this picture of a homunculus mediating between our conscious experience and

our subsequent behavior. In sum, we need to explode what I call the Myth of the

Mediating Mini-Me.

Rejecting the Myth of the Mediating Mini-Me, we find that we really have no rea-

son to require there to be certain conscious experiences in order for certain behavior
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to take place, in order for certain information to be processed, or in order for certain

psychological states to exist. Indeed, notice that much of our behavior and our psy-

chology isn’t consciously mediated at all, which is exactly why we refuted Cartesian

Dualism in the first place.

When we reject the possibility of zombies talking about consciousness, we are

being lured into the Myth of the Mediating Mini-Me as well. That is, we think that

zombies wouldn’t talk about consciousness since such talk would require there to be

a mini-me that would reflect on conscious experiences in the first place. And, since

there are no such experiences, no mediation can take place either. However, notice

that if you hold that picture, then it shouldn’t be clear either why zombies would

talk about anything at all. Hence, since we can imagine zombies talk about tables

and chairs, the picture of the mini-me must be rejected.

In fact, this example shows that apparently we do believe that we can obtain

all kinds of interesting behavior and functionality without there being any conscious

experiences at all. Indeed, the field of artificial intelligence produces all kinds of gad-

gets that are able to display intelligent behavior. However, it seems quite arbitrary

to then suddenly require that certain kinds of conscious experiences are present for

other kinds of behavior. In other words, the zombie world is impossible only because

in the zombie world there are no intrinsic properties to realize any kind of physi-

cal properties. The zombie world is not impossible because zombies wouldn’t talk

about consciousness. All it takes for behavior to take place, for information process-

ing to happen, and for psychological properties to exist, are for underlying physical

properties to exist.

The Myth of the Mediating Mini-Me has a number of other problems as well. First

of all, in order for the mini-me to experience anything at all, it would require a mini-

mini-me, which would require a mini-mini-mini-me, and so on. Thus, the Myth of the

Mediating Mini-Me, like all homuncular views, lead to an infinite regress. Second,

192



and more importantly, the Myth of the Mediating Mini-Me has the problem that it

postulates our selves as somehow separated from our experiences. That is, the ’I’ is

given an ontological status next to experiences themselves, and while a Cartesian-like

kind of Dualism could make sense out of such a view, it is far from clear how to flesh

this out otherwise metaphysically.

In fact, given that phenomenal properties are considered to be ontologically prior

to psychological properties on the view of Intrinsicalism, it is probably better to

suppose that the ’I’ is an integral part of the experience itself. Thus, the conscious ’I’

is bootstrapped out of the kind of experience that creates a sense of self experiencing

that experience. Experiences without such a sense of self would not lead to such a

conscious ’I’ and, as such, cannot even be considered an experience of any kind. They

would merely be some organization of intrinsic properties.

This would actually clear up a number of things. First of all, go back to the

Chinese Nation. I originally argued that the experience of the system as instantiated

by the Chinese Nation would partly consist of the individual experiences of the people

that make up the system. However, even though the nature of the system’s psychology

does not determine the nature of the system’s conscious experiences, it is true that

the nature of the system’s conscious experiences determines the nature of the system’s

psychology. And, whatever the exact system’s conscious experiences are, if they are

at least partly comprised out of the individual experiences of the people involved,

then the system’s psychology doesn’t seem to match that kind of experience. Thus,

it seems that the Causal Relevance Intuition is false after all, and that Intrinsicalism

has a problem.

The answer to this line of reasoning is that the intrinsic nature of the system

is probably such that no sense of self is created. There are many organizations

of intrinsicness involved that do create a sense of self, but those form the selves

of the people involved, and their individual psychologies match their phenomenal
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experiences perfectly fine. However, while we can talk about the psychology of the

system, there is presumably no such thing as any kind of experience that the system

is having, no other conscious self is instantiated. In other words, no violation of the

Causal Relevance Intuition takes place.

A second consequence of the view that our conscious ’selves’ are bootstrapped out

of the right kind of intrinsic organization is that this can nicely explain the difference

between non-phenomenal intrinsic properties and phenomenal intrinsic properties, or

simply between cases where there is consciousness and cases where there is intrinsic

organization, but no consciousness. Indeed, it may have seemed a bit ad hoc for

Intrinsicalism to suppose that the phenomenal properties of consciousness are just

one class of intrinsic properties, but this view may be able to explain the difference.
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