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Abstract

We propose an Extreme Point Tabu Search (EPTS) algorithm that constructs
globally optimal decision trees for classification problems. Typically, decision tree
algorithms are greedy. They optimize the misclassification error of each decision se-
quentially. Our non-greedy approach minimizes the misclassification error of all the
decisions in the tree concurrently. Decision trees are ideal for data-mining because
their logical structure makes them easily understandable. Using Global Tree Opti-
mization (GTO), we can optimize existing decision trees. This capability can be used
in data mining for avoiding overfitting, transferring knowledge, incorporating domain
knowledge, and maintaining existing decision trees. Our method works by fixing the
structure of the decision tree and then representing it as a set of disjunctive linear
inequalities. An optimization problem is constructed that minimizes the errors within
the disjunctive linear inequalities. To reduce the misclassification error, a nonlinear
error function is minimized over a polyhedral region. A new EPTS algorithm is used to
search the extreme points of the polyhedral region for an optimal solution. Promising
computational results are given for both randomly generated and real-world problems.
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1 Introduction

Decision trees have proven to be a very effective technique for data mining and classi-
fication problems. Widely used decision tree algorithms such as CART [6] and C4.5 [16]
are greedy. They recursively construct a tree by creating univariate decisions one node at a
time. Greedy multivariate decisions have also proven very effective for classification problems
[1, 7, 14]. In this paper, we investigate a nonparametric nongreedy algorithm to construct
multivariate decision trees. The proposed approach allows us to optimize all of the decisions
in the tree simultaneously. The structure of the tree is fixed and then the decisions are
determined much in the same way that the structure of a neural network is fixed and then
the weights are learned. We propose several variants of the global tree optimization (GTO)
problem and a new Extreme Point Tabu Search (EPTS) algorithm for solving the problem.

One of the great strengths and challenges of decision trees is that they are logically
interpretable. The path to each leaf of a tree represents a rule. While very useful for
data mining, the logical structure of the trees makes constructing them combinatorically
difficult. Typically, greedy methods are constructed one decision at a time starting at the
root. However, locally good but globally poor choices of the decisions at each node can result
in excessively large trees that do not reflect the underlying structure of the data. Pruning
is almost always used to avoid this overfitting of the problem. In our nongreedy method
EPTS, we search for the best tree with a given structure. Fixing the structure prevents the
method from overfitting the data.

Another benefit of GTO is that existing trees may be optimized. Typically, greedy meth-
ods must reconstruct a tree from scratch each time the algorithm is run. The capability to
optimize an existing tree can be very useful in data mining applications. Domain knowledge
can be incorporated into the initial tree and then the tree can be optimized. Knowledge
transfer can be achieved by starting with a tree from a related problem. An existing tree
can be updated when new data becomes available. GTO can be used to prune and restruc-
ture a tree initially constructed via a greedy method. The error function used within GTO
can be customized to meet a client’s particular needs. The flexibility of the method is very
promising. We are just beginning to explore these possibilities.

Our nonparametric EPTS method for decision tree construction is fundamentally different
from the few prior nongreedy algorithms. Unlike the Bayesian or parametric approaches
[17, 8, 12], the strict logical rules of the tree are maintained. We consider the decision tree as a
set of disjunctive linear inequalities. A Frank-Wolfe algorithm has been used to minimize the
error in the disjunctive inequalities [5, 2]. The Frank-Wolfe algorithm is a descent technique
that stops at the first local minimum it encounters. EPTS is a global optimization technique.
While it is not guaranteed to find the global minimum, it is much more robust than the
Frank-Wolfe algorithm. In addition, the Frank Wolfe algorithm is limited to differentiable
objective functions. For EPTS the objective function need not be differentiable. In this
paper we investigate a family of nonparametric error objective functions. However, our
EPTS technique could be adapted to parametric formulations of the problem as well. This
work is the first application of EPTS to classification problems. Glover and Lokketangen have
applied Tabu Search (TS) using extreme points to integer programming [11]. The current
implementation utilizes only the most basic ideas of TS. We expect further improvements in
the algorithm as more advanced TS heuristics are incorporated.



This paper is organized as follows. In Section 2 we examine the underlying problem of
finding a decision tree with fixed structure that completely classifies two sets. The decision
tree is converted into a set of disjunctive inequalities. In Section 3, we propose objective
functions that can be used to minimize the error within the disjunctive inequalities. The
problem thus becomes a nonlinear nonconvex optimization problem over a polyhedral re-
gion. A new EPTS algorithm for finding the optimal extreme point of the polyhedral region
is introduced in Section 4. Very promising computational results are given in Section 5.
Conclusions and some directions for future work are given in Section 6.

We will use the following notation: For a vector = in the n-dimensional real space R,
(z); denotes the i component of z, and x; will denote the vector in R™ with components
(z4); :=max{x;, 0}, : =1,...,n. The dot product of two vectors z and w will be indicated
by zw. The outer product is never used.

In this paper, we restrict our discussion to the two-class discrimination problem using a
binary multivariate decision tree. These results can be generalized to problems with three
or more classes. Let there be two sets A and B containing m 4 and mpg points, respectively.
Each point has n real-valued attributes. Each decision consists of a linear combination of
attributes. Let A; be the ¢** point in A , w be the weights of the decision, and 4 be the
threshold. If A;w —+ < 0 then the point follows the left branch of the tree. If Ajw —~ >0
then the point follows the right branch of the tree. If A;w —~ = 0 we use the convention
that the point follows the left branch. However, we consider this situation undesirable and
count it as an error when training.

2 Decision Trees as Disjunctive Inequalities

The key idea to this approach is that a given multivariate decision tree can be represented
as a set of disjunctive linear inequalities [5, 2, 3]. Each decision in the tree corresponds to
a linear inequality. As a point traverses a path from the root of the tree to a classification
leaf, each decision creates an inequality that must be satisfied. Several leaves may belong to
a given class. If a point satisfies any one of the sets of inequalities corresponding to a leaf of
the appropriate class, then it is correctly classified. Thus we would like a set of disjunctive
inequalities to be satisfied. Note that the structure of the tree must be fixed but the actual
decisions to be used are not.

Consider the simplest case, a two-class decision tree consisting of a single decision in
which the left leaf is labelled A and the right leaf is labelled B. This corresponds to a linear
discriminant. Let w be the weights of the decision and v be the threshold. The decision
accurately classifies all the points in A if there exist w and 5 such that A;w —~ < 0 for all
points ¢ = 1,...,m4. The decision accurately classifies all the points in B if Bjw —~ > 0 for
all points 7 = 1,...,mp. We now remove the strict inequalities by adding a constant term.
The inequalities become

Aw—~ < =1 i=1,...,m4 and Bjw—~ > 1 j=1,...,mp (1)

We can easily determine in polynomial time if such a w and v exist using a linear program
[4]. Notice that since there is no scaling on w and 5 the constant (in this case 1) may be
any positive number.
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Figure 1: A multivariate decision tree with three decisions

Now consider the problem of a tree with multiple decisions such as the tree in Figure
1. In order for the points in A to be correctly classified at leaf nodes 4 or 6 the following
inequalities must be satisfied:

{Aiw —y < —1 and Ajw —y < -1}

{Aw —~ > 1 and Aw —~ < —1} (2)
i:1,...,mA

In order for the points in B to be correctly classified at leaf nodes 5 or 7 the following
inequalities must be satisfied:

{Bjw —v < —=1 and Bjw —v > 1}

{Bjw —v > 1 and Bjw —~ > 1} (3)
jzl,...,mB

Thus if w and ~ exist that satisfy disjunctive inequalities (2) and (3) the tree will correctly
classify all the points. This same approach can be used for any binary multivariate decision
tree with fixed structure [2, 3]. The trees may be of arbitrary depth and need not be
symmetric.

lo al Tree rror unctions

The problem of determining whether there is a feasible solution to the disjunctive in-
equalities can be converted to the GTO problem. We propose several objectives that have
the property that the minimum objective value is zero if and only if the solution is feasible
for the disjunctive inequalities. If the disjunctive inequalities are not feasible, the problem
minimizes some function of the classification error. For clarity we will limit discussion to the
tree in Figure 1.

The idea is to calculate the error of each point and then minimize that error. The error
can be broken down into three parts: the error at each decision, the error at each leaf, and
the total point error. At each decision, we look at the inequality that must be satisfied
and then measure how much it is violated. Assume the point must traverse the right path



or greater than path at decision d. We want A;w —~ > 1, so we define the error as
( )i=(-Aw v 1); where ( )3 = max{ ,0}. The four possible errors are:

Aw —v >1 ( )i=(-Aw v 1)
Aw —~ < -1 ( )i=(Aw —y 1)y
Bjw —v =1 ( )i=(=Bw v 1)
Bjw —v < -1 ( )i=Bw —v 1)

The leaf error is a function of the decision errors along the path to the leaf. We simply
take the sum of the decision errors along each path. Thus for the tree in Figure 1:

a  (Apnd H=( ) ( ))
a  (Apnd 6)=((,); ( )) (1)
a  (Bipnd 5)=(); (4))
a (Bjyn d 7)=(( 4); (4);)
where =1 if we want the absolute error and = 2 if we want the squared error. Another

variant would be to take the average of the decision errors. For more general trees, each leaf
error would have as many terms as the depth of the leaf.

The point error is a function of the leaf errors. If we minimize the product of the leaf
errors for each class the following optimization problem is obtained:

min : a (Ai,n d 4) a (Ai,n d 6) .
a (Bj,n d 5) a (Bj,n d 7) (5)

with  «a defined as above. A winner-take-all approach is to minimize the minimum
leaf error for each point. Thus with and defined as above, the problem becomes:

J

min ;, min( a (Ai,n d 4), a (Ai,n d 6)) 6
; min( a (Bj,n d 5), a (Bj,n d T)) (6)
Another possibility is to count the number of points misclassified.

Each of the above problems is challenging to solve. The problems are nonconvex and
have many local minima. Only the product error function with = 2 is differentiable. The
min error and count error functions are not even continuous.

To simplify the objective, we eliminate the plus functions by introducing linear con-
straints. We define and  as nonnegative variables that are bounded below by the leaf
error. The objective is then minimized over the resulting polyhedral region. The product
error for problem (5) becomes:

min - (C ) () (C ) ))
i () O () C))
j ( )iz Aw =y 1 ( )iz -Aw v 1
( )iz Aw —v 1 ( );> Aw —~v 1 (7)
( )iz Bw —y 1 ();=2 -Buw v 1
( )iz —Bw ~ 1 ()2 —-Bw ~ 1
'i:l, , A j:l’ ., Mmp 5 Z 0



Problem (7) has some interesting properties [3]. The objective with = 1 is quasiconcave
and differentiable. At optimality and are exactly equal to the point error. In addition
there exists an optimal solution which is an extreme point of the polyhedral region. An
extreme point is any point in the region that does not lie on a line between any two other
points in the region. There are only finitely many extreme points in the polyhedral region
as compared to the infinite number of values possible for w and 7. We want to exploit
this property when we develop algorithms for solving the problem. For the min and count
error functions it has not been proven that an optimal extreme point solution always exists.
However, given that error functions are substitutes for the real problem of maximizing gen-
eralization on future points, a near optimal extreme point solution is sufficient. Note these
properties hold for trees with any number of decisions.

Specialized algorithms have been developed for searching the extreme points of polyhe-
dral regions. We can take advantage of the numerically efficient methods for representing
extreme points developed for the Simplex ethod of linear programming [15]. In the Frank-
Wolfe algorithm, nonlinear problems are solved using a series of linear programs created by
linearizing the objective function. A Frank-Wolfe method was successfully applied to vari-
ants of problem (7) [5, 2]. However, the Frank-Wolfe algorithm is a descent method that
stops at the first local minimum encountered and it is limited to differentiable functions. We
would like a more robust approach that can be used for nondifferentiable objectives. Thus
we have developed the EPTS algorithm discussed in the next section.

tre e oint Ta u earc
We have developed an Extreme Point Tabu Search (EPTS) to solve the GTO problem.

Tabu Search (TS) is a heuristic that has achieved great success on a wide variety of practical
optimization problems [10]. A very basic TS search algorithm is described below. For each
point in the search space a neighborhood 1is defined. The algorithm moves to the best
neighbor of the current solution that is not tabu . If the best neighbor is tabu and it
exceeds some aspiration criteria , then a move may be taken even though it is tabu. The
dynamically changing tabu lists and the neighborhoods help this nonmonotonic algorithm
move out of a local minimum and continue searching for better solutions without cycling.

EPTS is a tabu search on the extreme points of an optimization problem with linear

Many thanks to Fred Glover of the niversity of olorado for suggesting Tabu Search for this problem.



constraints in the following form:
min (z), J Ar= |, >0 (8)

where x  R"™ and A is an m n matrix. Standard procedures exist for transforming prob-
lems with linear inequalities and or unconstrained variables into this format. The objective
function of (8) need not be linear, continuous, or even differentiable. Each extreme point
of the polyhedral region formed by the constraints of (8) corresponds to a basic feasible
solution. A basic feasible solution consists of m variables which form a basis. The remaining
nonbasic variables are set equal to zero. Once a nonbasic variable is selected to become
basic, the ratio test is used to select the basic variable to move out of the basis. A pivot
swaps the incoming and outgoing variables.

For EPTS, the neighbors are the nonbasic variables. Pivoting in one of these variables
will move from one extreme point to a neighboring extreme point. The initial starting point
is any basic feasible solution of problem (8). The best neighbor is based upon the move
with the smallest objective function value . In practice we only evaluate neighbors on the
candidate list. The candidate list is a list of moves with the best objective function values
found at some iteration. The list is remade when it becomes too short or the quality of
moves on it degrades. A variable becomes tabu when it leaves the basis. A move is tabu
if it requires a variable on the tabu list to enter the basis. The number of iterations that
the variable remains tabu is called the tabu tenure. For the results presented here, we set

the tabu tenure to m 8. The tabu tenure is problem dependent. The linear programming
package INOS 5.4 [13] was customized to implement EPTS.

o utational esults

Several series of experiments were performed applying EPTS to the seven node decision
tree of Figure 3. EPTS was tested on two types of problems: randomly generated data with
known solutions and real-life problems. The random data was created by first generating
the three decisions in a seven node decision tree. Each weight and threshold were uniformly
generated between -1 and 1. Then points were randomly generated in the unit cube and
classified using the generated tree. The real-life data consisted of: the BUPA Liver Disease
dataset (Liver) the PI A Indians Diabetes dataset (Diabetes), the Wisconsin Breast Cancer
Database (Cancer) [18], and the Cleveland Heart Disease Database (Heart) [ ].

The goal of the first experiment was to evaluate the effectiveness of EPTS on GTO using
the three different objective functions and generated data. To test how well EPTS could
improve an existing tree, an initial tree was generated using the greedy S T decision tree
algorithm [1]. S T used a linear program to recursively construct the decisions. The tree
was then pruned to three decisions. This tree was used to start EPTS. We tested EPTS using
the absolute decision error with the error functions of problem 5 (Tabu-Prod), problem 6
(Tabu- in) and the number of points misclassified. In addition, we compared the results with
the Frank-Wolfe algorithm (FW) applied to problem 5. The results for randomly generated
data of 5, 10 and 20 dimensions trained on 200 points and tested on 2000 points are given

Il of these datasets are available in the machine learning repository at the niversity of alifornia, at
Irvine.
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Figure 2: Comparison of three methods: Frank-Wolfe, Tabu-Prod, and Tabu- in on ran-
domly generated problems. The S T starting point is also given.

in Figure 2. The training set and testing set accuracies are reported. Both EPTS and FW
were able to improve significantly the initial S T tree. The results for Tabu-Count were
uniformly much worse than the other objectives and thus are not reported. EPTS had trouble
optimizing Tabu-Count because adjacent extreme points frequently had the same number of
points misclassified. The best results were obtained using the product error Tabu-Prod. It
consistently outperformed FW and the other objectives on our experiments. Note however
that no method consistently achieved 100 accuracy on the training set even though such
a solution existed. This is not surprising since the underlying problem is NP-complete [3].
The current implementation of EPTS is surprisingly effective considering the simplicity of
the algorithm. We are currently incorporating additional ideas from TS such as long term
memory using frequency lists in order to make EPTS even more robust.

EPTS was also evaluated on larger random problems and real-world datasets. For these
runs no starting point was used. Instead, INOS 5.4 finds its own starting feasible solution.
The results of EPTS using the in-Prod objective function with no starting point are given
in Table 1. EPTS showed a strong performance in both training and testing set accuracy.
Recall that a decision tree with three decisions was used on all of these datasets. Other
tree structures may better reflect the underlying structure of these problems. For example,
100  correctness on the lonosphere dataset reflects the fact that a simpler tree may be used.
Additional decisions are required to obtain the best results on Liver.

onclusions and uture or

We have proposed several variants of the GTO problem and a new Extreme Point Tabu



Data Set | Dimension | Num of Points | Train Error | Test Error
Random 5 5 500 4.6 5.7
Random 10 10 500 2.2 6.6
Random 20 20 500 6.0 13.7

Liver 6 345 6.2 10.0
Diabetes 8 768 22.4 24.3
Cancer 682 2.4 3.4

Heart 13 27 16.4 20.2
[onosphere 34 351 0.0 17.7

Table 1: Percent Training and Testing Set error of EPTS using the Product Error Function
with no starting point.

Search for solving them. GTO can be used to optimize decision trees while maintaining
their logical structure. Unlike greedy methods, GTO optimizes all the decisions within a
multivariate decision tree concurrently. A given multivariate decision tree can be represented
as a set of disjunctive linear inequalities. We characterized several objective functions that
can be used to minimize the infeasibilities in the disjunctive linear inequalities, and thus the
classification error as well. A new extreme point tabu search was proposed for solving this
problem. EPTS is a general purpose search algorithm that can be used on other problems for
which extreme point solutions are desired. Unlike prior approaches, EPTS can be used for
nondifferentiable and discontinuous objective function formulations. Computational results
show that EPTS can improve upon existing decision trees, outperforms the Frank-Wolfe
algorithm, and is computationally practical.

GTO has great potential as a technique for data mining. The techniques described here
can be applied to any size decision tree. GTO can be used with greedy algorithms to con-
struct and prune trees. It can be used for incorporating domain knowledge and transferring
knowledge between applications. Since EPTS is a general purpose search algorithm, we can
create new error functions that reflect application specific problems and the objectives of the
ultimate user of the decision tree.
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